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Abstract 
This document aims to provide insight into the secure development and 
installation of web applications by exposing the pitfalls of web application 
design and addressing how to stop future attackers. 

Disclaimer 
This paper has been produced for NISCC by Next Generation Security 
Software Ltd. While it is NISCC's belief that the paper represents best 
practice in web application development security, the paper does not 
necessarily represent UK government information security policy. In 
particular, the UK government security authorities do not comment on 
cryptographic matters. 
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INTRODUCTION 
Document Scope 

 
1. It is the goal of every web developer to design a web application 

capable of thwarting current and future application threats.  The ability 
to protect the confidential data exposed by a web application requires 
an understanding of the complications and nuances of the web 
medium.  Incorporating techniques capable of addressing a client’s 
security requirements and protecting against targeted attacks, without 
compromises of functionality, is almost an art form.  It is the goal of this 
document to provide insight into the secure development and 
installation of web applications by exposing the pitfalls of web 
application design and addressing how to stop future attackers. 

Understanding the Development Lifecycle 
The Development Lifecycle 

 
2. The development lifecycle for most secure applications is often long 

and difficult.  Unless an organisation intends to spend a lot of time 
fixing application security failures as they crop up, team leaders and 
project managers must define a consistent standard for design, coding, 
testing and deployment early on.   

 
3. It is equally important that security also be included within the 

development process itself.  It is not possible to develop a secure 
application without a complementary security process.  This security 
process should include information on how secure systems are to be 
designed, developed, tested, documented, audited and controlled 
(both management control and specification revisions). 

 
4. A significant step in the design stage is to create a threat model.  By 

creating the threat model, coders and team leaders can identify where 
an application is likely to be more vulnerable and choose appropriate 
tools or techniques to counter these security issues, the principle being 
that it is impossible to build a secure application and reduce risk 
without understanding and appreciating the threats.  Additionally, by 
tackling security during the design stage, most organisations find it 
cheaper to discover and easier to remedy potential security flaws than 
during the coding stage. 

 
5. The key steps within the threat modelling phase are typically: 
 

1)  Speculate and identify likely threats to the application. 
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2) Categorise and rank the threats by business impact or 
risk. 

 
3) Decide upon the best way of responding to the threats. 

 
4) Choose techniques to mitigate the threats. 
 
5) Review the techniques and decide upon an appropriate 

technology. 

Application Development Responsibilities 
 

6. The process of designing and building a secure application must not 
become the burden on a single developer or business area.  Instead, it 
is a collaborative effort requiring the input and consultation of multiple 
business groups.  A common method of categorising and addressing 
application development roles within business is the RACI system.  
RACI stands for: 

 
• Responsible (the role responsible for performing the task) 
 
• Accountable (the role with overall responsibility for the task) 
 
• Consulted (people who provide input to help perform the 

task) 
 

• Kept Informed (people with a vested interest who should be 
kept informed) 

 
7. At the start of a project, development of a simple RACI chart (such as 

the example in the following table) is advised to help coordinate roles 
and responsibilities. 
 

Tasks Architect System 
Admin. 

Developer Tester Security 
Pro. 

Security 
Policies 

 R  A 

Threat 
Modelling 

A  I I R 

Security 
Design 
Principles 

A I I  C 

Security 
Architecture 

A C   R 

Architecture 
and Design 
Review 

R    A 
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Tasks Architect System 

Admin. 
Developer Tester Security 

Pro. 
Code 
Development 

  A  R 

Technology 
Specific 
Threats 

  A  R 

Code Review   R I A 
Security 
Testing 

C  I A C 

Network 
Security 

C R   A 

Host Security C A I  R 
Application 
Security 

C I A  R 

Deployment 
Review 

C R I I A 

Application Control 
 

8. The requirement to regulate control and enforce minimal access 
permissions to confidential business data or application functionality is 
commonly referred to as the “concept of least privilege”.  In essence, 
applications should be designed to only ever require the minimum 
privileges necessary to do their job.  For an installed application, this 
means that any kind of “administrative” or “super-user” level access 
requirement should be deprecated and an alternative method of 
access should be investigated – such as creation of special dedicated 
accounts with only the minimum access permissions necessary to 
function. Should any serious code flaw be discovered later, minimal 
application permissions will help limit future damage. 

 
9. Closely related to least privilege management is a requirement to limit 

the number of accessible features and services available to users.  An 
application with unnecessary interfaces or features is often referred to 
as a “target rich environment” by attackers and malicious users, 
providing multiple avenues for attack.  It is vital that coders not fall in to 
the trap of trying to hide functionality from unauthorised users.  With 
access to debuggers, brute-forcers, application scanners, or just good 
luck – over time – malicious users will discover any hidden or obscured 
application functionality.  Wherever possible, if a feature or service is 
not absolutely required, disable it or remove it. 

 
10. Ideally, when designing and building an application, coders should 

ensure that only a minimal set of functional dependencies are included 
by default.  Each new feature, and its reliance on additional services or 
functionality, should be carefully reviewed and the ramifications 
evaluated before inclusion.   



National Infrastructure Security Co-ordination Centre 
 

 

11 
 

 
11. For instance, if an application is predominantly coded in ASP.NET, it 

may be more prudent to code a new function in the same language 
instead of using an existing Perl script that would require the hosting 
system to have an additional suite of support tools and interpreters 
installed upon it – thereby providing additional routes for attack or 
possible exploitation.  In essence, turn off all features and services by 
default, and only enable a minimal suite that is absolutely necessary 
for the application to work. 

Core Aspects of a Web Application 
Application Topology 

 
12. The physical topology and deployment of an application’s supporting 

infrastructure typically has the greatest influence over its design and 
consequently security.  The introduction of firewalls, load balancers, 
caching servers, SSL accelerators, Intrusion Detection Systems 
(IDSs), Certificate servers, centralised authentication servers and so 
on all impact the design of the coded application. 

 
13. Next is the logical topology.  How should the application be split over 

dedicated services?  Integration of off-the-shelf elements or controls, 
combined with clustered web servers and backend databases all 
influence the topology of the application. 

Authentication 
 

14. The way in which an application authenticates its users and the levels 
of access they may obtain is crucial for the majority of business 
applications.  This authentication process is the first and most 
important barrier in preventing unauthorised access or attack.  When 
implemented correctly, the authentication process is capable of 
providing a significant barrier to almost all automated attacks. 

Session Handling 
 

15. With web-applications being essentially state-less, a correctly 
implemented session handling technique is vital to tracking and 
managing authenticated users as they navigate through the 
application’s layers.  Many significant failures in application security 
are due to poor session handling techniques, in particular the ever 
present threat of session hijacking. 

Data Validation 
 

16. Like all interactive applications, web-based applications are dependent 
upon the exchange of data between the client and the application 
server.  Many of today’s threats focus upon the manipulation of data 
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submitted by the client to the server.  Ensuring that dedicated and 
robust mechanisms exist within the application for identifying and 
managing client data is another crucial element in developing a secure 
application. 

Cryptography 
 

17. Cryptographic techniques should not be seen as an addendum to an 
application, nor should they be seen as something that will make the 
application secure.  Instead, by applying cryptographic techniques at 
the proper place and in the proper way, cryptography forms an integral 
part of the application and is used to help add extra security to areas 
prone to abuse. 

Event Logging 
 

18. Depending upon the type of application and the levels of access to 
business data, most organisations will require a detailed event logging 
capability.  This may be necessary to fulfil regulatory and statutory 
audit requirements or to serve as a tracking mechanism for post attack 
analysis.  Either way, ensuing that the event logging process is 
appropriate for the organisations needs is a requirement for almost all 
business systems. 

Installation & Configuration 
 

19. While this guide is focused upon the application layer, it is vital that the 
configuration of the physical and data access layers also factor into all 
design considerations.  An application’s security can be easily 
undermined by poorly thought-out and poorly implemented installation 
and configuration options. 

Data Content 
 

20. With web-based applications, it is important to be aware of the types 
and impact of information contained within the data sent to a remote 
client system.  While the application is typically designed to present 
data to the client through their browser, information contained with the 
HTML body and other file-includes may pose a risk to security. 
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APPLICATION TOPOLOGY 
 
21. The physical topology and deployment of an application’s supporting 

infrastructure typically has the greatest influence over its security.  The 
introduction of firewalls, load balancers, caching servers, SSL 
accelerators, Intrusion Detection Systems (IDSs), Certificate servers, 
centralised authentication servers etc., all impact the design of the 
coded application. 

 
22. Following the physical topology is the logical topology.  How should the 

application be split over dedicated services?  Integration of off-the-
shelf elements or controls combined with clustered web servers and 
backend databases all influence the topology of the application. 

Physical Topology 
Multi-tier Design 

 
23. Multi-tier (also referred to as n-tier) is the practice of dividing an 

application into its logical parts.  Originally developed to overcome 
problems associated with the client/server model, with the surge in 
web application development it has now emerged as the predominant 
method of deploying custom web applications.  A multi-tier application 
will usually consist of at least three tiers, although numerous 
alternatives exist: 

 
• Presentation Layer – typically the client web browser 
• Business Logic Layer – web and application servers  
• Data Storage Layer – the back end database 
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24. As can been seen from the examples below, there are numerous 
methods of implementing multi-tier architectures.  It is important to 
note, even at this early stage, how different secure communication 
layers between core application components are influenced by the 
topology. 

 

Extranet Architecture Influences 
 

25. An application’s physical topology is also greatly influenced by the 
nature of the business requirements.  For instance, with Extranet-type 
environments, greater levels of trust are normally required between 
organisations.  In addition, the types of communication and access 
between the distributed application components will be varied requiring 
more sophisticated secure links (such as client certificates). 
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Internet Architecture Influences 
 

26. For Internet-orientated web applications, distribution of the web and 
application services to a DMZ or external hosting provider will influence 
the intra-component security mechanisms – ranging from firewalls and 
application proxies through to SOAP and IPSec. 
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Segregation is Key 
 

27. There are numerous reasons for segregating the various application 
components: 

 
• Simplicity – minimising the number of unique components on 

any given system will prevent component conflicts and ease 
the administration burden. 

 
• Performance – with a reduced number of components the 

system will benefit from an increase in performance and 
additionally it will be possible to accurately scale the 
hardware to meet the application requirements.   

 
• Security – facilitating the introduction of network level access 

control and IPS technologies. 

Network Segregation 
Why Segregate? 

 
28. Networks are typically segregated to enhance the security of the 

environment.  The logical process of deciding how to perform this 
separation is typically based upon the role of individual components 
and their respective trust levels. 

 

 
29. As can be seen, even in a comparatively simple application 

environment there are several components, usually differentiated by: 
 

• The number of users accessing the component 
• The nature of the communication channel 
• The requesting user and the destination component 

  
30. Environments will typically use identical system configurations to 

perform a similar role.  As such, any issue affecting a specific server is 
very likely to also affect all other similar systems in the environment, so 
the benefits of segregating these systems from one another is minimal. 
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31. However when assessing the security between systems performing 

differing roles, segregation can prove an extremely useful method of 
improving the environment’s security posture.  This can best be 
illustrated through assessing the prime reasons for implementing 
segregation: 

 

• Restricting Non-required Initial Access – Deny all traffic by 
default and selectively enable the necessary access.  This 
process can be very difficult to manage when all systems are 
upon the same network i.e.  rules created specifically for the 
HTTPS servers are accidentally applied to the application 
server and vice versa. 

 
• Restricting Intra-environment access – If there is no access 

control between differing components within the environment 
it is next to impossible to restrict the extent of an attack once 
an initial compromise has occurred.  A compromise of the 
web server will effectively allow you unrestricted access to 
the other components within the environment. 

 
32. These two points can be best illustrated graphically as follows: 
 

Preferred segregation 
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Deprecated segregation  
 

33. As can be seen from the above example, in order to sufficiently protect 
the entire environment it is essential it be split into its components 
parts, such that each component is protected from one another.  This 
approach will both reduce the likelihood of a successful attack and its 
subsequent effects should it occur. 

Methods of Segregation 
 

34. There are several options available for segregation, some being more 
suitable from a security perspective, others from a separation and 
performance perspective: 
 

• Firewalls – the most secure and often the most expensive 
option allows the total segregation of the various application 
components.  Smaller application environments can often 
get by with a single firewalling device with multiple De-
Militarised Zones (DMZs) configured upon it.  Larger 
environments, for redundancy, performance or security 
manageability will often use multiple firewalls.  On the 
occasions where multiple firewalls are used, it is common 
practice to use different firewalls to prevent a flaw in a 
particular firewall device exposing the entire environment 
and to leverage the specific firewall’s unique advantages. 

 
• Dual-homing – the installation of a second network card 

upon each of the systems compromising the environment.  
Whilst the traffic is segregated at the network layer, the 
enforcement of this segregation is performed by the hosts 
themselves.  Should the system be compromised, it would 
be a trivial matter to hop onto the adjacent network even if 
technologies such as personal firewalls were to be deployed. 
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• Routers and Load-balancers – whilst these technologies 

have significant roles to play in any web application 
environment, unless deployed with access control 
restrictions upon them they will not enhance security.  
However, the access control features upon these devices 
although rudimentary compared to a dedicated firewall will 
enhance the security of the environment, particularly if 
deployed at the more trusted layers.   

 
35. Having identified the components within the environment and 

implemented segregation between them, the next stage is to 
categorise the layers based upon their respective trust.  In the majority 
of environments this a simple process with the front-end web servers 
being the least trusted and the backend database servers being the 
most trusted.  The reason behind this categorisation is to allow the 
correct configuration of intra-application communication. Where 
possible, connections should be initiated from a more trusted to a less 
trusted zone.   

 
36.       The nature of vendor supplied application and database platforms often 

restrict options at this point and a compromise is required. The nature 
of the compromise should be assessed to appreciate the security 
impact. 



National Infrastructure Security Co-ordination Centre 
 

 

20 
 

Where do People go Wrong? 
 

37. Real-life application hosting environments often become complex very 
quickly.  Consider the following example: 

 
38. It is very rare for a web application environment to exist in isolation: 

administration functions and access to legacy data invariably require 
the creation of new networks and the establishment of connections to 
existing networks not dedicated to the provision of the web application:  

 
• Administration Networks – Ideally all administration functions 

would be performed locally upon the respective systems. 
However this is not always practical with applications hosted 
in-house and is impossible for those hosted at remote data 
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centres.  It is therefore common to administer systems 
remotely across the network. 

 
• Backup Networks – An often forgotten component of any 

network diagram is the inclusion of the backup networking 
elements.  For speed and manageability of backup 
processes a common failure is to connect all hosts together 
on a dedicated network segment bypassing all other 
segregation devices. 

 
• Internal Networks – The connections to internal networks 

and shared resources (especially for multi-homed hosts) 
may go unnoticed.  This is common when dealing with 
communication channels to legacy systems as not all 
connections and segments may be recorded on network 
diagrams. 

Load Balancers 
 
39. Load balancers are a common and critical component of a high 

availability application infrastructure to distribute the burden of 
processing requests between a number of identically configured hosts.  
Load balancing is often deployed intra-site for medium scale 
applications and  inter-site as the application begins to serve a more 
global user audience. 

Local Load Balancing 
 

40. In small and medium scale environments load balancing is commonly 
used as a means of providing redundancy rather than availability or 
performance; should one of the systems become inoperable the other 
systems behind the load balancer will continue responding to requests 
with no noticeable impact to the end user.  Load balancing is often 
preferred over a similar technology, clustering, as load balancing is 
application and platform independent and requires minimal 
reconfiguration of the load-balanced systems.   

 
41. A number of decisions need to be made prior to the deployment of a 

local load balanced architecture; firstly a decision is required on how 
the device will fit into the environments’ physical topology and secondly 
the algorithm(s) used to perform the balancing will need to be decided 
upon.   

 
42. The devices can be deployed to operate at either layer two (Data Link 

layer) or layer three (Network layer) of the OSI model.  Layer two 
devices will commonly use a single network interface and will not 
require a reconfiguration of the network-addressing schema.  Layer 
three devices will typically use two network interfaces for the external 
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and internal networks and perform routing and optionally filtering or 
NAT functions. Their introduction will necessitate the reconfiguration of 
the network addressing.   

 

 

 
 



National Infrastructure Security Co-ordination Centre 
 

 

23 
 

Direct Server Return 
 
43. Dependent upon the level of network reconfiguration you are prepared 

to endure, both deployment methods can optionally use Direct Server 
Return (DSR) where the response from the end system does not return 
via the load balancer; this is often desired in order to reduce the load 
upon both the CPU and the network bandwidth of the load balancer.   

 
44. In order for DSR to function with layer 3 load balancers an alternative 

layer 3 device such as a router will be required to handle the return 
traffic.  DSR can produce a large number of responses which can 
consume a large amount of network bandwidth. For DSR to be 
practicable, it should only be used on networks of bandwidth 100Mb/s 
or more.   
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45. In the majority of occasions the decision on which topology to adopt 

will be dependent upon the level of security required and the degree of 
topology redesign you are prepared to endure, with a multi-homed 
routing load balancer being generally considered the more secure.  
The mechanism used to perform the balancing itself within a local 
environment will be based upon a number of factors: 
  

• Connections per second 
• Throughput 
• Sustained connections 

 
46. Deciding which algorithm to be deployed will be based upon the nature 

of the content being balanced.  HTTP traffic would benefit most from 
using the connections per second algorithm, an HTTPS shopping cart 
application would benefit most from the number of simultaneous 
sustained connections and FTP and multi-media streaming 
applications would benefit most from the throughput algorithm.  In a 
secure environment where the maintenance of a session’s state is 
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crucial, the introduction of a load balancer can create a number of 
problems:  
 

• An application that uses session state information in order to 
authenticate, authorise and track a user through an 
application will be performing numerous checks upon the 
received connections to ensure the request is valid.  Should 
these multiple requests fail to be directed to the same end 
system, it will be impossible to maintain the state and the 
session will be terminated.  It is therefore imperative that the 
deployed load balancer is capable of analysing state 
information within the payload of a packet and consistently 
directing it to the same end system.   

 
• Any IPS device deployed either at the network or host level 

that relies on the monitoring of a protocol’s state will also be 
negatively impacted should the communications channels be 
inconsistently directed to the end systems. 

Global Load Balancing 
 

47. As the load balancing elements move away from the application’s 
hosting environment to the Internet at large, in order to distribute the 
load between multiple distinct environments, a number of further 
considerations are added.  [Round-Robin load balancing will not be 
discussed here] 

 
48. Generally a device will be deployed on the Internet to handle the initial 

requests for connection to the application. This device in a high 
availability scenario is also likely to have a fail-over partner device 
configured in either an active-active or active-standby configuration.   

 
49. The interception of client requests is typically performed through the 

interception of the initial DNS request from the client and then 
subsequently responding with the virtual IP address of the appropriate 
environment as defined by the load-balancing algorithm.  Each 
environment may have a local load balancer compatible with the global 
device which can then use metrics returned by the environment 
specific load balancer to determine which environment to forward a 
specific request to.   
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50. The decision on which environment to forward a particular request to 

will be based upon: 
 

• Geographic locality of the client. 
 
• Current load of the various environments.   
 
• Policy based rules such as to forward to environment one 

until a 60% load is reached and then on to environment two. 

Intrusion Detection Systems 
 
51. There are currently three differing Intrusion Detection System (IDS) 

technologies available for a typical web application infrastructure: 
 

• In-line IDS – a network based IDS capable of dropping any 
packets that are considered hostile or inappropriate; these 
devices will fail closed (secure). 

 
• Network IDS – again a network based IDS, however these 

devices will monitor traffic going past rather than through it; 
these devices will fail open (insecure). 
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• Host IDS – installed upon the web, application and database 
systems within the environment, the stability of a host IDS is 
typically tightly linked to that of the underlying Operating 
system and its supported applications. 

 
52. A network based IDS will monitor the physical network for problems 

relating to network services such as a double decode attack against a 
web server or port scans.  A Host IDS on the other hand will monitor 
local Operating system and application issues such as file reads and 
writes and attempts to manipulate the log files. 

  
53. Today’s IDSs are relatively mature at detecting well known attacks 

against hosts and their services.  However, the custom nature of many 
applications results in the majority of application based attacks going 
undetected. It is, after all, nearly impossible for the IDS to recognise a 
malicious but correctly-formatted application query.  Even so, the 
deployment of a correctly-configured IDS solution is highly 
recommended as the level of protection for the hosts and services 
remains considerable. 

 

 
54. The correct deployment of an IDS solution can involve considerable 

planning and may in some instances necessitate a re-design of the 
application architecture to be fully effective.   

 
55. Issues to consider would include: 
 

• Visibility of data flow – it is typical in many environments to 
deploy encryption technologies such as SSL, TLS and 
VPNs.  An IDS will be incapable of analysing the data prior 
to it being decrypted, so an attacker may tunnel malicious 
code past the IDS.  Depending on which specific 
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technologies are used, a number of alternatives may be 
available:   

 
o Implement encryption termination prior to the server 

environment in such a manner that the IDS will be 
monitoring plain text data. 

 
o Deploy host IDS upon the systems that will analyse 

the data after it has been decrypted. 
 

• Performance – depending upon the scale of the 
environment, it is possible the IDS will be incapable of 
monitoring a fully-used high speed link.  A compromise may 
require bringing the IDS deeper into the environment to 
reduce its visibility of the data flow (and potentially its 
effectiveness).  Alternatively, a load balanced IDS may be 
deployed; this arrangement may introduce issues such as 
consolidating multiple sources of data and effective state 
maintenance. 

An IPS Future 
 

56. While many organisations initially think of an Intrusion 
Protection/Prevention System (IPS) as merely a security device and 
thus the remit of the security department, this is not necessarily the 
case.  The combination of technologies results in the revolutionary 
aspect of IPS – the fact that the resultant mainstream device will be 
managed by an organisation’s network infrastructure department.   

A Combination of Technologies 
 

57. Looking similar, and typically positioned within the network topology 
just like a router, they provide the extended range of protection 
technologies.  In many ways IPS is the evolution of two complementary 
technologies.   

 
58. Routers are commonly used to connect multiple network segments 

together and provide a robust, and often dynamic, path for traffic to 
navigate a distributed corporate infrastructure.  They are also 
frequently configured to provide traffic control through ACLs, thereby 
regulating network throughput and providing some basic level of 
security by using port filtering techniques.  On the other hand, we have 
NIDS (Network IDS).  Historically, the technology was primarily an 
analysis and alerting tool – designed to identify probable network 
based attacks and respond in a predetermined manner (such as 
alerting the security administrator or blocking some types of attack).  
The major strength of NIDS is deep packet inspection, and the ability 
to analyse network traffic for threats right up to the application layer.  
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Thus the combination of routers and NIDS allows for a device that 
regulates network traffic at a level beyond routers and their firewall 
cousins, will provide detailed traffic analysis and management options, 
and can automatically respond to threats at the network layer right 
through to the application layer.   

 
59. An IPS is more that the sum of its parts, and should be viewed as a 

critical network infrastructure component – installed and managed by 
an organisation’s network infrastructure department.  The simplification 
of device management and configuration, combined with a mature 
automated response system – all built into a single appliance – means 
that security departments can focus upon developing higher-level 
implementation security plans, and network departments can focus 
upon managing a hardware device in a similar capacity to other 
existing infrastructure components.   

Combating Different Threats 
 

60. For many organisations, an understanding of the types of threats an 
IPS system can prevent from affecting the network is required before 
the importance of the new technology can be fully appreciated.   

 
61. Consider classic port filtering through ACLs as an example.  ACLs are 

ideal for preventing unwanted traffic passing between network 
segments.  However, they are not capable of identifying unwanted 
network protocols communicating in unexpected ways – such as 
running SSH services over HTTPS (doubly complex as both services 
are encrypted).  Such problems regularly arise, and many current 
security threats such as popular chat and file-sharing applications 
purposefully exploit the inadequacies of simple port filtering techniques 
to bypass typical corporate firewall installations.  The ability to inspect 
the content of each network packet, and check for protocol conformity, 
is a basic requirement in preventing such bypass techniques.   

 
62. The facility to provide a level of deep packet inspection also means 

that an IPS device is potentially able to provide higher level logic 
functions based on the content of an individual data packet, or a 
stream of fragmented data.  These higher level functions include the 
ability to correlate the data content against a series of rules or other 
logic processes.  It is a simple process to identify content that may be 
associated directly with threats such as viruses, worms, exploitation 
code or other hybrid-threats and to respond in a pre-determined way.   

 
63. This IPS response may include passive actions such as logging and 

alerting, or may be more active such as “cleansing” the data payload 
(as do existing anti-virus solutions), directing it somewhere else (as do 
network proxy servers), or resetting and preventing network connection 
(as do active IDS installations).   
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Cleansing Data 
 

64. The “cleansing” of data on-the-fly is probably the easiest to 
understand, but the most complex to implement from a technology 
point of view.  However, dedicated anti-virus products have been doing 
this for many years now and the robustness of the technology is widely 
accepted.   

 
65. A large number of organisations use proxy servers to control and 

regulate outbound access from their internal networks.  Typically, 
these proxies require each client connection (such as web browsers 
and FTP clients) to be configured with the device address and directed 
to it.  However, with the use of in-line devices providing transparent 
proxy functions, no client-level configuration is required and (unlike 
static host proxies) is almost impossible to circumvent.  From a 
management perspective, transparent proxy functionality provides 
greater flexibility in medium to large enterprises when adding, 
removing, or otherwise changing the allowable suite of outbound 
connectivity at an application level (rather than at the less satisfactory 
protocol level achieved with firewalls) – while still protecting the internal 
network.   

 
66. The in-line position of the IPS also greatly increases the success of the 

NIDS functionality to thwart attacks.  A limitation of NIDS has always 
been that it has a “spectator view” on the network and cannot respond 
to attacks within single network packets or connectionless protocols 
such as UDP.  By going in-line, the IPS can analyse traffic before 
passing it on to the next network segment and decide whether to allow 
or disallow individual packets.  This is particularly appropriate when 
responding to threats such as the last Slammer Worm whereby 
networks were inundated with Microsoft SQL Server probes and 
consequently great volumes of SQL Server specific traffic.  Without an 
IPS, there were only two response options – either turn off the SQL 
Server host, or filter and block all ports associated with the SQL Server 
(thereby shutting off the SQL Server).  With an IPS device, any SQL 
traffic associated with the attack could be blocked, while other 
acceptable traffic would be allowed to traverse the network thus 
allowing an organisation to continue to operate while infected hosts 
were dealt with.   

 
67. For most environments, an IPS device will cover the majority of 

requirements within an organisation or for use between sites with direct 
(non-shared) network connections.  However, broadening the IPS 
technology further – primarily towards usage as a gateway or 
perimeter network segregator – already the first generation of “IPS+” 
devices have extended the basic suite of security functions to include 
VPN tunnelling, anti-virus, anti-spam, content-filtering, caching and 
proxying.  Advanced features such as these enable the device to 
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provide front-line defences for the organisation against threat from a 
shared or non-trusted network such as the Internet while also 
simplifying the network topology.   

IPS+ ? 
 

68. Although multiple vendors have chosen to supply network appliances 
providing this enhanced IPS functionality, there is no common 
nomenclature – instead terms such as “Gateway Appliance”, 
“Perimeter Defence System”, “Border Defence Appliance”, etc.  have 
been used.  Until such an agreed name is developed, “IPS+” will be 
satisfactory for now.   

 
69. Just as IPS technology represents an evolution of routers and NIDS, 

IPS+ represents a technological leap over Firewalls and other DMZ-
based security tools.  An IPS+ appliance is capable of replacing border 
firewalls, along with related border defences such as SMTP anti-virus, 
VPNs, content filtering and proxying, thereby greatly simplifying the 
normally complex and often distributed DMZ environment, and bringing 
together similar security defences into a single manageable device.   

 
70. These IPS+ devices are therefore capable of one-for-one firewall 

replacement – being located at the same infrastructure location.  The 
ability to replace a firewall with an IPS+ device, and consequently 
remove other “Internet visible” hosts at the same time, will appeal to 
almost all organisations.  At this early stage of first generation IPS+ 
appliances, it is likely that they would be best suited for small to 
medium sized enterprises, as well as the satellite offices or branches 
of larger global enterprises.  Typical security functions contained in 
leading IPS+ appliances include: 

 
• Stateful Inspection Firewall  
• VPN  
• Antivirus  
• Intrusion Detection and Prevention  
• Content Filtering  
• Anti-spam  
• Application Protection 

Virtual Hosts 
 
71. Virtual web hosting refers to the process of running multiple "virtual" 

web servers on a single physical host computer.  Using this technique, 
a single computer can potentially host thousands of independent web 
sites.  Commercial web hosting service providers often use this 
technique to allow better manageability, efficiency and scalability of 
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their service infrastructure (in particular, the hosting of non-demanding 
personal web sites). 

 
72. Most virtual web hosting applications rely on virtual DNS resolution, so 

that a specific domain name (such as a customer's own registered 
domain name) may be associated with each independent virtual web 
server.  This can be achieved through either name-based or IP-based 
virtual web hosting. 

IP-based Virtual Hosts 
 

73. As the term IP-based indicates, the server must have a different IP 
address for each IP-based virtual host.  This can be achieved by the 
machine having several physical network connections, or by use of 
virtual interfaces which are supported by most modern operating 
systems. These are frequently called "ip aliases", and the "ifconfig" 
command on UNIX systems is most commonly used to set them up. 

Problems with IP-based Virtual Hosting 
 

74. When scoping the requirement for the virtual hosting of multiple 
websites, designers and system architects need to be aware of the 
following: 

 
• Since almost all server applications support binding to only a 

particular IP address, running multiple server applications 
requires that each server is bound to a separate IP address.  
This results in substantial system overhead since each 
virtual host gets its own process on the server machine.   

 
• The overhead can be overcome by ensuring that the server 

application is capable of listening on multiple IP addresses 
and using each IP address in handling the request.  (This is 
IP-based virtual hosting in the strictest sense – only one 
server process is required.) This has already been achieved 
for a number of application protocols; server-based 
applications with this feature include FTP, IRC, NNTP, and 
POP.  However, this solution does not scale particularly well 
either.  In the end, it still requires an IP address for each 
virtual host.  The number of virtual hosts desired on a given 
machine can be quite large - for example, a high-end web 
server might host hundreds of thousands of domains. But 
even if the site can associated with enough IP addresses, 
current operating systems are incapable of handling such a 
number of addresses bound to a single interface.   
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Name-based Virtual Hosts 
 

75. Name-based web hosting is a technique that can be used when 
providing virtual web hosting services.  Each web site hosted on a 
single machine shares a single public IP address.  All HTTP GET 
requests received by this web server are answered according to the 
domain name supplied by the requesting client, enabling the web 
server to differentiate between multiple virtual sites associated with a 
single IP address. 

 
76. While name-based virtual hosting is more efficient than IP-based 

virtual hosting, the domain name used in the request is not available to 
the server from the TCP/IP layer.  As a result, protocol support is 
required for name-based virtual hosting, via the ‘host:’ parameter, see 
below.   

 
The web browser request: 
GET / HTTP/1.0 
Accept: image/gif, image/x-xbitmap, image/jpeg, image/pjpeg, */* 
Accept-Language: en-gb 
User-Agent: Mozilla/4.0 (compatible; MSIE 6.0; Windows NT 5.1) 
Host: www.technicalinfo.net 
Proxy-Connection: Keep-Alive 
Content-Length: 0 

 
The server response: 
HTTP/1.1 200 OK 
Server: Zeus/4.2 
Date: Fri, 02 Jul 2004 11:55:57 GMT 
Content-Type: text/html 
Content-Length: 7377 
Accept-Ranges: bytes 
Last-Modified: Thu, 01 Jul 2004 22:11:43 GMT 
Set-Cookie: X-Zeus-Mapping-3ade68de=artemis.hosts.co.uk; path=/ 

Security Issues 
 

77. It is important to consider some of the security issues that relate to 
virtual hosting: 

 
• Because the Virtual Hosts operate in the same Virtual Server 

Environment, CGI scripts that are executed by any Virtual 
Host will inherit privileges to access any directory or file in 
the Virtual Server directory hierarchy. 

 
• Should a virtual host be compromised in any way (e.g.  bad 

scripts and permissions), the integrity of any other virtually 
hosted service is also at risk. 

   
• Browsers that are HTTP/1.0 compliant can view websites 

that are hosted by name only if their version of the browser 
issues requests with an additional Host: header field.  (This 
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is a required header in HTTP/1.1, but all current HTTP/1.0 
browsers also issue this header if forced) 

Application Level Caching 
 
78. Cache servers have one simple and fundamental role; to remove the 

burden from the origin servers (those being cached) in order to 
improve responsiveness to the end user.  Cache servers can be 
deployed in one of two configurations, either as a forward or as a 
reverse proxy.   

 
79. Forward proxies are typically deployed by an access provider to 

improve access to their users (who are limited in numbers and 
locations) for a multitude of origin sites.  Reverse proxies are deployed 
by content providers to support a large diversity of users connecting to 
a limited number of origin sites.  It is the reverse proxy that is 
applicable to the deployment of high availability web applications and 
that will be focused upon.   

 
80. In the scenario as detailed in the previous section, where multiple 

reverse proxies are configured to use global load balancing, the 
configuration is known as a Content Delivery Network (CDN), the CDN 
performing the dual roles of reducing the load on the origin servers and 
improving the response times of a globally disparate user base.   

  
81. As the cache will be responding to requests destined for an IP address 

that is not its own, it will be required to operate in promiscuous mode 
and perform an element of network address re-writing - functions very 
similar to that of a router.  Typically a load balancing device will receive 
the initial request to the application’s virtual IP address, re-write the 
destination IP address to that of the cache server and forward the 
request.   

 
• If the cache server currently stores a valid copy of the 

requested data it will reply directly to the client having its 
source address re-written to that of the virtual IP.   

 
• Should the cache server not have the content currently 

stored, it will request the information via the load balancer 
from one of the origin servers, the reply of which will be 
transferred to the client via the cache server, again with the 
relevant address re-writing to ensure the source will be that 
of the environment’s virtual IP address. 
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82. A major concern of dynamic applications is that it is impossible to 

cache pages that are dynamically created every time they are 
requested by a client.  To overcome this it is often necessary to 
reconfigure an application to generate static pages utilising the 
dynamic templates on a regular schedule. These pages can then reap 
the advantages of being cached, albeit only for a limited period of time 
dependent of the update frequency required by the application.  An 
application using excessive dynamic content will negate the majority of 
the benefits of the cache and could rapidly overload the infrastructures 
ability to respond to client requests in a timely manner.   

Proxy Cache Deployment 
 

83. Using the same fundamental concepts of application-level caching, 
caches can be deployed and used in four distinct ways: 

 
• Reverse proxy for server acceleration 
• Transparent reverse proxy for server acceleration 
• Forward proxy for client acceleration 
• Transparent forward proxy for client acceleration 

 
84. Caches deployed as forward proxies accelerate Internet access for 

clients, whereas caches deployed as reverse proxy accelerate content 
delivery from origin servers.  In the case of a transparent proxy, the 
client browser is not even aware that a cache exists in the network and 
does not need any reconfiguration.  A transparent reverse proxy is a 
cache that works as a reverse proxy while being completely 
transparent to the servers. 
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Forward Proxy 
 

85. Use of a forward proxy involves deploying a cache server explicitly as 
the proxy server for a group of end users (whether they be Internet or 
locally based).  Each browser client must be configured to point to the 
proxy cache.   

 
86. Many enterprises use forward proxy cache deployments for client 

acceleration.  The problem in deploying a cache as forward proxy is 
that each browser must be configured to point to the proxy server.  
However, this process can be easily automated and achieved during 
standard Domain logins using centralised profiles or initiation scripts.  
Forward proxy deployment enhances security because network 
administrators can permit only the proxy cache servers to access the 
Internet and disallow Internet access to others (some organisations 
also make savings on firewall and other perimeter defence licenses 
due to the reduction in simultaneous connections).   

 
87. Additionally, all end users must go through the proxy server, thus 

hiding each end user’s actual IP address because the origin servers 
see the proxy cache as the end user.  One considerable problem in 
deploying forward proxy caches is ensuring the scalability of the 
application cache.  In many cases, to cope with high volumes of 
simultaneous connections and failover requirements, multiple forward 
proxy caches may be required. 

 
88. By deploying a load balancer, the scalability and availability problems 

in forward proxy cache deployments can be solved.  As shown in the 
figure below, a load balancer is deployed in front of the forward proxy 
caches.  We define a virtual IP (VIP) on the load balancer and bind the 
VIP to the IP address of each cache server on port 8080.  We use port 
8080 here on the load balancer because many client browsers use port 
8080 for proxy communication.  That means their browser is 
configured with a port number for proxy communication and it sends all 
requests to that port number.   

 
89. Load balancing between the browser and the proxies immediately 

solves two issues: scalability and availability.  By placing a load 
balancer at this point it is possible to transparently add more caches 
for scalability.  If a cache goes down, the requests are immediately 
redistributed across the available caches, improving availability.   In 
addition, it is possible to provide superior manageability because it is 
possible to bring down a cache for maintenance, such as software 
updates, without interrupting application services. 
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Transparent Proxy 
 

90. By deploying a caching server as a transparent proxy, it is possible to 
avoid the reconfiguration of each browser client to point to the forward 
proxy server.  As shown in the following figure, a cache can be 
deployed as a transparent proxy by placing it in the path of the Internet 
connection.  Since all traffic passes through the cache, it can terminate 
the connections for Web traffic and service them from the cache itself, 
or go to the original servers if the cache does not have the requested 
content.  While a transparent proxy is not observable by the browser 
clients it poses a different set of problems for scalability and 
availability.   

 
• It is only possible to deploy one transparent proxy in each 

Internet access path.   
 
• If the cache goes down, all Internet access is lost.  This 

approach also makes it difficult for administrators to maintain 
the caches for software upgrades or to replace failed 
hardware parts. 
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91. By using a load balancer to perform transparent cache switching, as 

shown in the following figure, we can simplify the transparent proxy 
cache deployment.   

  

 
92. In this configuration the load balancer is configured to redirect all TCP 

traffic with a destination of port 80 to the cache.  This traffic redirection 
policy should be applied to the traffic coming in on the physical port 
that is connected to the inside network.  This is necessary because, if 
the cache does not contain the object, it will be required to send the 
request to the originating server and this request will pass through the 
load balancer again.  The load balancer must not perform the 
redirection for traffic received from the cache; instead, the load 
balancer must forward the request to the origin servers. 

 
93. With transparent cache switching, if the cache fails, the load balancer 

simply acts as a pass through switch, forwarding traffic in either 
direction.  The browser clients will still be able to access the Internet, 
but they won’t gain the speed benefits of caching.  In this scenario, 
browser clients will not lose Internet access due to a cache failure. 

 
94. If the load balancer fails, the browser clients will lose Internet access, 

but in general load balancers are more reliable than cache servers. 
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Reverse Proxy 
 

95. Just as a forward proxy acts as a proxy for clients sending requests to 
servers, the name reverse proxy indicates acting as a proxy for 
servers, as shown in the following figure.  When deploying a reverse 
proxy in front of a Web server, the DNS must be configured to resolve 
the Web application domain name to the IP address of the reverse 
proxy so that user requests are received by the cache instead of the 
application server.  If the cache does not have the requested object, it 
in turn makes the request on behalf of the browser client to the 
application server to retrieve the object. 

 
96. Utilising a load balancer in front of multiple reverse proxy caches will 

provide additional scalability and availability.  An extension of the 
above network is shown in the following figure.  In this configuration 
the load balancing of reverse proxy caches is exactly the same as for 
server load balancing.   

 
97. A virtual IP address on the load balancer is bound to each reverse 

proxy cache on a specific application port (e.g.  HTTP, FTP, SMTP, 
etc.).  As far as the load balancer is concerned, a reverse proxy cache 
looks just like an application web server. 
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98. It is important to understand that reverse proxies do not have to be 

deployed right in front of the application web servers.  They can be 
deployed anywhere in the world.   

Transparent Reverse Proxies 
 

99. Configuration of reverse proxies requires the pointing of DNS entries to 
the proxy cache.  However, we must take into consideration several 
scenarios: 

 

• What if it is not possible to, or procedurally inappropriate, to 
change the DNS entries?  

 
• What if there are multiple application servers behind the 

reverse proxy cache?  
 
• What if a third-party hosting company is used and wants to 

sell server acceleration as a premium service to only those 
Web sites that pay an extra fee?  

 
100. It is possible to deploy a load balancer in front of the application server 

farm and configure a virtual IP address for each application host, as 
shown in the following figure.   

 
101. The load balancer simply performs the usual load balancing functions 

and also forwards the request to an application server.  This ensures 
the job of load balancing falls to the load balancer, as opposed to the 
cache.  If the cache becomes unavailable, the load balancer will send 
the traffic directly to the application servers.  If one cache can not 
handle the load requirements, it is possible to add more caches and 
use the load balancer to distribute the load across them. 
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1) The load balancer transparently redirects the traffic to the 
cache if a policy is configured for a given VIP. 

 
2) If there is no policy configured, or if the request is for dynamic 

content, the cache makes a request back to the given VIP.  
The load balancer distributes requests to a server. 
 

3) The server replies back to the cache. 
 

4) The cache replies to the end user. 

Content Delivery Networks 
 

102. A Content Delivery Network (CDN) is essentially a network that is able 
to distribute content closer to the end user, in order to provide faster 
and more consistent response times.  CDNs come in multiple flavours.  
Should an organisation choose to deploy its own CDN, it is often a 
simple procedure to allocate boundaries of trust within the environment 
and deploy network level protection such as firewall and IPS devices.  
However should the services of one of the many CDN providers be 
used, the cache servers themselves are likely to be situated on 
networks out of your control and you are unlikely to have any say on 
how they are configured both from the application and security 
perspectives.  This will pose serious security design considerations, 
such as:  

 
• Will the devices that are out of your control be allowed upon 

your physical networks? 
 
• What level of network level protection will the cache servers 

have within the CDN? 
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• How hardened will the devices be? 
 
• Will cache server share content with other customers of the 

CDN company? 
 
• Will the cache servers pull fresh content from the origin 

servers or have the content pushed to them?  
 
103. It is not possible to cache SSL encrypted data. To overcome this it is 

often necessary to re-design the application to ensure the encryption is 
only used where essential, thus offloading the majority of the content to 
the custody of the cache server.  There are further issues associated 
with load balanced SSL communications, commonly solved with the 
use of SSL terminators, discussed in the next section. 

Enterprise CDNs 
 

104. Understanding the secure design aspects of an Enterprise CDN is best 
done through an example.  Consider a large enterprise that has 
several branch offices around the world, employing thousands of 
employees.   

 
105. As with many enterprises, all the branch offices are interconnected 

over private leased lines for secure connectivity between the branch 
offices and the corporate office.  Connectivity to the public Internet is 
limited to the head office or a few strategic regional branch offices.  As 
branch office users access Internet or intranet servers, all the requests 
must go through the private leased lines.   

 
106. It is possible to speed up the response time for Internet and intranet by 

using transparent cache switching at each branch office, as shown in 
the following figure.  In this case, all static content will be served from 
the cache deployed in each branch office – thus improving the 
response time and alleviating the traffic load on the WAN from the 
branch office to the corporate office.  By using streaming media 
caching facilities, it is also possible to broadcast streaming video or 
audio from the corporate office to all users in the branch office for 
remote training.  The stream is sent once from the corporate office to 
the branch office cache, which then serves that stream to all users 
within that branch.  This improves the stream quality, reduces jitter, 
and consumes less bandwidth on the WAN links.   



National Infrastructure Security Co-ordination Centre 
 

 

43 
 

 

Content Provider 
 

107. In our second example, let us consider dedicated content providers or 
ecommerce web sites that want to provide the fastest response time 
possible to end users in order to gain a competitive edge.   

 
108. To improve response time and make it more predictable the content 

can be supplied closer to the organisation’s end users.  For example, if 
example.com located all its application servers in Moscow, users all 
over the world would have to traverse various Internet service provider 
links to reach the data centre in Moscow.   

 
109. While example.com can deploy application servers in each country or 

group of countries, this can be very difficult to manage.  As the 
application content changes, the servers in different countries must be 
also be updated.  An alternative to locating servers all over the world 
would be to deploy reverse proxy caches in regional data centres.  In 
this case the cache is essentially an intelligent mirror for all static 
content.  The caches would also need to incorporate various 
mechanisms for checking the freshness of the application content and 
update it automatically. 

 
110. With reverse proxy caches deployed around the world, the content 

provider must provide a way to direct each user to the closest cache 
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that provides the fastest response time, as shown in the following 
figure. 

 

CDN Service Providers 
 

111. Several collocation service providers, or web hosting companies that 
lease data centre space for hosting Web servers, provide CDN as a 
value added service.   

 
112. This is a natural extension to their business model, since these 

companies already have data centre infrastructure and a customer 
base to which they can sell the service.  The hosting company deploys 
caches in its data centres and uses global server load balancing to 
direct the users to the closest cache.   

 
113. When a customer subscribes to the service, the customer can deploy 

application servers in one data centre and serve content from all data 
centres.  The service provider simply configures the global load 
balancer to take over the DNS functions for the customer and provides 
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appropriate DNS replies directing users to the closest set of caches.  
To scale the number of caches in each data centre, the service 
provider can use server load balancers in front of the reverse proxy 
caches to distribute the load. 

SSL Terminators 
 
114. SSL terminators are devices configured to accept SSL connections, 

decrypt the communication and forward the request on to a pool of 
origin servers via the HTTP protocol. The forwarded message can 
optionally be re-encrypted for additional transport security within the 
internal network.  An SSL terminator may be a standalone device or a 
component within an existing load balancing device.  The main 
advantages of an SSL terminator are threefold: 

 
• Off loading the decryption effort from the origin servers 

whose decryption performance is likely to be inferior to an 
SSL terminator. 

 
• Ability to deploy network level IPS to monitor the HTTP 

traffic that would otherwise remain encrypted and so off 
limits to the IPS. 

 
• Reduced administration effort of SSL certificates on the load 

balanced origin servers.   
 

115. If there is a requirement to re-encrypt traffic before transmission upon 
the internal network, deploying an SSL terminator with IPS functionality 
should be strongly considered in order to protect the communication 
channel from known vulnerabilities.  A security assessment consultant 
or indeed a hacker will as matter of course access a web site over 
HTTPS rather than HTTP should both options be available because 
the chances of being detected by an IDS/IPS over HTTPS are low. 
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Administration Concerns 
 
116. When designing a web-based application, special care must be taken 

when addressing the ongoing management and administration of the 
environment.  Key areas of security failure are traditionally: 

 
• Content update 
• Backup networks 
• Disaster Recovery 
• Application/infrastructure updates 
• Test environments 

Content Update 
 
117. The logistics of updating application dynamic content require special 

consideration.   Additional functionality and segregation will be required 
depending upon whether updating will be done in-house, through a 
trusted third-party, or via anonymous submissions.  Content updating 
processes must be considered early on in the design process.  For 
larger application or mission critical environments, this may require 
dedicated infrastructure components as well as programmatic or 
permission related safeguards.  Consideration should be given to the 
following: 

 
• Access permissions to important content update areas 
 
• The method of content updating (for example web-access, 

database editing, bulk uploads) 
 
• Accountability and tracking of submissions and editing 
 
• The ability to reverse out changes, or recovery processes 
 
• Staging areas for “in-edit” updates 
 
• Code review procedures and test sites. 

Backup Networks and Disaster Recovery  
 

118. Data content and application code elements should be fully backed up 
on a regular basis.  Depending upon the dynamics of the application 
and the amount of user activity, it is important that infrastructure 
components and network design include facilities for out-of-band data 
backup.  In particular, the network traffic corresponding to full system 
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backups should be handled intelligently and should not adversely 
affect critical application functionality.  This is usually achieved through 
the use of a dedicated backup network. 

 
119. Within a security context, the key points are: 
 

• If a host is compromised, could the backup network be used 
to propagate the attack and bypass network segregation 
devices such as firewalls and router ACLs? 

 
• Is the backup network shared with other untrusted 

infrastructure components?  It is not uncommon in third-party 
managed hosting environments for the backup network to 
connect many different client organisations together for ease 
of backup procedures. 

 
• Access permissions on the backup network should be at 

least as restricted as those found on the live network. 
 
• The backup network should not be implicitly trusted.  Any 

monitoring devices (e.g.  network based IDS) should also be 
distributed at critical network segments on the backup 
network. 

 
• Procedures and policies for data backups should be well 

documented and thorough.  Why would an attacker need to 
hack the web application when the data backup tape can be 
stolen off a desk? 

 
120. Disaster recovery (DR) infrastructure is often associated with backup 

procedures.  Beyond content distribution environments, DR 
environments should be included in any design considerations as they 
will heavily influence the structure of the primary infrastructure 
environment and backup procedures.  In ideal circumstances, DR 
facilities can be used as always-on hot-swappable environments 
located at an alternative strategic location.  DR environments must be 
differentiated from test environments. 

Test Environments 
 

121. Test sites should be completely separated from production systems.  
Wherever possible, testing should be carried out in an environment 
separate from both the production and DR infrastructures.  This will 
protect against the leakage of test content into the live environment 
and reduce the likelihood of backup files or other redundant data.  
However, it is important that the test environment adequately replicate 
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the functionality of the production systems – right down to patching and 
permission levels. 

 
122. It is important to ensure that test site and the environments they 

contain are secured to a high level.  Test systems are frequently 
targeted by attackers because they represent a soft target for gaining 
access to the stored information.  Common types of “valuable” 
information contained on test systems include user names and 
passwords for database connectivity, backup copies of source code, 
and out of date copies of live customer data. 

Client Requirements 
 
123. Any web-based application must take into account the type of web 

browser technology that their clients/customers/users will use.  The 
specific audience of the application will drive much of the presentation 
level technology, and may have influence on aspects such as: 

 
• Virtual hosting applicability 
 
• Session handling methods 
 
• Client-side scripting components 
 
• Client-side execution permissions 
 
• Manipulation of the client-browser (e.g.  pop-ups and frames) 
 
• Levels of encryption 

Browser Types 
 

124. There are two classes of client web browser technology – graphical 
and pure text.  These browsers may also be either standalone 
applications or embedded as controls within other applications (e.g.  
browser embedded in Microsoft Outlook view-plane or the Microsoft 
Compiled Help system). 

 
125. The most popular web browser is Microsoft’s Internet Explorer.  

However, depending upon the nature of the website, developers may 
find that the most common browser used to access their web 
application will be different (an Apple Mac specific retail web 
application is likely to attract more Mac browsers).  Users tend to run 
the latest version of their preferred browser.   Each browser type and 
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version may support “standard” functionality to differing degrees.  For 
instance, key support issues concern: 

 
• Java interpretation 
• VBScript and JavaScript interpretation 
• Frames 
• Tables and embedded tables 
• Plugins – e.g.  ActiveX, media players, etc. 
• Font resizing 
• Font colours 
• Style sheets 
• Graphics formats (e.g.  GIF89a, PNG, etc.) 
• DHTML 
• I-Frames 
• XML 

Encryption 
 

126. Developers and system designers should be aware that encryption 
support may differ between browser versions and physical locality.  
Most web browsers support multiple levels of encryption, and the final 
encryption level/type is negotiated between the client and the server.  
The most common encryption levels are 40 and 128 bit. 

 
127. For some geographic regions specific export laws prevent access to 

stronger levels of encryption as some countries treat encryption 
protocols as strategic munitions, while other countries may not trust the 
company or country that developed the technology. 

 
 Note that 128-bit encryption is 309,485,009,821,345,068,724,781,056 

times stronger than 40-bit encryption. 
 
128. It is important to note that the negotiation between client and server 

includes more than just the encryption level.  Negotiation over the 
SSL/TLS version and encryption cipher (e.g.  DES, 3DES, NULL, etc.) 
also occurs.  It is important that minimum thresholds are set at the 
servers to prevent malicious client browsers negotiating NULL or 
inappropriate cipher strengths for the purpose of attack. 

SSL v3.0 Cipher Suites. 
 

129. The following are standard SSL v3 cipher suites used in popular web 
browsers: 
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SSL_RSA_WITH_NULL_MD5 
SSL_RSA_WITH_NULL_SHA 
SSL_RSA_EXPORT_WITH_RC4_40_MD5 
SSL_RSA_WITH_RC4_128_MD5 
SSL_RSA_WITH_RC4_128_SHA 
SSL_RSA_EXPORT_WITH_RC2_CBC_40_MD5 
SSL_RSA_WITH_IDEA_CBC_SHA  
SSL_RSA_EXPORT_WITH_DES40_CBC_SHA  
SSL_RSA_WITH_DES_CBC_SHA 
SSL_RSA_WITH_3DES_EDE_CBC_SHA 
 
SSL_DH_DSS_EXPORT_WITH_DES40_CBC_SHA. 
SSL_DH_DSS_WITH_DES_CBC_SHA  
SSL_DH_DSS_WITH_3DES_EDE_CBC_SHA  
SSL_DH_RSA_EXPORT_WITH_DES40_CBC_SHA 
SSL_DH_RSA_WITH_DES_CBC_SHA  
SSL_DH_RSA_WITH_3DES_EDE_CBC_SHA 
SSL_DHE_DSS_EXPORT_WITH_DES40_CBC_SHA 
SSL_DHE_DSS_WITH_DES_CBC_SHA 
SSL_DHE_DSS_WITH_3DES_EDE_CBC_SHA 
SSL_DHE_RSA_EXPORT_WITH_DES40_CBC_SHA  
SSL_DHE_RSA_WITH_DES_CBC_SHA 
SSL_DHE_RSA_WITH_3DES_EDE_CBC_SHA  
 
SSL_DH_anon_EXPORT_WITH_RC4_40_MD5 
SSL_DH_anon_WITH_RC4_128_MD5 
SSL_DH_anon_EXPORT_WITH_DES40_CBC_SHA 
SSL_DH_anon_WITH_DES_CBC_SHA 
SSL_DH_anon_WITH_3DES_EDE_CBC_SHA 
 
SSL_FORTEZZA_KEA_WITH_NULL_SHA 
SSL_FORTEZZA_KEA_WITH_FORTEZZA_CBC_SHA. 
SSL_FORTEZZA_KEA_WITH_RC4_128_SHA 

TLS v1.0 Cipher Suites. 
 

130. The following are standard TSL cipher suites used in popular web 
browsers: 
 
TLS_RSA_WITH_NULL_MD5 
TLS_RSA_WITH_NULL_SHA 
TLS_RSA_EXPORT_WITH_RC4_40_MD5  
TLS_RSA_WITH_RC4_128_MD5 
TLS_RSA_WITH_RC4_128_SHA 
TLS_RSA_EXPORT_WITH_RC2_CBC_40_MD5 
TLS_RSA_WITH_IDEA_CBC_SHA  
TLS_RSA_EXPORT_WITH_DES40_CBC_SHA  
TLS_RSA_WITH_DES_CBC_SHA 
TLS_RSA_WITH_3DES_EDE_CBC_SHA  
 
TLS_DH_DSS_EXPORT_WITH_DES40_CBC_SHA 
TLS_DH_DSS_WITH_DES_CBC_SHA  
TLS_DH_DSS_WITH_3DES_EDE_CBC_SHA 
TLS_DH_RSA_EXPORT_WITH_DES40_CBC_SHA 
TLS_DH_RSA_WITH_DES_CBC_SHA  
TLS_DH_RSA_WITH_3DES_EDE_CBC_SHA 
TLS_DHE_DSS_EXPORT_WITH_DES40_CBC_SHA 
TLS_DHE_DSS_WITH_DES_CBC_SHA  
TLS_DHE_DSS_WITH_3DES_EDE_CBC_SHA  
TLS_DHE_RSA_EXPORT_WITH_DES40_CBC_SHA 
TLS_DHE_RSA_WITH_DES_CBC_SHA 
TLS_DHE_RSA_WITH_3DES_EDE_CBC_SHA 
 
TLS_DH_anon_EXPORT_WITH_RC4_40_MD5 
TLS_DH_anon_WITH_RC4_128_MD5 
TLS_DH_anon_EXPORT_WITH_DES40_CBC_SHA  
TLS_DH_anon_WITH_DES_CBC_SHA 
TLS_DH_anon_WITH_3DES_EDE_CBC_SHA 
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131. Additional Export 1024 and other cipher suites.  Note: these ciphers 
can also be used in SSL v3. 
 
TLS_RSA_EXPORT1024_WITH_DES_CBC_SHA  
TLS_RSA_EXPORT1024_WITH_RC4_56_SHA  
TLS_DHE_DSS_EXPORT1024_WITH_DES_CBC_SHA 
TLS_DHE_DSS_EXPORT1024_WITH_RC4_56_SHA   
TLS_DHE_DSS_WITH_RC4_128_SHA   

SSL v2.0 Cipher Suites. 
 

132. The following are standard SSL v2 cipher suites used in popular web 
browsers: 
 
SSL_CK_RC4_128_WITH_MD5  
SSL_CK_RC4_128_EXPORT40_WITH_MD5 
SSL_CK_RC2_128_CBC_WITH_MD5 
SSL_CK_RC2_128_CBC_EXPORT40_WITH_MD5  
SSL_CK_IDEA_128_CBC_WITH_MD5  
SSL_CK_DES_64_CBC_WITH_MD5  
SSL_CK_DES_192_EDE3_CBC_WITH_MD5  
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AUTHENTICATION 
 
133. The way in which an application authenticates its users and the levels 

of access they may obtain is a crucial aspect of many business 
applications.  This authentication process is the first and most 
important barrier in preventing unauthorised access or attack.  When 
implemented correctly, the authentication process is capable of 
providing a significant barrier to almost all automated attacks. 

Authentication and Authorisation 
Access Control 

 
134. The principal ‘active’ security mechanism is the inclusion of a well 

thought-out and implemented access control system.  Access Control 
(often referred to as an Access Control List or ACL) is a critical 
component in any secure application and represents the most 
successful mechanism for thwarting attacks and mitigating risk.  For 
this reason, it is vital that development teams understand and carefully 
evaluate any access control solution.  Defining an appropriate access 
control solution for an application and the resources it may use is 
straightforward: 

 
1) Determine which resources the application and its users will 

require. 
 

2) Evaluate the access permissions based upon business 
requirements. 

 
3) Assess and decide upon appropriate access control 

technologies. 
 

4) Marry the access permissions to the access control 
technology. 

 
135. The art in implementing a successful access control solution lies in 

choosing appropriate authentication and authorisation mechanism.   
Deciding upon an appropriate authentication process is not simple.  
Application designers and coders must factor multiple conflicting 
requirements: 

 
1) Strength – A weak authentication scheme will serve little of its 

purpose. 
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2) Usability – A complex scheme will result in users failing or 
bypassing some aspects. 

 
3) Scalability – Depending upon the audience for the application, 

scaling limitations may be reached. 
 

4) Manageability – Processes must be instigated to handle 
creation, renewal and resetting of authentication systems. 

 
5) Distribution – A distributed environment often requires support 

for multiple authorisation systems. 
 
136. Authorisation (not to be confused with authentication), focuses upon 

the permissions users or applications will inherit and how they are 
managed.  It is important that an appropriate authorisation schema be 
adopted during the design phase.  The key authorisation schemas are: 

 
1) Discretionary Access Control (DAC) – Each application 

resource has an owner who decides who else has access to it 
and what operations are permitted. 

 
2) Mandatory Access Control (MAC) – Access to resources are 

defined through corporate policy.  A policy describes the 
access control rules and how a resource’s sensitivity level 
(e.g.  public, restricted, secret, top secret, etc.) is affected by 
operational processes. 

 
3) Role-based Access Control (RBAC) – Access to resources is 

mandated through the use of groups defined by a business 
role (e.g.  Finance, Accounting, Guests, etc.).  Authenticated 
users may belong to multiple groups and access appropriate 
resources or functionality. 

Authentication & Authorisation Processes 
 

137. When discussing the principles of application authentication 
processes, it is important to understand the roles of the components 
that constitute the application.  While this guide is focused upon the 
design and implementation of custom application components, it 
cannot be separated from the supporting infrastructure and web 
hosting services.  Typically, the web server provides two elements of 
the application – the web hosting software and application server 
components that are often critical. 
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Web Hosting Software   
 
138. Consider the web hosting software.  The web hosting software can 

natively support the following authentication processes: 
 

• Anonymous 
• Basic 
• Digest 
• Integrated 
• Certificate 
 

 
139. With regards to Authorisation, the web hosting software can support: 
 

• Web permissions 
• NTFS Permissions 
• IP Address Restrictions 

Application Server Components 
 

140. When it comes to the application server components hosted on the 
web server, applicable authentication options include: 

 
• Microsoft Windows 
• HTML Forms 
• MS Passport 
• None 
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141. With regards to authorisation, the application server components have 

at their disposal: 
 

• File Authorisation 
• URL Authorisation 
• Microsoft .NET roles 

Enterprise Deployment 
 

142. When considering authentication and authorisation processes within 
an enterprise-level application, opportunities for adding additional 
layers present themselves (so too do opportunities to bypass 
perceived authentication and authorisation processes).  Consider the 
following diagram:  

 

 

Selecting an Authentication Mechanism 
 

143. When designing an application it is important to select an appropriate 
authentication mechanism that best suits the architecture of the 
environment and the user base.  For a typical Microsoft Windows 
operating system environment, the following selection flowchart may 
be of use in the decision process: 
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144. Alternatively, the following table provides a high-level authentication 

comparison between techniques and technologies: 
 

Class Basic Digest NTLM Kerberos Certs Forms Passport 
Users need 
Windows 
accounts in 
server’s domain 

Yes Yes Yes Yes No No No 

Supports 
delegation 

Yes No No Yes Can 
do 

Yes Yes 

Requires Win2K 
clients and 
servers 

No Yes No Yes No No No 

Credential 
passed as clear 
text (requires 
SSL) 

Yes No No No No Yes No 

Supports non-IE 
browsers 

Yes No No No Yes Yes Yes 

Note: The use of NTLM requires a server running Microsoft IIS 

HTTP Basic and Digest Authentication 
 
145. There are two native HTTP access authentication schemes available 

to an organisation – Basic and Digest.  While the HTTP protocol (RFC 
2616) versions 1.0 and 1.1 includes access to these authentication 
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schemes for controlling access to realms within a web site, most 
organisations choose not to implement these, largely due to scalability 
and control.   

Basic Access Authentication  
 

146. Basic Access Authentication assumes the client will identify 
themselves with a login name and password.  When the client browser 
initially accesses a site using this scheme, the web server will reply 
with a 401 response containing a “WWW-Authenticate” tag containing 
a value of “Basic” and the name of the protected realm.  For example: 

 
WWW-Authenticate: Basic realm="wwwProtectedSite”  

 
The client browser will then prompt the user for their login name and 
password for that realm.  The client browser then responds to the web 
server with an “Authorisation” tag, containing the value “Basic” and the 
base64-encoded concatenation of the login name, a colon, and the 
password.  For example: 

 
Authorisation: Basic QWRtaW46Zm9vYmFy 

 
147. Unfortunately, the authentication reply can be easily decoded should 

an attacker sniff the transmission.   

Digest Access Authentication  
 

148. Digest Access Authentication expands upon the security of Basic 
Access Authentication by using a one-way cryptographic hashing 
algorithm (MD5) to encrypt authentication data and, secondly, adding a 
single use (connection unique) “nonce” value set by the web server.  
This value is used by the client browser in the calculation of a hashed 
password response.  While the password is obscured by the use of the 
cryptographic hashing and the use of the nonce value precludes the 
threat of a replay attack, the login name is submitted in clear text.  The 
following example assumes that an access-protected document is 
being requested from the server.  The URL of the document is 
"http://www.example.com/clients/". 

 
Both client and server know that the username for this document is "eric", and 
the password is "spyglass". 
 
The first time the client requests the document, no Authorisation header is 
sent, so the server responds with: 
 
HTTP/1.1 401 Unauthorized 
WWW-Authenticate: Digest    realm="testrealm", 
                            nonce="72540723369", 
                            opaque="5ccc069c403ebaf9f0171e9517f40e41" 
 
The client may prompt the user for the username and password, after which it 
will respond with a new request, including the following Authorisation header: 
 
Authorisation: Digest       username="eric", 
                            realm="testrealm", 
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                            nonce="72540723369", 
                            uri="/clients/", 
                            response="e966c932a9242554e42c8ee200cec7f6", 
                            opaque="5ccc069c403ebaf9f0171e9517f40e41" 

Limitations 
 

149. However, while both HTTP access authentication schemes may 
appear suitable for commercial use over the Internet, particularly when 
used over an SSL encrypted session, many organisations have chosen 
to use custom HTML and application level authentication procedures in 
order to provide a more sophisticated authentication procedure.  Such 
procedures:  

 
• Can include requirements for users to more fully identify 

themselves uniquely, beyond simple user name and 
password fields.   

 
• Can provide a robust defence against brute force type 

attacks.   
 
• Can better handle the client-server sessions, particularly 

their cancellation and expiry.   
 
• Can overcome the nuances of a distributed, load-balanced 

site architecture, and client-side caching or proxy services. 

NTLM Authentication 
What is NTLM? 

 
150. NTLM is an authentication protocol used in various Microsoft network 

protocol implementations and supported by the NTLM Security Support 
Provider ("NTLMSSP").  Originally used for authentication and 
negotiation of secure DCE/RPC, NTLM is also used throughout 
Microsoft's systems as an integrated single sign-on mechanism.   

 
151. NTLM employs a challenge-response mechanism for authentication, in 

which clients are able to prove their identities without sending a 
password to the server.  It consists of three messages, commonly 
referred to as Type 1 (negotiation), Type 2 (challenge) and Type 3 
(authentication).  It basically works like this:  

 
• The client sends a Type 1 message to the server.  This 

primarily contains a list of features supported by the client 
and requested of the server.  
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• The server responds with a Type 2 message.  This contains 
a list of features supported and agreed upon by the server.  
Most importantly, however, it contains a challenge generated 
by the server.   

 
• The client replies to the challenge with a Type 3 message.  

This contains several pieces of information about the client, 
including the domain and username of the client user.  It also 
contains one or more responses to the Type 2 challenge.   

 
152. The responses in the Type 3 message are the most critical piece, as 

they prove to the server that the client user has knowledge of the 
account password. 

NTLM over HTTP 
 

153. Microsoft established the proprietary "NTLM" authentication scheme 
for HTTP to provide integrated authentication to IIS web servers.  This 
authentication mechanism allows clients to access resources using 
their Windows credentials, and is typically used within corporate 
environments to provide single sign-on functionality to intranet sites.  
Historically, NTLM authentication was only supported by Internet 
Explorer; recently, however, support has been added to various other 
user agents.  The NTLM HTTP authentication mechanism works as 
follows:  

 
• The client requests a protected resource from the server:  
 

GET /index.html HTTP/1.1 

 

• The server responds with a 401 status, indicating that the 
client must authenticate.  "NTLM" is presented as a 
supported authentication mechanism via the "WWW-
Authenticate" header.  Typically, the server closes the 
connection at this time:  

 
HTTP/1.1 401 Unauthorized 
WWW-Authenticate: NTLM 
Connection: close 

 
Note that Internet Explorer will only select NTLM if it is the 
first mechanism offered; this is at odds with RFC 2616, 
which states that the client must select the strongest 
supported authentication scheme.   

 
• The client resubmits the request with an "Authorisation" 

header containing a Type 1 message parameter.  The Type 
1 message is Base-64 encoded for transmission.  From this 
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point forward, the connection is kept open; closing the 
connection requires re-authentication of subsequent 
requests.  This implies that the server and client must 
support persistent connections, via either the HTTP 1.0-style 
"Keep-Alive" header or HTTP 1.1 (in which persistent 
connections are employed by default).  The relevant request 
headers appear as follows (the line break in the 
"Authorisation" header below is for display purposes only, 
and is not present in the actual message):  
 

 GET /index.html HTTP/1.1 
Authorisation: NTLM 
TlRMTVNTUAABAAAABzIAAAYABgArAAAACwALACAAAABXT1JLU1RBVElPTkR
PTUFJTg== 

 

• The server replies with a 401 status containing a Type 2 
message in the "WWW-Authenticate" header (again, Base-
64 encoded).  This is shown below (the line breaks in the 
"WWW-Authenticate" header are for editorial clarity only, and 
are not present in the actual header).   

 
HTTP/1.1 401 Unauthorized 
WWW-Authenticate: NTLM 
TlRMTVNTUAACAAAADAAMADAAAAABAoEAASNFZ4mrze8AAAAAAAAAAGIAYgA
8AAAARABPAE0AQQBJAE4AAgAMAEQATwBNAEEASQBOAAEADABTAEUAUgBWAE
UAUgAEABQAZABvAG0AYQBpAG4ALgBjAG8AbQADACIAcwBlAHIAdgBlAHIAL
gBkAG8AbQBhAGkAbgAuAGMAbwBtAAAAAAA= 

 

• The client responds to the Type 2 message by resubmitting 
the request with an "Authorisation" header containing a 
Base-64 encoded Type 3 message (again, the line breaks in 
the "Authorisation" header below are for display purposes 
only):  

 
GET /index.html HTTP/1.1 
Authorisation: NTLM 
TlRMTVNTUAADAAAAGAAYAGoAAAAYABgAggAAAAwADABAAAAACAAIAEwAAAA
WABYAVAAAAAAAAACaAAAAAQIAAEQATwBNAEEASQBOAHUAcwBlAHIAVwBPAF
IASwBTAFQAQQBUAEkATwBOAMM3zVy9RPyXgqZnr21CfG3mfCDC0+d8ViWpj
Bwx6BhHRmspst9GgPOZWPuMITqcxg== 

 

• Finally, the server validates the responses in the client's 
Type 3 message and allows access to the resource.   
 
HTTP/1.1 200 OK 

 
154. This scheme differs from most "normal" HTTP authentication 

mechanisms, in that subsequent requests over the authenticated 
connection are not themselves authenticated; NTLM is connection-
oriented, rather than request-oriented.  So a second request for 
"/index.html" would not carry any authentication information, and the 
server would request none.  If the server detects that the connection to 
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the client has been dropped, a request for "/index.html" would result in 
the server reinitiating the NTLM handshake.   

 
155. A notable exception to the above is the client's behaviour when 

submitting a POST request (typically employed when the client is 
sending form data to the server).  If the client determines that the 
server is not the local host, the client will initiate re-authentication for 
POST requests over the active connection.  The client will first submit 
an empty POST request with a Type 1 message in the "Authorisation" 
header; the server responds with the Type 2 message (in the "WWW-
Authenticate" header as shown above).  The client then resubmits the 
POST with the Type 3 message, sending the form data with the 
request.  The NTLM HTTP mechanism can also be used for HTTP 
proxy authentication.  The process is similar, except:  

  
• The server uses the 407 response code (indicating proxy 

authentication required) rather than 401.   
 
• The client's Type 1 and 3 messages are sent in the "Proxy-

Authorisation" request header, rather than the 
"Authorisation" header.  

  
• The server's Type 2 challenge is sent in the "Proxy-

Authenticate" response header (instead of "WWW-
Authenticate").   

 
156. With Windows 2000, Microsoft introduced the "Negotiate" HTTP 

authentication mechanism.  While primarily aimed at providing a 
means of authenticating the user against Active Directory via Kerberos, 
it is backward-compatible with the NTLM scheme.  When the Negotiate 
mechanism is used in "legacy" mode, the headers passed between the 
client and server are identical, except "Negotiate" (rather than "NTLM") 
is indicated as the mechanism name. 

NTLM Implications 
 

157. When using NTLM authentication systems for web-based applications, 
it is important to be aware that: 

 
• Revocation of authorisation permissions is not 

instantaneous.  It is only when the authenticated user 
attempts to access an additional server resource that the 
host becomes aware of the revocation and is in a position to 
stop access. 
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• Typically revocation must be done via the nominated 
Domain or Active Directory connector and will affect all 
instances of the users account. 

 
• If a user wishes to disconnect from the application and 

prevent further access, the client browser window (and all 
child windows) must also be closed. 

Kerberos Authentication 
 
158. Kerberos authentication was originally developed in the 1980s as a 

method for authenticating users on large, distributed networks.  It uses 
secret key encryption with strong keys so that client hosts can both 
prove their identity to servers and also ensure the privacy and integrity 
of their communications.   The protocol is named after Kerberos, the 
three-headed dog in Greek mythology that guarded the gates of 
Hades. 

Benefits of Kerberos Authentication 
 

159. The Kerberos protocol is more flexible and efficient than NTLM, and 
generally accepted to be more secure.  The benefits gained by using 
Kerberos authentication are: 

 
• More Efficient Authentication to Servers. 
   

With NTLM authentication, an application server must 
connect to a domain controller in order to authenticate each 
client.  With Kerberos authentication, the server does not 
need necessarily require access to a domain controller.  It 
can authenticate the client by examining credentials 
presented by the client.  Consequently, clients can obtain 
credentials for a particular server once and reuse them 
throughout a network logon session. 

 
• Mutual Authentication.   
 

NTLM allows servers to verify the identities of their clients.  It 
does not allow clients to verify a server’s identity, or one 
server to verify the identity of another.  NTLM authentication 
was designed for a network environment in which servers 
were assumed to be genuine.  The Kerberos protocol makes 
no such assumption.  Parties at both ends of a network 
connection verify that the other party is who it claims to be. 
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• Delegated Authentication.   
 

Windows services impersonate clients when accessing 
resources on their behalf.  In many cases, a service can 
complete its work for the client by accessing resources on 
the local computer.  Both NTLM and Kerberos provide the 
information that a service needs to impersonate its client 
locally.   However, some distributed applications are 
designed so that a front-end service must impersonate 
clients when connecting to back-end services on other 
computers.  The Kerberos protocol has a proxy mechanism 
that allows a service to impersonate its client when 
connecting to other services.  No equivalent is available with 
NTLM. 

 
• Simplified Trust Management.   
 

One of the benefits of the Kerberos protocol is that trust 
between the security authorities for Windows 2000 domains 
is by default two-way and transitive.  Networks with multiple 
domains no longer require a complex web of explicit, point-
to-point trust relationships.  Instead, the many domains of a 
large network can be organized in a tree of transitive, mutual 
trust.  Credentials issued by the security authority for any 
domain are accepted everywhere in the tree.  If the network 
includes more than one tree, credentials issued by a domain 
in any tree are accepted throughout the forest. 

 
• Interoperability.   
 

Microsoft’s implementation of the Kerberos protocol is based 
on standards-track specifications recommended to the 
Internet Engineering Task Force (IETF).   

 
160. Microsoft (Windows 2000 and above) implements a number of 

extensions to the Kerberos protocol that permit initial authentication 
using public key certificates rather than conventional shared secrets.  
This extension enables the protocol to support interactive logons with 
physical devices such as smart cards.  The extensions for public key 
authentication are based on a draft specification submitted to the IETF 
working group by a number of third parties with interests in public key 
technology.  Kerberos uses three sub-protocols for its operation: 

 
• Authentication Service Exchange: Used by the key 

distribution centre for providing clients with ticket-granting 
tickets (TGTs) and logon session keys. 
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• Ticket-Granting Service Exchange: Used by the key 

distribution centre to distribute service session keys and their 
associated tickets. 

 
• Client/Server Exchange: Used by the client to pre-send a 

ticket for admission to a service. 
 

 
161. The Kerberos protocol and its use of encryption are best illustrated by 

examining the login process:  
 

1) User requests initial authentication (kinit)  
 

2) Client contacts Kerberos server with user's requested principal 
name  
 

3) Kerberos server returns TGT encrypted in the user's key  
 

4) Client attempts to decrypt TGT with user's key (derived from 
password).  If successful, client saves user's TGT and 
enclosed session key in client's credential cache.  User is now 
"logged into Kerberos service."  

Microsoft Support 
 

162. Integrated Windows authentication (formerly known as NTLM 
authentication and Windows NT Challenge/Response authentication) 
can use either NTLM or Kerberos V5 authentication.  When Internet 
Explorer attempts to access a protected resource, IIS sends two 
WWW-Authenticate headers, Negotiate and NTLM.   
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163. If Internet Explorer recognises the Negotiate header, it will choose it 

because it is listed first.  When using Negotiate, the browser will return 
information for both NTLM and Kerberos.  At the server, IIS will use 
Kerberos if both the client (Internet Explorer 5.0 and later) and server 
(IIS 5.0 and later) are running Windows 2000 and later, and both are 
members of the same domain or trusted domains.  Otherwise, the 
server will default to using NTLM. 

Negotiate Operation Example  
 

164. Our example web client requests an access-protected document from 
application server via a HTTP GET method request.  The URL of the 
document is "http://www.example.com/clients/index.html".   

 
C: GET clients/index.html  

 
The first time the client requests the document, no Authorisation 
header is sent, so the server responds with:  
 
S: HTTP/1.1 401 Unauthorized  
S: WWW-Authenticate: Negotiate  

 
The client will obtain the user credentials using the SPNEGO GSSAPI 
mechanism (used by Microsoft Internet Explorer and IIS1) type to 
identify generate a GSSAPI message to be sent to the server with a 
new request, including the following Authorisation header:  
 
C: GET clients/index.html  
C: Authorisation: Negotiate a87421000498aa874209af8bc028  

 
The server will decode the gssapi-data and pass this to the SPNEGO 
GSSAPI mechanism in the gss_accept_security_context function.  If 
the context is not complete, the server will respond with a 401 status 
code with a WWW-Authenticate header containing the gssapi-data.   
 
S: HTTP/1.1 401 Unauthorized  
S: WWW-Authenticate: Negotiate 949efa7b23409c20b92356  

 
The client will decode the gssapi-data and pass this into 
gss_init_security_context and return the new gssapi-data to the server.   
 
C: GET clients/index.html  
C: Authorisation: Negotiate 29a8742aa8729a8b028  

 
This cycle can continue until the security context is complete.   

 
                                                      
1 http://msdn.microsoft.com/library/default.asp?url=/library/en-us/dnsecure/html/http-sso-
2.asp 
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165. When the return value from the gss_accept_security_context function 
indicates that the security context is complete, it may supply final 
authentication data to be returned to the client.  If the server has more 
gssapi data to send to the client to complete the context it is to be 
carried in WWW-Authenticate header with the final response 
containing the HTTP body.    

  
S: HTTP/1.1 200 Success  
S: WWW-Authenticate: Negotiate ade0234568a4207af8bc0280289eca  

 
 The client will decode the gssapi-data and supply it to 

gss_init_security_context using the context for this server.  If the status 
is successful from the final gss_init_security_context, the response can 
be used by the application.  If there is no encryption used, the reply 
from server after access authorisation is identical with what it would be 
without access authorisation.  However, if encryption is used, the reply 
is as follows:  
 
HTTP/1.0 200 Document follows 
DEK-Info: DES-CBC,BFF968AA74691AC1 
Key-Info: DES_ECB,DJSFo7dSDFf34hKHFD8234jDFf2bfasdf832DF3nZ 
MIC-Info: MD5, LDKJF3kr34hfDuf23r98FBk38ftDFP9873hbrFDp9gb23kfDPF2b3JfKeL7G 
DLkwtDICl234FJi9834kjfslk 
...  other headers and the encrypted document follow ... 

 
166. DEK-Info:, Key-Info: and MIC-Info: fields are similar to those 

referenced in RFC1421 (Privacy Enhancement for Internet Electronic 
Mail).  If Kerberos or such is used, there is also a header line 
authenticating the server:  
 
WWW-Authentication: KerberosV4 realm="example.com", principle="ngs.foo" 

Certificates 
 
167. Client certificates are files that a Certificate Authority (CA) issues to 

vouch for an individual's identity.  An example CA would be a trusted 
organisation such as VeriSign (which specialises in Certificate 
management).  To be acceptable to the client web browser, client 
certificates must be from a CA listed in the certificate trust list (CTL) for 
the domain hosts.   

 
168. When a CA issues a certificate to an entity, the authority must maintain 

a copy of the certificate for reference purposes. These certificates are 
kept in a special data-base called a certificate store, which typically 
contains three things: 

 
• Certificates issued to entities requesting them 
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• Certificate revocation lists of expired, lost, or stolen 
certificates 

 
• Certificate trust lists of trusted certificate authorities and 

other trusted items 
 

 
169. Numerous server-based services are available for building your own 

CA (e.g. Microsoft Windows Server products all have this functionality).  
Issuing your own certificates is generally less costly than purchasing 
third-party certificates.  However, external organisations might not trust 
certificates that you issue.   

 
170. The decision on whether to purchase certificates from a CA or issue 

them yourself should be based upon who will authenticate users with 
the certificates.  For example, for an internal-only web application, you 
can easily manage the CA processes, which lets you control all 
aspects of client certificates. 

 
171. Client certificates have an advantage over a simple username and 

password because a CA issues the certificates and the authentication 
process using certificates doesn't involve the user after the user installs 
the certificate.  The user's only involvement is installing the client 
certificate.  This action relieves the user from remembering a password 
to log on to a site.  Using certificates also has a number of 
disadvantages.  These include: 

 
• Clients must install certificates, so the process leaves room 

for error.   
 
• Using certificates—Secure Sockets Layer (SSL) in 

particular—puts a heavy load on a Web server, thus slowing 
it down for all users.   
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• Certificates expire and require renewal, so the user or 
administrator must remember to renew the certificate before 
it expires.   

 
172. SSL adds a lot of management and performance overhead to a server.  

You must balance the headaches of SSL against your need for 
certificates.  To assign a certificate to a user, you must map certificates 
to user accounts.  The most popular web servers offer mapping 
features.  If your Web server is part of a Microsoft domain, you can use 
native Windows 2000+ Active Directory mapping. 

Certificate Mapping 
 

173. You can map one certificate to one user account (called one-to-one—
1:1—mapping), or you can map multiple certificates to one user 
account (called many-to-one—M:1—mapping).  For example, you can 
issue certificates to all or certain employees, then use the Microsoft’s 
Internet Information Services snap-in to map those certificates to the 
employee’s user account. 

Microsoft Passport 
 
174. Microsoft’s .NET Passport allows users to create a single sign-in name 

and password to access any site that has implemented the Passport 
single sign-in (SSI) service.  By implementing the Passport SSI, the 
web application will not have to implement its own user-authentication 
mechanism.   

 
175. Users authenticate with the SSI, which passes their identities to your 

site securely.  Although Passport authenticates users, it doesn't grant 
or deny access to individual sites i.e.  .NET Passport does only 
authentication not authorisation.  Passport simply tells a participating 
site who the user is.  Each site must implement its own access-control 
mechanisms based on the user's Passport User ID (PUID).  Microsoft 
.NET Passport Authentication works in the following way: 
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176. Firstly the user requests any page from their  web server.  Since the 

user is not authenticated, the web server redirects its request for 
authentication with the Sign-In logo.  When the user presses the Sign-
In button, a request will go to Passport server for the Sign-In page.  
Once the Sign-In page comes to the browser, the user will enter their 
authentication details like Passport ID and Password.  When the user 
credentials are submitted, they are validated in Passport server.  Then 
cookies are created in the server and response is sent to the browser 
with encrypted query string.  Now both cookies and query string have 
details about authentication.  Once the user is authenticated, they will 
be taken to the page which they first requested. 

WS-Security 
 
177. WS-Security proposes a standard set of Simple Object Access 

Protocol (SOAP) extensions that can be used when building secure 
Web services to implement integrity and confidentiality.  This set of 
extensions is commonly referred to as the “Web Services Security 
Language" or “WS-Security". 

 
178. WS-Security is flexible and is designed to be used as the basis for the 

construction of a wide variety of security models including PKI, 
Kerberos, and SSL.  Specifically WS-Security provides support for 
multiple security tokens, multiple trust domains, multiple signature 
formats, and multiple encryption technologies. 

 
179. The WS-Security specification provides three main mechanisms:  

 
• security token propagation,  
• message integrity,  
• message confidentiality.   
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180. These mechanisms by themselves do not provide a complete security 

solution.  Instead, WS-Security is a building block that can be used in 
conjunction with other Web service extensions and higher-level 
application-specific protocols to accommodate a wide variety of 
security models and encryption technologies. 

 
181. These mechanisms can be used independently (e.g., to pass a 

security token) or in a tightly integrated manner (e.g., signing and 
encrypting a message and providing a security token hierarchy 
associated with the keys used for signing and encryption). 

Goals and Requirements 
 

182. The goal of WS-Security is to enable applications to construct secure 
SOAP message exchanges.  It is intended to provide a flexible set of 
mechanisms that can be used to construct a range of security 
protocols.  As with every security protocol, significant efforts must be 
applied to ensure that security protocols constructed using WS-
Security are not vulnerable to a wide range of attacks.  WS-Security is 
a single-message security language that provides for message security 
that may assume an established session, security context and/or policy 
agreement. 

Requirements 
 

183. The Web services security language supports a wide variety of security 
models.  The following list identifies the key driving requirements for 
development of the WS-Security specification:  

 
• Multiple security tokens for authentication or authorisation 
 
• Multiple trust domains  
 
• Multiple encryption technologies 
 
• End-to-end message-level security and not just transport-

level security 

WS-Security Example 
 

184. The following example illustrates a message with a username security 
token: 
 
(001) <?xml version="1.0" encoding="utf-8"?> 
(002)  <S:Envelope xmlns:S="http://www.w3.org/2001/12/soap-envelope" 
            xmlns:ds="http://www.w3.org/2000/09/xmldsig#"> 
(003)    <S:Header> 
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(004)       <m:path xmlns:m="http://schemas.xmlsoap.org/rp/"> 
(005)         <m:action>http://fabrikam123.com/getQuote</m:action> 
(006)         <m:to>http://fabrikam123.com/stocks</m:to> 
(007)          <m:id>uuid:84b9f5d0-33fb-4a81-b02b-5b760641c1d6</m:id> 
(008)       </m:path> 
(009)       <wsse:Security 
             xmlns:wsse="http://schemas.xmlsoap.org/ws/2002/04/secext"> 
(010)         wsse:UsernameToken Id="MyID"> 
(011)             <wsse:Username>Zoe</wsse:Username>  
(012)         </wsse:UsernameToken> 
(013)         <ds:Signature> 
(014)            <ds:SignedInfo> 
(015)               <ds:CanonicalizationMethod 
                   Algorithm= 
                          "http://www.w3.org/2001/10/xml-exc-c14n#"/> 
(016)               <ds:SignatureMethod  
                        Algorithm= 
                        "http://www.w3.org/2000/09/xmldsig#hmac-sha1"/> 
(017)               <ds:Reference URI="#MsgBody"> 
(018)                  <ds:DigestMethod  
                          Algorithm= 
                        "http://www.w3.org/2000/09/xmldsig#sha1"/> 
(019)                  <ds:DigestValue>LyLsF0Pi4wPU...</ds:DigestValue> 
(020)               </ds:Reference> 
(021)            </ds:SignedInfo> 
(022)            <ds:SignatureValue>DJbchm5gK...</ds:SignatureValue> 
(023)            <ds:KeyInfo> 
(024)                <wsse:SecurityTokenReference> 
(025)                 <wsse:Reference URI="#MyID"/> 
(026)                </wsse:SecurityTokenReference> 
(027)            </ds:KeyInfo> 
(028)         </ds:Signature> 
(029)      </wsse:Security> 
(030)   </S:Header> 
(031)   <S:Body Id="MsgBody"> 
(032)     <tru:StockSymbol xmlns:tru="http://fabrikam123.com/payloads"> 
              QQQ 
          </tru:StockSymbol> 
(033)   </S:Body> 
(034) </S:Envelope> 

 
185. Analysis of the example SOAP envelope: 

 
• The first two lines start the SOAP envelope.   
 
• Line (003) begins the headers that are associated with this 

SOAP message.  Lines (004) to (008) specify how to route 
this message (as defined in WS-Routing). 

 
• Line (009) starts the <Security> header that we define in this 

specification.  This header contains security information for 
an intended receiver.  This element continues until line (029) 

 
• Lines (010) to (012) specify a security token that is 

associated with the message.  In this case, it defines 
username of the client using the <UsernameToken>.  Note 
that here we assume the service knows the password - in 
other words, it is a shared secret. 

 
• Lines (013) to (028) specify a digital signature.  This 

signature ensures the integrity of the signed elements (that 
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they aren't modified).  The signature uses the XML Signature 
specification.  In this example, the signature is based on a 
key generated from the users' password; typically stronger 
signing mechanisms would be used. 

 
• Lines (014) to (021) describe the digital signature.  Line 

(015) specifies how to canonicalize (normalize) the data that 
is being signed.   

 
• Lines (017) to (020) select the elements that are signed.  

Specifically, line (017) indicates that the <S:Body> element 
is signed.  In this example only the message body is signed; 
typically additional elements of the message, such as parts 
of the routing header, should be included in the signature 
(see the Extended Example below). 

 
• Line (022) specifies the signature value of the canonicalized 

form of the data that is being signed as defined in the XML 
Signature specification. 

 
• Lines (023) to (027) provide a hint as to where to find the 

security token associated with this signature.  Specifically, 
lines (024) to (025) indicate that the security token can be 
found at (pulled from) the specified URL. 

 
• Lines (031) to (033) contain the body (payload) of the SOAP 

message. 

Forms Based 
A Standard HTML Authentication Form  

 
186. As with the HTTP authentication schemes, consider a classic HTML 

form that contains two text input fields.  The client is expected to 
supply login credentials in the form of user name and password, and 
then submit the data.  When submitted, the remote web server verifies 
the supplied data through some authentication technique.  If the login 
credentials are correct, the client has successfully authenticated and is 
allowed to proceed further into the web site.  If authentication fails, the 
client is again presented with the login form and requested to try again.   

 
187. Although replicating most of the functionality of the HTTP 

authentication schemes, and still limited to the classic two user input 
fields (username and password), there are a number of design 
considerations and improvements an organisation should make to 
increase the security and robustness of the authentication process.   
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188. An example HTML Form-based login: 

 
<form method="POST" name="login" action="https://www.example.com/login.php"> 
<input maxLength=128 size=55 name=name value=""> 
<input maxLength=32 size=55 name=passwd value=""> 
<input type=hidden name=SessionChk value=”ID0123456789”> 
<input type=submit value="Login" name=btnLogin> 
</form> 

Good Processes 
 

189. Security Improvements:  
 
• In all cases when submission of confidential client data is 

required, the data submission must be conducted over an 
encrypted channel.  At the very least, such data submissions 
should be conducted over SSL.  When submitting 
authentication data, use of the highest level of encryption 
available between the client and web server is 
recommended.   

 
• Should the client fail to submit the appropriate credentials 

and thus fail the corresponding authentication procedure, no 
information should be passed back to the client indicating 
why authentication resulted in a failure.  The client should be 
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presented with a generic “Authentication Failure” message.  
Passing informative messages such as “User does not exist” 
or “Password incorrect”, an attacker can enumerate user 
accounts (half the information required to login) and guess 
passwords.   

 
• Without implementing an account lockout facility, it is a trivial 

task for an attacker to brute-force an account by automating 
the guessing of passwords.  Many sites will use the account 
lockout procedures supplied by the host or authentication 
server; traditionally three authentication failures will result in 
an account lock-out.  Numerous tools and scripts are 
currently available to facilitate HTML Form brute-forcing.  It 
should be noted that account brute-forcing may not require 
knowledge of a particular login name or ID.  If site users are 
permitted to select their own password, an attacker may 
select a common word for the password (e.g.  “password” or 
their login name or ID) and brute-force the login name or ID 
instead.   

 
• Although client-side data validation is recommended before 

submitting to the web host, it is vital that comprehensive 
server-side validation of the submitted data is carried out 
before carrying out authentication processes.  It is a 
relatively simple task for an attacker to bypass any form of 
client-side data controls.  Client-side data validation should 
be used to correct unintentional client mistakes in the 
submitted data and to reduce the necessity for excess 
corrective client-server communications.  Server-side 
validation of the submitted data should also be carried out, 
replicating the client-side checks.  Any client data received 
that fails the duplicated validation checks should be treated 
as highly suspect.   

 
• Developers have two HTTP methods for sending the client 

login credentials, GET and POST.  The preferred method of 
sending data is the POST.  While it is a trivial task for an 
attacker to modify client data relying on either method, the 
GET method requires less skill and understanding by an 
attacker or malicious user, as most browser applications will 
display the URL containing information relating to the GET 
request.  Additionally, information appearing in the displayed 
URL may be bookmarked and locally stored, thus effectively 
caching the login credentials for any other user of the client 
system.  Importantly, the URL’s are often logged in the web 
server’s access log, firewall/proxy/web-cache logs, as well 
as the client browsers history file and disk cache. 
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Passwords 
Password Quality 

 
190. Password quality refers to the entropy of a password and is clearly 

essential to ensure the security of the users' accounts.  A password of 
"password" is obviously a bad thing.  A good password is one that is 
unlikely to be guessed.  That typically is a password of at least 8 
characters, one alphanumeric, one mixed case and at least one 
special character (not A-Z or 0-9).  In web applications special care 
needs to be taken with meta-characters. 

 
191. Rotating passwords is generally good practice.  This gives valid 

passwords a limited life cycle.  Of course, if a compromised account is 
asked to refresh its password then there is no advantage. 

 
192. A weak password is any password that can easily be guessed or 

cracked.  A strong password is difficult to crack or guess.  These are 
relative and unless the password was created in a defective manner, 
the strength of a password can be calculated mathematically.  A 
password can be so weak it can be cracked in a fraction of a second or 
so strong that billions of millennia of CPU time would be required.  
Most of what follows examines the deficiencies that make a 
superficially strong password, weak.  All relate to how humans think 
and select or create passwords.   

 
193. A bad password is one that is too weak for the resources it is 

supposed to defend, or that is too difficult for users to remember.  A 
good password is a strong password that's reasonably easy to 
remember.  Identifying specific characteristics that make a good 
password is more difficult than identifying those that make a bad 
password.  Since there is a significant degree of mutual exclusivity 
between these goals, part of defining good passwords is figuring out 
what if anything can make a password both easy to remember and 
hard to guess or crack.  Some of the characteristics that make a 
password easy or hard to remember will be discussed.   

 
194. How good or bad a password is depends to a significant degree on 

what it's protecting and who is using it.  People have varying memory 
capabilities so what may be easy for one person may be difficult for 
another.   

 
195. More important is the variability of the value of the resource a 

password protects.  On any computer system, the administrative or 
root password is of much greater value than that of an unprivileged 
user account.  Different computers and systems have greatly varying 
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values.  Computers that manage financial information such as at banks 
and brokerage houses and very sensitive information such as patient 
records at hospitals are more valuable and require a greater degree of 
protection than for example, the mailing lists of a mass marketer or the 
sales records of a local retail store.  Most users are likely to consider 
their Amazon or other online retail account that includes credit card 
numbers more important and sensitive than the password to a Hotmail 
or other disposable web based e-mail account.  The password to a site 
such as a portal that the user has spent much time customising may 
be somewhere in between in sensitivity.   

Allocating, Renewing and Changing Passwords 
 

196. When developing a web application, care must be taken in 
understanding the background processes for allocating, renewing and 
changing passwords for users.  Things to bear in mind include: 

 
• In highly secure systems passwords should only be sent via 

a courier mechanism or reset with solid proof of identity.  
Processes such as requiring valid government ID (such as a 
Passport or Driving Licence) to be presented to an account 
administrator are common. 

 
• Independent of password strength, care should be taken in 

how passwords are initially selected.  For example, bad 
practices would be to issue sequential or easily guessable 
passwords (e.g. user password equals user name.123). 

 
• It should not be possible to enumerate passwords for new 

“anonymous” accounts (e.g. bank account ID is the unique 
user identifier, but the initial password could be 
“changeme”). 

 
• Ensure that the first time a user logs in with their allocated 

password, they are forced to change it.  Also ensure that the 
password strength is appropriate (e.g. check for obvious 
inclusions in the password such as the user’s name or the 
company’s name). 

 
• Consider how the allocated password information will reach 

the user.  Communication systems such as e-mail are 
insecure and may be observed.  Instead, investigate the use 
of one-time password verification systems such as encrypted 
URL’s, and link with shared secrets (e.g. your favourite 
colour is…). 
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• If the user ever forgets their password, never send it back to 
them.  Instead reinitiate the password allocation process.  
Sending their password back to them may result in 
observation – and you may discover that their password is 
used for many other systems. 

 
• Provide information advice to the user on how to select a 

good password, and how the web application is capable of 
enforcing good practices.  State clearly why this is 
necessary. 

 
• Always prompt the user to verify their old password before 

enabling them to change it. 

Password Attack Methods 
 

197. A poorly chosen password will often fall prey to several automated 
techniques of guessing an accounts password.  The methods of 
discovering these passwords (independent of the tools actually used) 
are belong to one of three categories: 

 
• Dictionary Attack 
• Hybrid Attack 
• Brute Force Attack 

 
198. Many commonly available tools or scripts will make use of all three 

methods – starting with dictionary attacks and ending up with brute 
force attacks. 

Dictionary Attack  
 

199. A simple dictionary attack is by far the fastest way to break into a users 
account.  A dictionary file (a text file full of dictionary words) is loaded 
into or referenced by a specialised cracking tool, which is run against 
user accounts located by the application.  Because the majority of 
passwords are often simplistic, running a dictionary attack is often 
sufficient to do the job.   

Hybrid Attack 
 

200. Another well-known form of attack is the hybrid attack.  A hybrid attack 
will add numbers or symbols to the word guess to successfully crack a 
live password.  Many people change their passwords by simply adding 
a number to the end of their current password.  The pattern usually 
takes this form: first month password is "cat"; second month password 
is "cat1"; third month password is "cat2"; and so on.   
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Brute Force Attack 

 
201. A brute force attack is the most comprehensive form of attack, though 

it may often take a long time to work depending on the complexity of 
the password.  Some brute force attacks can take a week depending 
on the complexity of the password. 

Account Lockout 
Lockout Procedures 

 
202. For many organisations, introducing the same lockout processes for 

authentication on their web-based Intranet as are used for their OS 
domains is logical, and the same mechanisms for regulation or 
resetting of accounts may be used.  Unfortunately, for many 
applications accessible over the Internet, a similar or poorly thought-
out account lockout process can quickly result in successful brute-
forcing or denial-of-service (DoS) attacks.   

 
203. It is important that organisations not only evaluate the lockout process, 

but also review the mechanism for resetting locked accounts.  This 
task may be complicated by country specific regulations. For instance, 
Italian Internet banking regulations insist that a locked account may 
only be unlocked after a minimum of two days.  Depending on the legal 
requirements, the backend support mechanisms (e.g.  24-hour 
helpdesk and telephone support) and client expectations, several 
automated authentication restrictions or lockout options and processes 
should be evaluated before implementation.   

 
• Ensure that information required for the authentication 

process cannot be easily guessed.  For instance, the 
authentication of users to an Internet banking portal my 
require submission of a personal account number.  In most 
cases bank account numbers are allocated sequentially and 
an attack could be easily automated to intentionally lockout 
or time-delay a large number of accounts.  If sequentially 
allocated information is required as part of the authentication 
process, organisations should consider implementing a 
multilayered authentication process.   

 
• For web sites requiring more rigorous authentication 

processes than name and password, organisations should 
implement a multilayered challenge-response system 
instead of receiving all the required login information in a 
single form submission.  The multiple challenge-response 
authentication process will help defend against many 
popular automated attack tools.   
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• The web-based application must be able to track and log 

connections relating to the source IP address of the web 
client.  The application should be able to identify 
authentication failures to multiple user accounts initiated by a 
single IP address, and take appropriate action.  Depending 
upon the flexibility of perimeter network defences (e.g.  
Firewalls and Routers), it may be possible to dynamically 
block an offending IP address.  However, the organisation 
must carefully review the impact such an automated 
response would have to clients connecting from behind 
address-translated devices (e.g.  Proxy servers and NAT 
firewalls) and other online services (e.g.  AOL and Internet 
cafés).   

 
• An option should be made available for the successfully 

authenticated user to review a history of failed attempts 
since the last successful login.  Advice could be provided on 
either strengthening the account against further attacks, or 
provide reassurance by informing the user of the security 
mechanisms used by the application to prevent these 
attacks. 

Resetting Procedures 
 

204. For applications that cater to large customer bases it is important to 
implement a well thought out and robust account lockout resetting 
process.  Without this, higher levels of customer support will be 
required, and the application could fall victim to a range of DoS 
attacks.  Automated resetting is possible based upon certain 
environmental or legal restraints. 

 
• A popular method for defeating many brute-force attacks is 

through the use of an increasing time interval between the 
sending of authentication denial and retry pages after 
registering the failed authentication attempt.  To implement 
this solution successfully, the server-side application must 
be capable of storing and retrieving information relating to 
the time of the last unsuccessful attempt and the number of 
failed attempts since the last successful authentication.  
Many sites currently double the time interval between 
receiving the authentication failure and the sending of the 
response for each failure, quickly rendering a brute-force 
attack impotent.  However, caution should be taken to limit 
the maximum time interval between responses and the 
resetting of the login failure counter (e.g.  a maximum of 1 
hour between responses and a counter reset after 24 hours).   
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• Automatically lockout an account after a threshold has been 
reached (e.g.  three authentication failures), but do not 
inform the client system that this process has happened, and 
record the time of the last authentication attempt.  Thus any 
further attempts to authenticate will result in the display of 
the same failure message.  If no attempts to authenticate 
have occurred within a predetermined time span (e.g.  1 
hour), the account could then be automatically unlocked.   

 
• Again, automatically lockout an account after a threshold has 

been reached (e.g.  three authentication failures), and do not 
inform the client system that this process has happened.  
However, if the correct authentication information is later 
provided, the client could then be presented with information 
stating that the account is currently locked out and then 
issued with instructions for unlocking it (e.g.  phone the 24 
hour helpdesk and answer a number of identity questions).   

Handling Permission Levels 
Layering Permissions 

 
205. In the design and implementation of any web application, it is vital that 

access to resources (whether they be file or system resources) be 
managed in a secure manner.  The most efficient authorisation 
methods are through strict permission settings and ACLs.  This 
process is vital to ensure that malicious users and potential attackers 
cannot gain unauthorised access to application content.  The 
authorisation process establishes if a user can retrieve and manipulate 
specific data.  With inadequate authorisation, a user may be able to 
see the data of another user and an unauthorised user may be able to 
access restricted data. 

 
206. Permissions can be used together in layers to complement each other.  

The web server, database server and integrated system security are all 
different layers where user permissions and levels of access to content 
can be controlled.  The different places where permissions could be 
set in the illustration  below are: 

 
1) Web server   – Web server service layer 
2) Web server   – Web server application layer 
3) Web server   – Integrated system security 
4) Database server  – Database layer 
5) Database server  – Integrated system security 
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207. In between the Internet and the web server, and the web server and 

database server, web content filtering devices can be implemented if 
required.  It is also possible to implement host-based content filters.   

 
208. Both of these solutions will filter unwanted content before being 

processed by the web server, and therefore also before the database 
server can process the information supplied by the web server.  This 
will assist in preventing attackers from exploiting insecurities and 
gaining unauthorised permissions. 

Declarative Versus Programmatic 
 

209. Declarative security describes the situation where the ACLs are set 
from outside the application – usually through an administrative 
interface.  Programmatic security is when application logic controls in 
the code checks the credentials and associated rights.  In most cases, 
web applications will use a mixture of these two methods for enforcing 
security controls.   

 
210. When implemented correctly, declarative security is capable of 

performing a valuable role in application security: file permissions and 
database server roles are examples of this type.  They are easy to 
administer, and require no code changes or understanding of the code 
for regular operational tasks.  Of course, knowing how to apply and 
integrate them into the whole picture requires a thorough 
understanding. 

 
211. Declarative security is ideal for protecting resources between different 

groups of users (i.e., with different rights).  However, when greater 
control is required, the application will have to implement programmatic 
security.  For instance, to distinguish between two users from the same 
group, permissions and roles are not enough.  For example, a 
standard web banking application can allow anonymous access to 
some pages and enforce authentication to others, but once the users 
authenticate, it is the code's task to prevent one user from accessing 
another's account.   

 



National Infrastructure Security Co-ordination Centre 
 
 

82 
 

212. There is no hard and fast rule for when to choose each of the two 
approaches.  The key is to understand where each fits and how you 
can use it better for your purposes. 

File Access and functionality 
 

213. When implementing permission levels for an application there are 
several things that should be considered.  These considerations 
include: 

 
• Running the application in the context of a user with the 

minimum practical privileges.  Do not run it with the 
privileges of “system”, administrator or root.  This is vital as 
running the application with excessive administrative 
permissions would mean an attacker also gaining these 
permissions in the event of a partial system compromise.  
Any host-to-host trust relationships may also be 
compromised in this way. For example, a buffer overflow or 
format string vulnerability being successfully exploited on an 
UNIX web server running with root privileges would give an 
attacker full local control over the entire system – including 
all other host services. 

 
• Set permissions (i.e. ACLs) on all the resources required for 

your application  (this may not be possible under MAC or 
RBAC if you do not have the right role). Use the least 
permissive setting.  For example, if practical in your 
application, set files to be read-only.  When files are created, 
set permissions that are appropriate to the user who is 
creating the file rather than applying unnecessarily lenient 
permissions. 

 
• Keep files for your Web application in a folder below the 

application root.  Do not allow users the option of specifying 
a path for any file access in your application.  This helps 
prevent users from getting access to the root of your server. 

Handling Downloadable Files 
 

214. One frequent requirement for many web applications is to implement a 
safe and secure download function.  For instance, an organisation may 
post annual financial reports and other time-sensitive documents to 
their web site for investor download.  A naive solution keeps all 
downloads in a directory served by the Web server.  If a user has 
access to a file, the system provides a plain link for downloading.  This 
relies on obscurity to protect files.  After all, if someone knows the 
exact path to a file, the security system has no chance to check 
permissions.  For example, the organisation posts the last three years 



National Infrastructure Security Co-ordination Centre 
 
 

83 
 

of financial reports to the web site for downloading in the following 
format: 
 
http://www.example.com/annualreports/downloads/annual2001.zip 
http://www.example.com/annualreports/downloads/annual2002.zip 
http://www.example.com/annualreports/downloads/annual2003.zip 

 
215. It doesn’t take too much imagination to guess that the file for the 2004 

financial reports can be downloaded at: 
 
http://www.example.com/annualreports/downloads/annual2004.zip 

 
216. This problem becomes critical if the Annual Results 2004 document 

should not be publicly available, or only available to a restricted 
number of people before general public release.  In this case obscurity 
of the file cannot be relied upon. 

Application Download Gateways 
 

217. Most popular web hosting software provide functionality for 
implementing appropriate download gateways.  Instead of letting the 
web server return a file directly, it is possible to use the web servers 
scripting languages to send the appropriate headers and the file 
contents.  This allows the application to check that the user has 
permission to download the file first. 

Apache and IIS 
 

218. When you use Apache, the underlying permissions of the UNIX file 
system and the owner or group that the Apache server is being run 
under affect the objects that you can access and the scripts that you 
can run.  However, when you use Windows, Internet Information 
Services (IIS) can access any file in the tree of the home folder for a 
configured Web site (in this respect, it operates as an Administrator 
account).  The underlying Windows permissions for a folder or file are 
ignored; instead a separate mechanism in IIS allows you to control and 
limit the types of access that the client computer has to specific 
objects. 

 
219. The Read permission in IIS is similar to the Read permission bit for 

files in Apache/UNIX.  The Write permission in IIS is used only when 
you are using Active Server Page (ASP) scripts or Web Distributed 
Authoring and Versioning (WebDAV) to provide update functionality for 
a file; therefore, this permission is similar to the Write permission in 
Apache/UNIX for WebDAV only.  The Execute permission in UNIX that 
is combined with the AddHandler directive indicates to Apache that a 
particular file is a script that should be run and not returned as a raw 
file.  In IIS, Execute permissions are granted on a web site basis or a 
folder basis only; you cannot enable or disable individual files as 
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scripts in this way.  However, the extension/handler combination does 
apply.  It is possible to grant Execute permissions for a folder, and then 
associate an extension with a specific scripting engine. 

Shared Authentication Credential Requirements 
Shared Access to Group Resources 

 
220. In some cases, a simple shared authentication system may be 

required.  Consider a global pharmaceutical company that must 
provide information about their products to doctors on a regional basis.  
To meet regulatory requirements and in order to not swamp the 
doctors with irrelevant material, the product information is tuned for the 
region.  To prevent unintended access to this material (although the 
material is not confidential or secret is not necessarily advantageous 
for the general public to be aware of the different products) a shared 
login/password combination is used for all doctors in the region. 

Advantages: 
 

• Easy country-level resource access management 
• Simple shared access for users 
• Ideal for brochure-type information 
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Disadvantages: 

 
• Passwords irregularly changed 
• Inability to uniquely identify clients accessing the data 
• Minor security advantages 
• Inadequate security for confidential data 

Client Access from Shared Hosts 
 

221. If a secure application can be accessed from a shared host such as in 
an Internet Café, or any other potentially insecure system, additional 
steps will be required to safeguard the integrity of the authentication 
data. In particular, procedures will be required to overcome the impact 
of host level monitoring such as key loggers, Trojan horse applications 
and man-in-the-middle type attacks.  

 
222. Security Improvements:  
 

• Current versions of the popular browsers include functions to 
“remember” HTML form data, and may try to fill form input 
fields automatically.  Organisations should ensure that 
appropriate HTML scripting is used to flush all form input 
fields.  Ideally, when a client browser opens the page, an 
embedded script will automatically clear all input fields 
contained within the form. 

 
• Consider modifying the requirement for the client to input a 

full length password, and instead ensure the web application 
requests random elements of the password.  For instance, if 
the client’s password is a minimum of 8 characters (e.g.  
“Aut0m4t3d”), the web application may randomly request the 
2nd, 3rd and 6th characters and the client would be required 
to submit the characters “ut4”.  Obviously both the frequency 
the shared host is used and the total length of the password 
would have an effect on the usefulness of this security 
mechanism against key logging and man-in-the-middle 
attacks in the longer term.  
 
Just as the preferred method of submitting data is the HTTP 
POST method due to issues with remote logging and local 
history and favourites saving, the web application should 
ensure that page information is not cached locally on shared 
hosts.  By default, many web browsers will cache web page 
content whether accessed over a secure or insecure 
connection.  Organisations should ensure that the 
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appropriate flags are set for all secure pages, and that the 
caching information is supplied in both the HTTP and HTML 
responses.  As not all client browsers and caching devices 
(e.g.  proxy servers) are known to successfully implement all 
no-caching options, organisations should ensure that 
multiple no-caching options are used. 
 
Client browsers are expected to request a new copy of the 
page if the “Expires” data field has been set to a date in the 
past.  This method potentially disables the use of the 
browser “back button”.   

 
223. The following HTTP tags should be included in the host responses: 

 
Pragma: no-cache  
Cache-Control: private, max-age=0, no-cache  
Expires: 01/01/99 20:00:00 GMT  

 
224. The following lines should be inserted in the HTML HEAD of pages:  

 
<meta http-equiv="expires" content="01/01/99 20:00:00 GMT">  
<meta http-equiv="pragma" content="no-cache">  
<meta http-equiv="cache-control" content = "max-age=0">  
<meta http-equiv="cache-control" content = "no-cache">  
<meta http-equiv="cache-control" content = "no-store">  

Handling Brute Force Attacks 
 
225. As more organisations shift components of their service offering to the 

Internet that require some level of authentication to access, there has 
been a substantial increase in the number of tools and methodologies 
used to brute-force or otherwise gain access to the application and site 
content.  Many of these tools use sophisticated automated methods to 
overcome the web application’s authentication processes.   

 
226. For applications or sites requiring minimal helpdesk involvement and 

continual access, or where account lockout procedures are not an 
option, other anti brute-force security options must be explored.  It 
should also be pointed out that, as processes improve in updating the 
security posture of the service host (e.g.  the application of current 
security patches) and perimeter defence systems increase, attackers 
are being forced to focus on the security flaws inherent to the 
organisations custom developed application.  A secure and robust 
authentication process is often seen as a key element in the overall 
security of the web-based application, particularly the prevention of 
automated attacks.   
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227. Security Improvements:  
 

• An important step in halting automated attacks that attempt 
to either brute-force the authentication process or subvert 
the stability of the web application is through the addition of 
random content located on the page presented to the 
authenticating client browser.  The client must be capable of 
successfully submitting this random content as part of the 
authentication process to proceed further in the web site or 
application.  For instance, consider an extra text input field 
that requires the sixth word of this paragraph to be typed in 
to a text field and submitted.  Each visit to the login page 
would require the client to input a different, randomly 
selected, word referenced in this paragraph.   

 
• Unfortunately, a few specialist tools and scripts can be tuned 

to overcome this security precaution by successfully 
interpreting the worded request (e.g.  “please type in the 
sixth word…”).  However, by presenting the random word or 
number to the client in a graphic GIF or JPG format, it 
becomes much more difficult to automate.  Dynamically 
generating this graphic pass phrase, and using random fonts 
or colours each time, can make it almost impossible for an 
automated process to succeed.   

 
• One of the key techniques automated tools use when 

calculating whether an attack phase has been successful or 
not is through returned error codes and page information 
from the host web server.  A secure practice is to force any 
error or unexpected request to generate a HTTP 200 OK 
response, instead of the myriad of 400 type errors.  Ideally, 
when the web application encounters any invalid request 
from the client, whether successfully authenticated or not, 
the response should be to revoke any Session ID and cookie 
information, and route the client to the standard login page 
and require them to re-authenticate.   

 
• The introduction of third party time-dependent shared 

passwords or token systems (e.g.  SecureID from RSA 
Security and SafeWord from Secure Computing) can make it 
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extremely difficult for an attacker to launch an automated 
attack.  The use of time-dependent shared passwords and 
tokens are also of great value in the defence against replay 
attacks and key logging.  Obviously, any user of the site 
must have access to a valid token or device, and the 
organisation must be able to control both their physical 
distribution and revocation. 
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SESSION HANDLING 
 
228. With web-applications being essentially stateless, a correctly 

implemented session handling technique is vital to tracking and 
managing authenticated users as they navigate through the 
application’s layers.  Many significant failures in application security (in 
particular the ever present threat of session hijacking) come about due 
to poor session handling techniques.   

The Situation 
 
229. The stateless nature of HTTP requires organisations and solution 

developers to find other methods of uniquely tracking a visitor through 
a web-base application.  Various methods of managing a visitor’s 
session have been proposed and used, but the most popular method is 
through the use of unique session IDs.  Unfortunately, in too many 
cases organisations have incorrectly applied session ID management 
techniques that have left their “secure” application open to abuse and 
possible hijacking. 

The Stateless HTTP Protocol 
 

230. Due to the way the HTTP protocol works, there is no inbuilt facility to 
uniquely identify or track a particular customer (or session) within an 
application – thus the connection between the customer’s web-browser 
and the organisation’s web-service is referred to as stateless.  
Organisations have therefore been forced to adopt custom methods of 
managing client sessions if they wish to maintain state.  The most 
common method of tracking a customer through a web site is by 
assigning a unique session ID – and having this information 
transmitted back to the web server with every request.  Unfortunately, 
should an attacker guess or steal this session ID information, it is 
normally a trivial exercise to hijack and manipulate another user’s 
active session.   

  
231. An important aspect of correctly managing state information through 

session IDs relates directly to authentication processes.  While it is 
possible to insist that a client using an organisation’s web application 
provide authentication information for each “restricted” page or data 
submission, it would soon become tedious and untenable.  Thus 
session IDs are not only used to follow clients throughout the web 
application, they are also used to uniquely identify an authenticated 
user – thereby indirectly regulating access to site content or 
information.  The methods available to organisations for successfully 
managing sessions and preventing hijacking type attacks are largely 
dependent upon the answers to a number of critical questions:  
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• Where and how often are legitimate clients expected to use 
the web-based application?  

 
• At what stage does the organisation really need to manage 

the state of a client’s session?  
 
• What level of damage could be done to the legitimate client 

should an attacker be able to impersonate and hijack their 
account?  

 
• How much time is someone likely to invest in breaking the 

session management method?  
 
• How will the application identify or respond to potential or real 

hijacking attempts?  
 
• What is the significance to application usability should it be 

necessary to use an encrypted version of HTTP (HTTPS)?  
 
• What would be the cost to the organisation’s reputation 

should information about a security flaw in any session 
management be made public?  

 
232. Finding answers to these questions will enable the organisation to 

evaluate the likelihood and financial risk of an inappropriate or poorly 
implemented session management solution.   

Maintaining State 
 
233. Typically, the process of managing the state of a web-based client is 

through the use of session IDs.  Session IDs are used by the 
application to uniquely identify a client browser, while background 
(server-side) processes are used to associate the session ID with a 
level of access.  Thus, once a client has successfully authenticated to 
the web application, the session ID can be used as a stored 
authentication voucher so that the client does not have to retype their 
login information with each page request.  Organisations application 
developers have three methods available to them to both allocate and 
receive session ID information:  

 
• Session ID information embedded in the URL, which is 

received by the application through HTTP GET requests 
when the client clicks on links embedded with a page.   
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• Session ID information stored within the fields of a form and 
submitted to the application.  Typically the session ID 
information would be embedded within the form as a hidden 
field and submitted with the HTTP POST command.   

 
• Through the use of cookies.   

 
234. Selection of one method over another is largely dependent upon the 

type of service the web application is to deliver and the intended 
audience.  Listed below is a more detailed analysis of the three 
methods.  It is important that an organisation’s system developers 
understand the limitations and security implications of each delivery 
mechanism. 

URL Based Session IDs 
 

235. Session ID information embedded in the URL, which is received by the 
application through HTTP GET requests when the client clicks on links.  
Example:  
 
http://www.example.com/news.asp?article=27781;sessionid=IE60012219 

 
 Advantages:  

 
• Can be used even if the client web-browser has high security 

settings and has disabled the use of cookies.   
 
• Access to the information resource can be sent by the client 

to other users by providing them with a copy of the URL.   
 
• If the Session ID is to be permanently associated with the 

client-browser and their computer, it is possible for the client 
to “Save as a favourite”.   

 
• Depending upon the web browser type, URL information is 

commonly sent in the HTTP REFERER field.  This 
information can be used to ensure a site visitor has followed 
a particular path within the web application, and 
subsequently used to identify some common forms of attack.   

 
Disadvantages:  

 
• Any person using the same computer will be able to review 

the browser history file or stored favourites and follow the 
same URL.   
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• URL information will be logged by intermediary systems 
such as firewalls and proxy servers.  Thus anyone with 
access to these logs could observe the URL and possibly 
use the information in an attack.   

 
• It is a trivial exercise for anyone to modify the URL and 

associated session ID information within a standard web 
browser.  Thus, the skills and equipment necessary to carry 
out the attack are minimal – resulting in more frequent 
attacks.   

 
• When a client navigates to a new web site, the URL 

containing the session information can be sent to the new 
site via the HTTP REFERER field.   

Hidden Post Fields  
 

236. Session ID information stored within the fields of a form and submitted 
to the application.  Typically the session ID information would be 
embedded within the form as a hidden field and submitted with the 
HTTP POST command.    Example: Embedded within the HTML of a 
page:  
 
<FORM METHOD=POST ACTION=”/cgi-bin/news.pl”>  
<INPUT TYPE=”hidden” NAME=”sessionid” VALUE=”IE60012219”>  
<INPUT TYPE=”hidden” NAME=”allowed” VALUE=”true”>  
<INPUT TYPE=”submit” NAME=”Read News Article”>  

  
Advantages:  

 
• Not as obvious as URL embedded session information, and 

consequently requires a slightly higher skill level for an 
attacker to carry out any manipulation or hijacking.   

 
• Allows a client to safely store or transmit URL information 

relating to the site without providing access to their session 
information.   

 
• Can also be used even if the client web-browser has high 

security settings and has disabled the use of cookies.   
 

Disadvantages:  
 

• While it requires a slightly higher skill level to perform, 
attacks can be carried out using commonly available tools 
such as Telnet or via personal proxy services.   
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• The web application page content tends to be more complex 
– relying upon embedded form information, client-side 
scripting such as JavaScript, or embedded within active 
content such as Macromedia Flash.  In addition pages tend 
to be larger, requiring more time for the client to download 
and thus the site is perceived as being slow and 
unresponsive.   

 
• Due to poor coding practices, a failure to check the 

submission type (i.e.  GET or POST) at the server side may 
allow the POST content to be reformed into a URL that could 
be submitted via the HTTP GET method.   

Cookies   
 

237. Each time a client web browser accesses content from a particular 
domain or URL, if a cookie exists the client browser is expected to 
submit any relevant cookie information as part of the HTTP request.  
Thus cookies can be used to preserve knowledge of the client browser 
across many pages and over periods of time.  Cookies can be 
constructed to contain expiry information and may last beyond a single 
interactive session.  Such cookies are referred to as “persistent 
cookies”, and are stored on the client browsers hard-drive in a location 
defined by the particular browser or operating system (e.g.  
c:\documents and settings\clientname\cookies for Internet Explorer on 
Windows XP).  By omitting expiration information from a cookie, the 
client browser is expected to store the cookie only in memory.  These 
“session cookies” should be erased when the browser is closed.  
Example: Within the plain text of the HTTP server response: 
 
Set-Cookie: sessionID=”IE60012219”; path=”/”; domain=”www.example.com”; 
expires=”2003-06-01 00:00:00GMT”; version=0  

  
Advantages:  

 
• Careful use of persistent and session type cookies can be 

used to regulate access to the web application over time.   
 
• More options are available for controlling session ID 

timeouts.   
 
• Session information is unlikely to be recorded by 

intermediary devices.   
 
• Cookie functionality is built in to most browsers.  Thus no 

special coding is required to ensure session ID information is 
embedded within the pages served to the client browser.   
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Disadvantages:  

 
• An increasingly common security precaution with web 

browsers is to disable cookie functionality.  Thus web 
applications dependent upon the cookie function will not 
work for “security conscious” users.   

 
• As persistent cookies exist as text files on the client system, 

they can be easily copied used on other systems.  
Depending on the hosts file access permissions, other users 
of the host may steal this information and impersonate the 
user.   

 
• Cookies are limited in size, and are unsuitable for storing 

complex arrays of state information.   
 
• Cookies will be sent with every page and file requested by 

the browser within the domain defined by the SET-COOKIE.   

Cookie Design 
 
238. The most popular method of managing state for session handling 

procedures is through the use of cookies.  Cookies were originally 
introduced by Netscape and were subsequently specified in RFC 2965 
(which supersedes RFC 2109), with RFC 2964 and BCP44 offering 
guidance on best practice.  Cookies are presented to the client 
browser via the web server hosting software using a SET-COOKIE 
field in the HTTP header response.  Client browsers are expected to 
resend the cookie values with each new request.  The syntax for the 
Set-Cookie response header is: 
 
set-cookie      =       "Set-Cookie:" cookies 
cookies         =       1#cookie 
cookie          =       NAME "=" VALUE *(";" cookie-av) 
NAME            =       attr 
VALUE           =       value 
cookie-av       =       "Comment" "=" value 
                |       "Domain" "=" value 
                |       "Max-Age" "=" value 
                |       "Path" "=" value 
                |       "Secure" 
                |       "Version" "=" 1*DIGIT 

 
239. At the time, cookies were never designed to store usernames and 

passwords or any sensitive information.  Indeed the use of cookies to 
store this kind of data is frowned upon and recognised as an insecure 
practice.  Depending upon their proposed use, cookies allow for 
various permutations relating to their longevity and storage.  The RFC 
defines two categories of cookies – secure or non-secure and 
persistent or non-persistent – giving four individual cookies types. 
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• Persistent and Secure 
• Persistent and Non-Secure 
• Non-Persistent and Secure 
• Non-Persistent and Non-Secure 

Persistent Versus Non-persistent Cookies 
 

240. Persistent cookies are stored in multiple text files (for Microsoft Internet 
Explorer) on the clients host and are valid for as long as the expiry 
date is set for. Non-Persistent cookies are stored in memory on the 
client and are destroyed when the browser is closed or the cookie is 
explicitly killed by the server sending a new cookie with the same 
NAME but blank VALUE. 

 
241. If the cookie is intended for use by a single user, the Set-cookie header 

should not be cached.  A Set-cookie header that is intended to be 
shared by multiple users may be cached.  The origin server should 
send the following additional HTTP/1.1 response headers, depending 
on circumstances: 

 
• To suppress caching of the Set-Cookie header:  

Cache-control: no-cache="set-cookie". 
 

and one of the following: 
 

• To suppress caching of a private document in shared 
caches: Cache-control: private. 

 
• To allow caching of a document and require that it be 

validated before returning it to the client: Cache-control: 
must-revalidate. 

 
• To allow caching of a document, but to require that proxy 

caches (not user agent caches) validate it before returning it 
to the client: Cache-control: proxy-revalidate. 

 
• To allow caching of a document and request that it be 

validated before returning it to the client (by "pre-expiring" it): 
Cache-control: max-age=0.  Not all caches will revalidate the 
document in every case. 
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The Secure Flag 
 

242. The secure parameter is an option sent by a web server indicating to 
the client that a certain cookie should only be used under a secure 
server condition, such as SSL.  The cookie can be generated by the 
application or the web server software.  Since most sites do not require 
secure connections, this option typically defaults to FALSE.   

 
243. The option refers to the fact that transport security should be used and 

ideally with the same level of encryption as the server.  It also indicates 
to users’ browsers and proxies that they should not cache the pages 
viewed.  If a sensitive cookie is transmitted over an insecure condition, 
a third-party could potentially intercept it and use it in a hijack or replay 
attack.  If the option SECURE is not specified, a cookie is considered 
safe to be sent in the clear over unsecured channels.  Below is a listing 
of the generic cookie options available in a Set-Cookie response: 
 
Set-Cookie:  <name>=<value>; <name>=<value>. 
; expires=<date>; domain=<domain_name> 
; path=<some_path>; secure 

 
244. A real-life example could look like the following: 
 

Set-Cookie: CUSTOMER=JSMITH; path=/online/; domain=example.com; 
expires=Wednesday, 09-Jun-04 23:12:40 GMT; secure 

 
245. The secure cookie option has limitations that relate to the fact that it 

can not enforce the way the user agent should act.  The user agent 
could possibly determine not to adhere to or not understand the flag, 
which would result in the cookie being transmitted back in clear-text to 
the originating source.  In the end, all the information transmitted back 
to the originating source is under full control of the client.  The 
SECURE option is only considered to be security advice that specifies 
that the information contained in the cookie is of a sensitive nature and 
should be transmitted over an encrypted link. 

 
246. If a user is browsing a site over a secured channel without having the 

SECURE cookie option set, then a redirect to a site over an insecure 
channel will transmit the cookie in clear-text which eavesdroppers 
could intercept. 

 
247. When a browser is about to send a request to a server, it checks to 

see if it has any cookies which match the server, i.e.  if the host name / 
domain name match.  If one or more cookies match the server, their 
'secure' flags are also inspected.  If a cookie has the 'secure' flag set, 
and the connection over which the request is about to be sent is not 
secure, then the cookie will not be sent.  The following options must 
also be adhered to for successful transmission of the cookie: 
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• The DOMAIN cookie parameter must be specifically set for 

which domain the cookie is related to.  The server issuing 
the cookie must be a member of the domain that it tries to 
set in the cookie.  If DOMAIN is not set explicitly, then it 
defaults to the full domain of the document creating the 
cookie.  It is not possible to set Cookies for domains other 
than those that your response originates from. 

 
• The PATH cookie parameter sets the URL path that the 

cookie must be valid under.  If PATH is not set explicitly, 
then it defaults to the URL path of the document creating the 
cookie. 

Session ID Strength 
 

248. An important aspect of managing state within the web application is the 
“strength” of the session ID itself.  As the session ID is often used to 
track an authenticated user through the application, organisations must 
be aware that this session ID must fulfil a particular set of criteria if it is 
not to be compromised through predictive or brute-force type attacks.  
The two critical characteristics of a good session ID are randomness 
and length.   

Session ID Randomness  
 

249. It is important that the session ID is unpredictable and the application 
uses a strong method of generating random IDs.  It is vital that a 
cryptographically strong algorithm is used to generate a unique 
session ID for an authenticated user.  Ideally the session ID should be 
a random value.  Linear algorithms based upon predictable variables 
such as date, time and client IP address should not be used.  To this 
end, the session ID should fulfil the following criteria:  

 
• It must look random – i.e.  it should pass statistical tests of 

randomness. 
   
• It must be unpredictable – i.e.  it must be infeasible to predict 

what the next random value will be, given complete 
knowledge of the computational algorithm or hardware 
generating the ID and all previous IDs.   

 
• It cannot be reliably reproduced – i.e.  if the ID generator is 

used twice with exactly the same input criteria, the result will 
be an unrelated random ID.   
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Session ID Length  
 

250. It is important that the session ID be of a sufficient length to make it 
infeasible that a brute force method could be used to successfully 
derive a valid ID within a usable timeframe.  Given current processor 
and bandwidth limitations, session IDs consisting of over 50 random 
characters in length are recommended – but make them longer if the 
opportunity exists.  The actual length of the session ID is dependent 
upon a number of factors:  

 
• Speed of connection – i.e.  there is typically a big difference 

between Internet client, B2B and internal network 
connections.  While an Internet client will typically have less 
than a 512 kbps connection speed, an internal user may be 
capable of connecting to the application server at 200 times 
faster.  Thus an internal user could potentially obtain a valid 
session ID in 1/200th of the time.   

 
• Complexity of the ID – i.e.  what values and characters are 

used within the session ID? Moving from numeric values (0-
9) to a case-sensitive alpha-numeric (a-z, A-Z, 0-9) range 
means that, for the same address space, the session ID 
becomes much more difficult to predict.  For example, the 
numeric range of 000000-999999 could be covered by 0000-
5BH7 using a case-sensitive alpha-numeric character set. 

The REFERER Field 
 
251. Most current generations of client web browsers are configured to send 

HTTP REFERER information to the web server by default.  The 
REFERER is a field contained within the header of the browsers 
request.  An example of a typical browser request is: 
 
GET /nwshp?hl=en&tab=wn&ie=UTF-8&oe=UTF-8&q= HTTP/1.0 
Accept: image/gif, image/x-xbitmap, image/jpeg, image/pjpeg, */* 
Referer: http://www.google.com/ 
Accept-Language: en-gb 
Proxy-Connection: Keep-Alive 
User-Agent: Mozilla/4.0 (compatible; MSIE 6.0; .NET CLR 1.1.4322) 
Host: www.google.com 
Cookie: PREF=ID=3d2444fa3bc8e1ed:TM=1075111631:LM=1075111631:S=sItgtnxxlLZWFs 
Content-Length: 0 

 
 This REFERER information can be useful in web application security 

design, but can also increase certain risks. 
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 Advantages: 
 

• Referencing the REFERER field with each browser request 
can be used to validate the path and method application 
users have taken to reach each page.  Therefore this 
information could be used to identify unauthorised direct 
access (such as a saved favourite or access through a third-
party site such as a public search engine). 

 
• Client-modified connections could also be identified (e.g.  

saving the HTML data locally, editing it to bypass any 
security features, and submitting it will normally result in the 
REFERER containing client directory information or will be 
blank). 

 
• The REFERER field can be useful for logging previous 

access points (such as search engines and their search 
strings) and analysing marketing campaigns or customer 
sectors. 

 
 Disadvantages: 

 
• The REFERER field is not guaranteed to be contained within 

the header requests.  Some browsers allow users to stop 
sending REFERER information, and many proxy servers or 
border gateways can be configured to remove the 
information. 

 
• If your application presents any confidential or time sensitive 

information in the URLs, as the client navigates to an 
external site this information may be observed and captured 
by an external site. 

 
• REFERER fields containing session information are often 

exposed and easy prey to successful cross-site scripting 
attacks. 

 
252. For most secure web-based applications, it is not possible to rely 

upon the REFERER field for any security validation or integrity 
checks.  In addition, it is important that developers be aware of the 
possible information leakage from their own application as users 
navigate to third-party sites.  Developers of applications relying upon 
session information contained with the URL, URLs that reference 
user credentials, or obscured site components, should note that this 
information can be easily observed and logged and should seek to 
avoid such information leakage by recoding the application. 
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Load Balanced Hosts and Sharing Information 
 
253. Load balancers are designed to keep multiple network servers 

operating at optimal levels.  They are used to keep up with growing 
traffic demands, reduce single points of failure and increasing 
performance by distributing load.  Load balancers can also include 
features such as application level routing, content management and 
security. 

Persistence, ‘Sticky’ 
 

254. An implementation feature known as ‘sticky’ or persistence is used to 
handle applications that require the traffic to keep going to the same 
server that was initially targeted.  Even though the load balancer has 
several systems to choose from, it always directs a particular user’s 
traffic going to the same server.  Typically applications such as web 
stores require an option like this since some information may only be 
stored on one specific machine. 

Stateful Fail-Over 
 

255. A fail-over scenario could mean that all the active TCP connections are 
reset and TCP sequence number information is lost.  This would result 
in the transmission being interrupted in what could be a critical part of 
an operation.  To remedy this and to be able to keep a session active 
during a fail-over, some vendors have implemented ‘stateful fail-over’.  
This keeps all the vital session information on both an active and a 
stand-by unit.  This will allow the service to function completely 
uninterrupted since if the active unit fails, the stand-by unit will have all 
the information.  Any TCP session or persistence data is shared in 
between the systems to minimise the impact of a fail-over.  This will 
allow transmission to continue without a user noticing the fail-over.  
Cookie table information and/or TCP sessions need to be mirrored to 
accomplish this. 

Requirements for Proxy 
 

256. A load balancer or any type of proxying must obey certain rules for a 
web application to function properly through it.  The following things 
are required as described in RFC 2965: 

 
• Honour requests from the cache, if possible, based on cache 

validity rules. 
 
• Pass along a Cookie request header in any request that the 

proxy must make of another server. 
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• Return the response to the client.  Include any Set-Cookie 
response header. 

 
• Cache the received response subject to the control of the 

usual headers, such as Expires, Cache-control: no-cache, 
and Cache-control: private, 

 
• Cache the Set-Cookie subject to the control of the usual 

header, Cache-control: no-cache="set-cookie".  (The Set-
Cookie header should usually not be cached.) 

 
257. Proxies must not introduce Set-Cookie (Cookie) headers of their own 

in proxy responses (requests).    Some other things to consider: 
 
• When caching HTTP, as a proxy server might do, the Set-

cookie response header should never be cached.   
 
• If a proxy server receives a response which contains a Set-

cookie header, it should propagate the Set-cookie header to 
the client, regardless of whether the response was 304 (Not 
Modified) or 200 (OK).   

 
258. Similarly, if a client request contains a Cookie: header, it should be 

forwarded through a proxy, even if the conditional If-modified-since 
request is being made. 

Handling Sessions 
 

259. We are going to take a look at two different network architectures to 
establish where session handling should be implemented in a 
environment with load balancers and multiple web servers and 
databases. 

 
260. Web farms are more then one Web server serving the same 

information with the same domain name.  Each machine has a 
separate IP address, but the domain name server uses a technique 
called round-robin to give clients a different IP with every request.  
Because the clients receive a different IP for every request they are 
directed to a different server for each page.  Web farms distribute the 
requested load across multiple machines making the site appear 
faster.   

 
261. Session variables that are set on one machine are not the same on 

another machine in the web farm.  For this reason you can not use 
session variables in a web farm.  However, instead of session 
variables you can use a cookie which is a primary key to a database 
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that stores the state information for the user.  As long as all the 
machines in the web farm are writing to the same database server you 
can share state information between all the machines in a web farm.  
And because each machine has the same domain name, the client 
returns the same cookie to each system.  The different options when is 
comes to sessions handling in these scenarios are: 

 
• Have "sticky sessions" enabled on the Load Balancer, so 

once it has chosen a server, it sends subsequent requests 
for that session to the same server. 

 
• Keep state on the web servers? 
 
• Store session state in a backend database.  This is the only 

thing that is shared in between all the web servers. 
 

 
262. In a scenario like the one illustrated above, the load balancer and the 

database server are single points of failure.  Either way, the session 
credentials should be stored on the load balancer or database server.  
It is theoretically possible to track the session state on the web server 
although this could present a few problems. 

 
263. If the load balancer is used with ‘sticky’ sessions then when a new 

session occurs it will go to the server with the fewest connections.  
Bring a new system into your server farm and it will get all the new 
sessions until the load is evenly distributed, assuming an intelligent 
load balancer is used.  But it is generally preferable to store the 
session credentials in the back-end database.  This is practical since 
no persistence or ‘sticky’ setting needs to be in place.  This also allows 
the load balancer to choose the least busy server whenever needed.  It 
also allows for a web server failure since all relevant details are stored 
in the database.  Disadvantages with the storing the credentials in the 
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database include the fact that the database always has to be queried – 
reducing the overall speed of the application. 

 

 
264. In the above architectural design, there is no single point of failure.  If a 

load balancer fails, whichever implementation is used the infrastructure 
and application should still be functional.  Load balancer and database 
servers can synchronize information in between so during a failure in 
one of the ‘legs’ the other one can handle all the connections. 

 
265. Synchronization of the data in between the databases can be 

performed so if a connection gets torn down for any reason, hopefully 
data has been saved in the database and synchronized with its peer 
database.  This allows for switching of load balancer and web server in 
case of failure at either point. 

 
266. In a scenario when a database fails to function, at least one ‘leg’ of the 

network can be up and running. 

IP Addresses and Proxies 
 
267. With each request to the web application, it is possible to identify the IP 

address of the client browser host.  Some applications make use of 
this information as part of their security or validation processes.  There 
are multiple ways of implementing this process, each with a number of 
reliability issues.  In general, web-based applications should not rely 
upon IP address information for any session handling routines. 
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IP Addresses 
 

268. When reviewing the implications of using IP address information as 
part of the security mechanisms of the web application, developers 
should be aware of the following: 

 
• IP addresses can be represented in multiple formats that 

may be easier to store and reference within the application, 
or for obscuring if visible by the client browser. 

 
• If the client is using a proxy server or a NAT firewall, the 

client IP address observed will be that of the proxy or 
firewall. 

 
• Home users may be subject to DHCP negotiation of IP 

addresses.  Therefore the IP address of the client could 
change for a number of reasons at any time. 

 
• While it is possible to hijack or spoof IP addresses within 

ideal corporate environments, it is much harder to do so with 
distributed Internet clients. 

Other Representations of an IP Address  
 

269. Depending on the application interpreting an IP address, there may be 
a variety of ways to encode the address other than the classic dotted-
decimal format.  Alternative formats include:  

 
• “Dword” - meaning double word because it consists 

essentially of two binary "words" of 16 bits; but it is 
expressed in decimal (base 10),  

 
• “Octal” - address expressed in base 8, and  
 
• “Hexadecimal” - address expressed in base 16.   

 
270. These alternative formats are best explained using an example.  

Consider the URI http://www.ngssoftware.com/, which resolves to 
213.48.14.45.  This can be interpreted as:  

 
• decimal – http:// 213.48.14.45/  
 
• “dword” – http:// 3576696365/  
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• “octal” – http://0325.0060.0016.0055/  
 
• “hexadecimal” – http://0xD5.0x30.0x0E.0x2D/ or 

http://0xD5300E2D/  
 

In some cases, it may be possible to mix formats (e.g.  
http://0325.0x30.14.0x2D).   

 
271. Further representations of the dot-less “Dword” IP address can be 

achieved by adding multiples of 4294967296.  For example, the 
following addresses all resolve to 213.48.14.45:  

 
• 3576696365 
• 7871663661 
• 12166630957 
• 16461598253 

IPv6 Addressing  
 

272. IP version 6 (IPv6) is a new version of the Internet Protocol designed 
as a successor to IP version 4 (IPv4) (for information on IPv4 visit 
http://www.ietf.org/rfc791, and http://www.ietf.org/rfc/rfc1883.txt for 
IPv6).  The most interesting change lies in the increase in the IP 
address size from 32 bits to 128 bits, and the associated changes in 
representing this addressing.  There are three conventional forms for 
representing IPv6 addresses as text strings:  

 
• The preferred form is x:x:x:x:x:x:x:x, where the 'x's are the 

hexadecimal values of the eight 16-bit pieces of the address.  
It is not necessary to write the leading zeros in an individual 
field.   

 
• Due to some methods of allocating certain styles of IPv6 

addresses, it will be common for addresses to contain long 
strings of zero bits.  In order to make writing addresses 
containing zero bits easier a special syntax is available to 
compress the zeros.  The use of "::" indicates multiple 
groups of 16-bits of zeros.  The "::" can only appear once in 
an address.  The "::" can also be used to compress the 
leading and/or trailing zeros in an address.   

 
• An alternative form that is sometimes more convenient when 

dealing with a mixed environment of IPv4 and IPv6 nodes is 
x:x:x:x:x:x:d.d.d.d, where the 'x's are the hexadecimal values 
of the six high-order 16-bit pieces of the address, and the 
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'd's are the decimal values of the four low-order 8-bit pieces 
of the address (standard IPv4 representation).   

 
273. This formatting of IPv6, and support for IPv4 addresses, enables an IP 

address to be further obscured to a casual observer and many 
automated detection systems that do not correctly identify and process 
IPv6 formatted requests.  It is worth noting that, when using an IPv6 
address in a URL, the literal address should be enclosed in "[" and "]" 
characters. 

Proxies and Firewalls 
 

274. Clients accessing an application through proxy servers or firewalls will 
inherit a different IP address – not their local client host.  Therefore any 
client-side validation of IP address may fail when comparing local with 
observed IP address details.   

 
275. Depending upon the application, this IP address validation (such as 

through the use of client-side java components) may be useful in 
identifying such hosts and responding accordingly.  For instance, if the 
application is for internal users or only via a VPN, local client IP 
address validation is likely to be useful when trying to identify any form 
of session handling (subject to intentional session ID manipulation) 
linked to IP address.  For clients accessing a web-based application 
via a proxy server or firewall with NAT, developers should be aware 
that the IP address identified at the server-side may be shared by 
multiple users.   

 
276. If application users are accessing the Internet via large ISP’s such as 

AOL, their access will be via load-balanced proxy servers.  As such, 
their IP address may change at any time. 

Reverse Lookup 
 

277. As a part of session handling and session validation, it may be 
possible to use reverse lookup procedures to increase security.  By 
linking an external users account to a specific domain (e.g.  someone 
at “.trusted.net”), a reverse lookup of their inbound access IP address 
when connected to the application could be used to validate that they 
are accessing the application from a trusted source.  Alternatively, 
reverse lookup could be used on the IP address to identify popular 
ISP’s or internet café sites and automatically require the client to 
undertake additional security validation processes etc. 
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Session Timeouts 
Length of Session Validity  

 
278. For secure applications all session information should be time limited 

and should allow for client-side cancellation or server-side revocation.    
Again, when dealing with the possibility of shared client computers, it is 
extremely important that there is a limited lifetime (or period of 
inactivity) after which the session will automatically expire.  The expiry 
time should be kept to a minimum, and is dependent upon the nature 
of the application.  Ideally the application should be capable of 
monitoring the period of inactivity for each session ID and be able to 
delete or revoke the session ID when a threshold has been reached.   

 

 

Handling Session Revocation 
Client Cancellation 

 
279. Many web applications fail to allow for client-side cancellation such as 

“log-out”.  If the intention is to allow users to interact with the 
application from anywhere, including Internet Cafes, organisations 
need to be aware that other users can use the same machine and 
trawl through the “history” and cached page information.  If the session 
has not been cancelled, it is a trivial exercise for the next user of the 
computer to “resume” the last connection. 



National Infrastructure Security Co-ordination Centre 
 
 

108 
 

Revocation 
 

280. In some circumstances it may be necessary to cancel an session at 
the server-side.  Likely events include when the user leaves the 
insecure part of the application and enters the secure part with a new 
session ID.  Alternatively, should some kind of attack be recorded by 
the server, it would be advisable to revoke the session associated with 
the attacker’s system.   

Session ID Portability 
 
281. When using session IDs, one has to consider when and why they 

should be reissued.  Session IDs that are not reissued often enough 
could potentially be guessed or brute-forced by an attacker to gain 
access to a logged on users session.  Session IDs can also be logged 
or cached in proxy servers and firewalls.  These can be broken into by 
an attacker and this could potentially be exploited if the session has 
not expired on the server.  There are several ways an attacker could 
potentially gain access to session credentials, and therefore it is vital 
that session information is reissued at significant stages during 
transmissions. 

Session Transport Change 
 
282. When a session is established over an unsecured channel (HTTP), 

and the application needs to switch to a secure channel (HTTPS), it is 
vital that the session ID is reissued.  The reason for this is that during 
the unsecured communications a third-party might have been 
eavesdropping and intercepted sensitive session credentials.  If the 
credentials are not reissued over a secure channel then a third-party 
could gain unauthorised access by impersonating the user via a replay 
or hijacking attack. 

Session Re-authentication 
 
283. All critical user interaction should require the user to re-authenticate or 

to be reissued a new session token prior to completion of significant 
actions.  This is important to alleviate the risk of intercepted credentials 
being used for unauthorised access. 

Maintaining State 
 
284. Currently, HTTP servers respond to each client request without relating 

that request to previous or subsequent requests; the technique allows 
clients and servers that wish to exchange state information to place 
HTTP requests and responses within a larger context, which we term a 
"session".  This context might be used to create, for example, a 
"shopping cart", in which user selections can be aggregated before 
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purchase, or a magazine browsing system, in which a user's previous 
reading affects which offerings are presented.  There are, of course, 
many different potential contexts and thus many different potential 
types of session.  The designers' paradigm for sessions created by the 
exchange of cookies has these key attributes: 

 
• Each session has a beginning and an end. 
 
• Each session is relatively short-lived. 
 
• Either the user agent or the origin server may terminate a 

session. 
 
• The session is implicit in the exchange of state information. 

 
285. What if a user is using an application that is visiting different sub 

domains or even different domains?   When multiple domains and 
cookies are in use, the DOMAIN and EXPIRES cookie properties 
needs to be used to get different sub domains and domains to 
interoperate. 

 
286. Let’s say a cookie is generated by update.example.com without 

specifying the DOMAIN property.  The cookie can only be read from 
the sub domain on which it was created.  A sub-domain is a subset of 
the main domain that has a separate IP.  Trying to use the cookie with 
www.example.com will result in failure, even though it works from the 
original page.  In contrast, specifying the domain example.com allows 
the cookie to be read from either sub domain.  We are going to use the 
following domain names to demonstrate: 
 
intra.example.com 
update.example.com 
update.example1.com 

 
287. If a cookie is set from intra.example.com without specifying the 

DOMAIN property, it will only be valid for that specific domain name.  
To be able to switch in between sub domains, the DOMAIN property 
has to be set like following: 

 
domain=.example.com 

 
288. By setting the DOMAIN property for the cookie like above you instruct 

the browser that the cookie is valid for cookie to all sub domains.  This 
will allow the cookie to keep state in between intra.example.com and 
update.example.com.  If it is necessary to keep state with cookies in 
between domains, such as update.example.com and 
update.example1.com, then one of the domains will issue the cookies 
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and the other domain will ask the first domain what cookie should be 
issued to the client.  This is tricky to implement and is best done with 
custom written code. 

Common Session Failings 
 
289. While web based session management is important for tracking users 

and their navigation throughout an application, the most critical use is 
to maintain the state information of an authenticated user as he carries 
out his allowed functions.  For online banking and retail environments, 
using an appropriately strong session management method is crucial 
to the success of the organisation.  This section details some of the 
most common failings and assumptions that have been made.   

Predictable Session IDs  
 
290. The most common flaw in session ID usage has always been 

predictability.  As discussed earlier, the two causes are a lack of 
randomness, or length, or both.   

 
• Sequential allocation of Session IDs – Each visitor to the site 

is allocated a session ID in sequential order.  Thus, by 
observing your own session ID information, the simple 
practice of replacing it with another value a few iterations up 
or down will allow the attacker to impersonate another user.   

 
• Session ID values are too short – The full range of valid 

session IDs could be covered during an automated attack 
before there is time for the session to expire.   

 
• Common hashing techniques – While many commercial web 

services have built-in functions for calculating hashed 
information, these mechanisms are well known and available 
for reproduction.  A hashing function will indeed create a 
session ID value that appears to be unique and great care 
should be taken to ensure that predicable information is not 
used in the generation of the hash.  For example, there have 
been cases where the “unique” hash was based upon the 
local system time, and the IP address of the connecting host.  
Using the same hashing function, the attacker would be able 
to pre-calculate a large number of time dependent hashes 
for a popular internet portal or proxy service (i.e.  AOL), and 
use them to brute force any existing session from that 
service.   

 
• Session Obfuscation – This is the use of a custom method of 

obscuring data and using it for session management.  It is 
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never a sound idea to include client or other confidential 
information within a session ID.  For example, some 
organisations have even tried encoding the user’s name and 
password within the session ID using a shifted Unicode and 
hexadecimal representation of the information.   

Insecure Transmission  
 
291. For banking and retailing applications it is crucial that all confidential 

material and session information be transmitted securely and not 
vulnerable to observation or replay attacks.  Unfortunately many 
commercial packages have failed in the past to secure the integrity of 
their session management due to insecure transmission.   

 
• Use encryption when sending session information - As 

mentioned earlier, there are a lot of instances where a user's 
connection to the application server will be logged if not sent 
over an encrypted channel, such as HTTPS.  This is 
particularly important for applications that require high a 
degree of confidentiality.  If using the cookie method for 
managing session IDs, organisations should note that the 
client browser will submit the session ID with every request 
(this includes pages and graphics) and may even submit it to 
other servers within the same domain – which may or may 
not be done over a secure data channel.   

 
• Use different session IDs when shifting between secure and 

insecure application components – As a new user navigates 
the web application as a “guest”, use a different session ID 
to that which would be allocated in the secure part of the 
application.  Never use the same session ID information in 
the authenticated and unauthenticated sections of the web 
application.  Again, ensure that the session ID to be used in 
the secure part of the web application is not predictable and 
based on the previous ID.   

Session Verification  
 
292. The processes for handling and manipulating session ID information 

must be robust and capable of correctly handing attacks targeting the 
content within.   

 
• Session ID Length - Ensure that the content of the session 

ID is of the expected size and type, and that the quality of 
the information is verified before processing.  For instance, 
be capable of identifying over-sized session IDs that may 
constitute a buffer overflow type attack.  Additionally, ensure 
that the content of the session ID does not contain 
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unexpected information – for example, if the session ID will 
be used within the application’s backend database, care 
should be taken that the session ID does not contain 
embedded data strings that may be interpreted as an 
extension to the 'Select' SQL query. 

   
• Source of the Session ID – When using the HTTP POST 

method for communication session information, ensure that 
the application is capable of discerning whether the session 
ID was delivered to the application from the client browser 
through the HTTP POST method, and not through a 
manipulated GET request.  Converting HTTP POST into a 
GET request is a common method of conducting cross-site 
scripting attacks and other distributed brute force attacks. 

Extreme Session Management 
 
293. Depending upon the application’s purpose, various methods of 

implementing session handling are available to developers and some 
may be more applicable than another.  For applications requiring the 
maximum level of session handling security, options are limited, and 
require a mix of methods described earlier in this document.  The 
following example currently represents one of the most secure 
methods of handling sessions, but is complex and difficult to implement 
successfully.  The method relies upon three sources of session ID 
information.  This information is held within the URL, the HTTP 
REFERER field and cookies. 

 
294. When a client initially connects to the application as a guest, they are 

assigned a unique personal identifier (ID1), and this information is then 
embedded within the URL that they are redirected to.  Also contained 
within the URL is a random identifier for the viewed page (ID2).  A third 
personal identifier (ID3) is delivered as a session cookie, with a lifetime 
of the open client browser (i.e.  the session cookie is held in memory – 
if the browser window and any child windows are closed, the 
information is lost).  If the application server registers no activity from 
the client browser, the session information of ID3 is revoked. 

 
1) Client connects to the site www.example.com over HTTP.  

 
 http://www.example.com/ 

 
2) The Client is automatically redirected through a server-side 

redirect to the home page with a URL containing the unique 
session information - ID1 (user = ID93x7HeT7P4a9) and ID2 
(current page = 3789264). 
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http://www.example.com/page.jsp?user=ID93x7HeT7P4a9;cpage=3
7894 

 
3) Within the HTTP server response, a session cookie is 

delivered (user track = UT23dWT3nQi7n4). 
 
Set-Cookie: UserTrack=" UT23dWT3nQi7n4"; path="/"; 
domain="www.example.com"; expires="2000-01-01 00:00:00GMT"; 
version=0 

 
Within the page presented to the client, there will be many 
hyperlinks to other content pages within the application.  
Each link has been dynamically generated to include the 
client ID1, and a randomly generated (but catalogued) page 
identifier.  As the unauthenticated user moves throughout 
the site, the current page identifier will change while ID1 and 
ID3 remain static.  ID3 will change when the user is 
successfully authenticated. 

 
For pages containing user information submission areas, all 
HTML forms have hidden fields which include both ID1 and 
ID2.  If the submitted information is likely to contain ANY 
confidential or personal information, the submission MUST 
be made securely over HTTPS. 

 
4) Within the page, each hyperlink is uniquely addressed and 

contains an associated random identifier. 
 

<a href="/page.asp?user=ID93x7HeT7P4a9;npage=8777623">Link 
1</a> 
<a href="/page.asp?user=ID93x7HeT7P4a9;npage=6319632">Link 
2</a> 
<a 
href="/subs/page.asp?user=ID93x7HeT7P4a9;npage=6349671">Lin
k 3</a> 

 
5) Within a page containing a user submission area, the form 

may look like the following (note that the ACTION specifies 
both HTTPS and the full URL):  

 
<FORM METHOD=POST 
ACTION="https://www.example.com/post/page.asp"> 
<INPUT TYPE="hidden" NAME="user" VALUE="ID93x7HeT7P4a9"> 
<INPUT TYPE="hidden" NAME="cpage" VALUE="3789264"> 
<INPUT TYPE="text" NAME="data" MAXLENGTH="100"> 
<INPUT TYPE="submit" NAME="Send Data"> 

 
6) All pages or data submissions by the client browser will 

include the session cookie information (ID3). 
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7) The application must take the each identifier (ID1, ID2 and 
ID3) and check to see if they are valid for the client request, 
and that they have not timed out or been revoked.  If this 
information is NOT correct, the client is redirected to the 
application’s first page with all new identifiers (ID1, ID2 and 
ID3) and all previous ID information is revoked. 

 
8) When the client browser submits a request or follows a 

hyperlink, a HTTP REFERER value is included.  This value 
represents the URL that was previously presented to the 
client browser.  The application should verify that ID2 within 
the REFERER URL is the correct precursor to the newly 
requested page (npage=).  If not, the client browser has not 
followed the correct path to request the new page, and may 
be indicative of an attack in progress. For example, the 
correct sequence to reach page 2 from the initial page is by 
following "link 1".  Therefore, the request for the page: 
 
http://www.example.com/page.asp?user=ID93x7HeT7P4a9;npage=8
77723  
 

must contain  
 
http://www.example.com/page.jsp?user=ID93x7HeT7P4a9;cpage=3
789264  
 

in the HTTP REFERER field. 
 

9) If the identifiers are valid and correct, a new page is 
presented.  ID2 is updated (e.g.  current page = 8777623), 
while ID1 and ID3 remain the same.  
 
http://www.example.com/page.jsp?user=ID93x7HeT7P4a9;cpage=8
777623 

 
10) The returned page contains new random identifiers for all 

hyperlinks.  There should be a link to go "back" to the 
previous page.  However, the previous page will have been 
assigned a new random identifier.  The client browsers 
"Back" button will no longer work.  For example: 
 
Original Page 1 was 
http://www.example.com/page.jsp?user=ID93x7HeT7P4a9;cpage=3
789264 
 
Page 2 is 
http://www.example.com/page.jsp?user=ID93x7HeT7P4a9;cpage=8
777623 
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to return to Page 1, the URL may be –
http://www.example.com/page.jsp?user=ID93x7HeT7P4a9;cpage=7
322641 
 
 
When the application requires the user to authenticate, all 
data submission MUST be over an encrypted session such 
as HTTPS.  If the user is successfully authenticated, a new 
session cookie (ID3) is issued, and the previous session 
cookie information is revoked at the server.  All 
communication there after (until the user decides to "logout") 
must be over HTTPS. 

 
11) If the user successfully authenticates with the application, 

the previous session cookie (ID3) is revoked and a new ID3 
is issued through the now encrypted HTTPS session. 

 
12) The application must be able to associate ID3 with the type 

of communication (i.e.  HTTP or HTTPS), and immediately 
revoke all session information (ID1, ID2 and ID3) if the new 
ID3 is used to access non-secure application resources.  
The use of revoked or inappropriate session information 
should result in the client browser being redirected to the 
start page and issued with all new session identifiers as 
previously discussed. 

 
13) Again, just like the unsecured parts of the application, all 

pages passed to the client in the authenticated and secure 
part of the application should have randomly generated page 
identifiers. 

 
14) The user must have the facility to "logout" and cancel their 

session.  Logging out results in the revocation of all session 
information and, if possible, the automatic closing of the 
client browser.  In addition, it is a good practice to ensure 
that both the HTML Meta tags associated with caching and 
HTTP caching options are set to expire in the past so that no 
page content should be stored on the client system. 

 
15) It is important to note that when utilising session information 

in the URL, it becomes nearly impossible to conduct any 
kind of URL embedded cross-site scripting attack.  By 
assigning unique random identifiers to each page and linking 
between pages with one-time identifiers, it is almost 
impossible for an attacker to conduct any brute force or 
repetitive attacks.  However, as this session method relies 
upon the use of session cookies, it will not work with client 
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browsers that have disabled cookies.  In some cases, a 
client browser page request may not contain any data in the 
HTTP REFERER field. 
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DATA VALIDATION 
 
295. Like all interactive applications, web-based applications are dependent 

upon the exchange of data between the client and the application 
server.  Many of today’s threats focus upon the manipulation of data 
submitted by the client to the server.  Ensuring that dedicated and 
robust mechanisms exist within the application for identifying and 
managing client data is another crucial element in developing a secure 
application. 

 
296. When an application blindly accepts data from any given source it is at 

risk of processing potentially outdated or fraudulent data.  Therefore, 
an application needs to recognise which, of many possible sources, is 
the single authority for data.  Understanding the authoritative source of 
data means recognising where an application’s data is coming from 
and knowing what extent to which it is possible to trust the validity of 
such information.  In short, application developers and designers 
should never make assumptions about the validity of unverified data or 
its origin. 

 
297. In most cases, determining the authoritative source of data will lie with 

the owner of the business process.  The owner understands better 
than the application designer or developer the purpose of the 
information in a larger context.  Information security groups and 
application designers, however, should still advise the business owner 
on the volatility and integrity of the data source(s) under consideration. 

Character Encoding Techniques 
 
298. An understanding of URL encoding techniques is required.  In many 

resources, various terms such as Unicode, web encoding, percent-
encoding, escape-encoding and UTF encoding are used 
interchangeably. 

URI Character Encoding Restrictions 
 
299. Uniform Resource Indicators (URI) are a compact string of characters 

for identifying an abstract or physical resource, typically a web based 
Uniform Resource Locator (URL).  Certain rules and standards have 
been established to ensure a constructed URI can be correctly 
interpreted by an application.   

 
300. Traditional web applications transfer data between client and server 

using the HTTP or HTTPS protocols.  There are essentially two 
methods in which a server receives input from a client; data can be 
passed in the HTTP headers (submitted through the cookie field, or the 
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post data field) or it can be included in the query portion of the 
requested URL.  When data is included in a URL, it must be specially 
encoded to conform to proper URL syntax.  The standard (rfc2396) 
defines the following classes of characters:  

 
• Unreserved – Data characters that do not have a reserved 

purpose.  These include upper and lower case characters, 
decimal digits, and a limited set of punctuation marks and 
symbols.   

 
• Reserved – Data characters that could conflict with the 

correct interpretation of a URI.  Refers to those characters 
that are allowed within a URI, but which may not be allowed 
within a particular segment of the generic URI syntax. 

 
Class Characters 
Unreserved a-z, A-Z, 0-9 and _ .  ! ~ * ' ( ) 
Reserved ; / ? : @ & = + $ , 

 
301. When dealing with IPv6, it is advised that to use a literal IPv6 address 

in a URL, the literal address should be enclosed in "[" and "]" 
characters.  If this is the case, it is recommended that the characters “[“ 
and “]” are moved from the “unwise” list to the reserved list (for more 
information, read “Format for Literal IPv6 Addresses in URL's” 
http://www.ietf.org/rfc/rfc2732.txt). 

Escaped-Encoding  
 
302. Escaped-encoding, or sometimes referred to as percent-encoding, is 

the accepted method of representing characters within a URI that may 
need special syntax handling to be correctly interpreted.  This is 
achieved by encoding the character to be interpreted with a sequence 
of three characters.  This triplet sequence consists of the percentage 
character “%” followed by the two hexadecimal digits representing the 
octet code of the original character.  For example, the US-ASCII 
character set represents a space with octet code 32, or hexadecimal 
20.  Thus its URL-encoded representation is %20.   

 
303. Applications may automatically escape reserved and unreserved 

characters, or automatically un-escape an escape-encoded sequence 
within a URI, if there is potential for it to be incorrectly interpreted by 
the remote application.  This conversion may be due to the position of 
the character or escape-encoded sequence within the URI.  For 
example, "%7e" is sometimes used instead of "~" in an http URL path, 
but the two are equivalent for an http URL.   
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304. Because the percent "%" character always has the reserved purpose 
of being the escape indicator, it must be escaped as "%25" in order to 
be used as data within a URI.  The RFC for URI encoding 
recommends that care should be taken not to escape or un-escape the 
same string more than once, since un-escaping an already un-escaped 
string might lead to misinterpreting a percent data character as another 
escaped character, or vice versa in the case of escaping an already 
escaped string.   

 
305. Unreserved characters can be escaped without changing the 

semantics of the URI, but this should not be done unless the URI is 
being used in a context that does not allow the un-escaped character 
to appear.  The standard (rfc2396) defines the following groupings of 
characters that must be escaped to be included within a URI.   

 
Grouping Characters 
Control <US-ASCII coded characters 00-1F and 7F hexadecimal> 
Space <US-ASCII coded character 20 hexadecimal 
Delims < > # % " 
Unwise { } | \ ^ [ ] ` 

Unicode-Encoding  
 
306. Unicode was developed in a direct response to problems associated 

with multiple language implementations of the ASCII character set.  
In the past, due to the limited size of the standard ASCII character 
reference table, different languages could use the same reference 
number for different characters, or the same character may have 
been represented by multiple reference numbers.  This led to various 
problems in the display and interpretation of data, as well as 
hundreds of different methods of encoding country specific 
characters.  These problems were further compounded by the 
necessity to reference an expanded array of commonly used 
punctuation and technical symbols.   

 
307. Unicode Encoding is a method of referencing and storing characters 

with multiple bytes by providing a unique reference number for every 
character no matter what the language or platform.  It is designed to 
allow a Universal Character Set (UCS) to encompass most of the 
world's writing systems.  Many modern communication standards 
(such as XML, Java, LDAP, JavaScript, WML, etc.), operating 
systems and web clients and web servers use Unicode character 
values.  Unicode (UCS-2 ISO 10646) is a 16-bit character encoding 
that contains all of the characters (216 = 65,536 different characters) 
in common use in the world's major languages.   

 
308. Unfortunately, the extended referencing system is not completely 

compatible with many old (albeit common) protocols and applications, 
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and this has led to the development of a few UCS transformation 
formats (UTF) with varying characteristics.  One of the most commonly 
used formats, UTF-8, has the characteristic of preserving the full US-
ASCII range.  It is compatible with file systems, parsers and other 
software relying on US-ASCII values, but it is transparent to other 
values.  Unicode basically has two parts: 

 
• UCS, or the Universal Character Set 
• UTF, or the Unicode Transformation Format 

 
309. There are several implementations of each.  There is a UCS-2 and a 

UCS-4, and each carries an implicit encoding, much as our code 
pages did.  Each of these can have an encoding called the Unicode 
Transformation Format applied and may be UTF-1, UTF-7, UTF-8, or 
UTF-16. 

 
• UTF-1 is now rarely used. 
 
• UTF-7 is used in SMTP and MIME and many legacy code 

bases.  It was designed to be mail safe, but there are some 
characters that are not validly transmitted with this 
encoding. 

 
• UTF-8 is backwards compatible with UTF-7, but is a far 

superior encoding and much more widely supported.  
However, UTF-8 is not a cure-all and is not wholly 
universal.  IIS 5.0 supports UTF-8 for Response.Write only, 
and the JavaScript pop-up alert does not support UTF-8 
content.  Because of these sorts of limitations, specific 
workarounds may be necessary for areas of the content, 
for example using <%@codepage%> in ASP if the string 
contains characters from code pages that might not be the 
default on the machine. 

 
• UTF-16 is not widely supported yet, but is becoming more 

widely used. 

UTF-8  
 
310. In UTF-8, characters are encoded using sequences of 1 to 6 octets.  

The only octet of a "sequence" of one has the higher-order bit set to 0, 
the remaining 7 bits being used to encode the character value.  In a 
sequence of n octets, n>1, the initial octet has the n higher-order bits 
set to 1, followed by a bit set to 0.  The remaining bit(s) of that octet 
contain bits from the value of the character to be encoded.  The 
following octet(s) all have the higher-order bit set to 1 and the following 
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bit set to 0, leaving 6 bits in each to contain bits from the character to 
be encoded.  The information below summarizes the format of these 
different octet types.  The letter x indicates bits available for encoding 
bits of the UCS-4 character value.   

 
311. UCS-4 range (hex.) UTF-8 octet sequence (binary)  
 

0000 0000-0000 007F 0xxxxxxx  

0000 0080-0000 07FF 110xxxxx 10xxxxxx  

0000 0800-0000 FFFF 1110xxxx 10xxxxxx 10xxxxxx  

0001 0000-001F FFFF 11110xxx 10xxxxxx 10xxxxxx 10xxxxxx  

0020 0000-03FF FFFF 111110xx 10xxxxxx 10xxxxxx 10xxxxxx 10xxxxxx  

0400 0000-7FFF FFFF 1111110x 10xxxxxx 10xxxxxx 10xxxxxx 10xxxxxx 10xxxxxx  

 
312. The UTF-8 translation has the following characteristics:  
 

• Character values from 0000 0000 to 0000 007F (US-ASCII 
repertoire) correspond to octets 00 to 7F (7 bit US-ASCII 
values).  A direct consequence is that a plain ASCII string is 
also a valid UTF-8 string.   

 
• The first octet of a multi-octet sequence indicates the 

number of octets in the sequence.   
 
•  The octet values FE and FF never appear.   
 

313. At the application level, earlier versions of HTML allowed the entire 
range of the ISO-8859-1 (ISO Latin-1) character set; the HTML 4.0 
specification expanded to permit any character in the Unicode 
character set.   

 
314. This encoding scheme may not seem overly clear, therefore consider 

the character “.” (dot) with the UCS-4 hexadecimal value of 0000 002E 
(which is 2E in US-ASCII).  In UTF-8 encoding, this value can be 
represented in 6 different ways:  

 
2E (00101110)  

C0 AE (11000000 10101110)  

E0 80 AE (11100000 10000000 10101110)  

F0 80 80 AE (11110000 10000000 10000000 10101110)  

F8 80 80 80 AE (11111000 10000000 10000000 10000000 10101110)  

FC 80 80 80 80 AE (11111100 10000000 10000000 10000000 10000000 10101110)  

 
315. Thus, the character may be represented with two bytes (C0 AE) by 

utilising the second UTF-8 level, three bytes (E0 80 AE) by utilising the 
third UTF-8 level, and so on to 6 bytes as indicated above. 
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%u Encoding  
 
316. An application that supports %u encoding gains the ability to represent 

the full range of Unicode character strings, beyond those normally 
available through escape-encoded UTF-8.  At the present time, %u 
encoding is not a recognised standard.  However, Microsoft’s IIS Web 
server supports %u encoding.   

 
317. The %u encoding schema takes the form “%u0061” for UTF-8 

character “a”, where the value after %u is the full Unicode value of the 
character.  As previously discussed, the Unicode language code for 
UTF-8 is 00.  Thus, for comparison, the character “Δ” under Basic 
Greek (03) would be represented as %u0394, and the character “♂” 
under Miscellaneous Symbols (26) would be represented by %u2642.   

Canonical Equivalence 
 
318. There are a number of cases in Unicode where the same sequence of 

characters are canonically equivalent; they are essentially the same 
character but can be represented in different ways.  For example, the 
single quote or apostrophe character can be represented through 
multiple equivalent Unicode representations. 

 
Character Canonical 

Equivalence 
‘ %u0027 

%u02B9 
%u02BC 
%u02C8 
%u0301 
%u066C 
%u2018 
%u2019 
%u2032 
%uFF07 

 
319. Depending upon the application component, the canonical equivalent 

character may be used to bypass certain code submission validation or 
signature matching routines.  For instance, this may be used to bypass 
IPS systems.  In terms of web application development, there are three 
fundamental levels of Unicode support that can be offered by regular 
expression engines: 

 
• Level 1: Basic Unicode Support.  At this level, the regular 

expression engine provides support for Unicode characters 
as basic logical units.  (This is independent of the actual 
serialization of Unicode as UTF-8, UTF-16BE, UTF-16LE, 
UTF-32BE, or UTF-32LE.) This is a minimal level for useful 
Unicode support.  It does not account for end-user 
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expectations for character support, but does satisfy most 
low-level programmer requirements.  The results of regular 
expression matching at this level are independent of country 
or language.  At this level, the user of the regular expression 
engine would need to write more complicated regular 
expressions to do full Unicode processing.   

 
• Level 2: Extended Unicode Support.  At this level, the 

regular expression engine also accounts for default 
grapheme clusters (what the end-user generally thinks of as 
a character), better detection of word boundaries, and 
canonical equivalence.  This is still a default level—
independent of country or language—but provides much 
better support for end-user expectations than the raw level 1, 
without the regular-expression writer needing to know about 
some of the complications of Unicode encoding structure.   

 
• Level 3: Tailored Support.  At this level, the regular 

expression engine also provides for tailored treatment of 
characters (including country- or language-specific 
behaviour), for example, where the characters ch can 
behave as a single character (in Slovak or traditional 
Spanish).  The results of a particular regular expression 
reflect the end-users expectations of what constitutes a 
character in their language, and what order the characters 
are in.  However, there is a performance impact to support at 
this level. 

 
Note: Unicode is a constantly evolving standard: new characters will be 
added in the future.  This means that a regular expression that tests 
for, say, currency symbols will have different results in Unicode 2.0 
than in Unicode 2.1 (where the Euro currency symbol was added.) 

Validation Strategies 
 
320. The best practice is to strip unwanted characters, invisible characters 

and HTML tags from user input.  When stripping unwanted characters, 
the safest way is to check the input against a list of valid characters, 
not a list of invalid ones, because it is too difficult to determine all 
possible malicious characters...  just when you think you've thought of 
them all, a cracker invents an unexpected attack like "poisoned null" 
characters described below.  It's also easier to simply check input 
against a list of characters A−Z and 0−9. 

 
321. All input should be sanitized, not just selected fields.  All input can 

potentially percolate through to unexpected places.  Even if you're 
certain a particular input field cannot cause problems now, it might 
become possible in future revisions of the application.  Rather than try 
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to guess what input could be dangerous, it's simpler and more effective 
to just sanitize all input immediately when received from the browser. 

 
322. It's simple to strip unwanted characters from a string.  However, input 

from web applications is not always plain ASCII or UTF−8.  Characters 
in HTML form fields, cookies and CGI query strings can also be 
expressed as HTML Character Entities.  For example, the symbol < 
("less than") can be input using the HTML Entity code &lt; or in numeric 
format as &#60;. 

 
323. Stripping ampersand (&) and semicolon (;) characters from input will 

disable such attempts to bypass input filters, but if the web application 
requires those characters it is best to decode all HTML character 
entities in all client submissions to their corresponding characters 
before stripping.  The Perl module HTML::Entities will do that for you.  
If your web application is written in Perl using the CGI.pm library, all 
form input fields can be sanitized at the beginning of the program with 
a routine similar to the following: 
 
use HTML::Entities (); 
use CGI qw/:standard/; 
$ok_chars = 'a−zA−Z0−9 ,−'; 
foreach $param_name ( param() ) { 
$_ = HTML::Entities::decode( param($param_name) ); 
$_ =~ s/[^$ok_chars]//go; 
param($param_name,$_); 
} 

 
324. The above converts HTML character entities to plain characters then 

silently removes all characters except the ones listed in $ok_chars 
from all HTML form input fields collected by CGI.pm.  This method 
cripple’s shell meta characters, the poisoned NULL attack, disables 
HTML tags and defeats attempts to hide meta characters using HTML 
entities. 

 
325. The above code snippet works well, but instead of silently stripping 

input a more thorough solution would be to raise an alarm for the 
system administrator.  When invalid characters are detected, it would 
be better to alert a system administrator and log the error and IP of the 
user to a file.  Then you would know when potential crack attempts are 
made and by whom. 

 
326. If an application allows users to add content to dynamic web pages, 

the server no longer has control over how it handles the data.  There is 
a danger that the user-submitted content will attack the server-side 
code or it will be rendered on another client's computer that views that 
content.  It is important that all client data as treated as untrustworthy, 
and that the application render user-submitted data harmless before 
including it in a servlet or JSP components.   
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327. For example, if you let users add comments to your website, you 
should use code that strips out special characters used by HTML and 
JavaScript and replace them with their HTML equivalent entities.  
Ideally any HTML code posted by one user should be rendered safely 
in the client browser and not interpreted by the web application.  The 
following example code searches the client input for <, >, &, and " 
characters, and replaces them with the HTML entities that represent 
these characters:  
 
... 
public static final char lt = '<'; 
public static final char gt = '>'; 
public static final char amp = '&'; 
public static final char quot = '"'; 
... 
filteredHTML = htmlCodeFormat(rogueHTML); 
... 
public String htmlCodeFormat(String filteredHTML) { 
  int thisHtmlLength = filteredHTML.length(); 
  StringBuffer thisText = new StringBuffer(Math.round(thisHtmlLength * 1.5f)); 
  for(int count = 0; count <thisHtmlLength; count++) { 
    char thisChar = filteredHTML.charAt(count); 
    switch (thisChar) { 
      case lt: 
        thisText.append("&lt;"); 
        break; 
      case gt: 
        thisText.append("&gt;"); 
        break; 
      case amp: 
        thisText.append("&amp;"); 
        break; 
      case quot: 
        thisText.append("&quot;"); 
        break; 
      default: 
        thisText.append(thisChar); 
        break; 
    } //end switch 
  } //end for 
  return thisText.toString(); 
} 
... 

 
328. The following table lists and identifies the most common dangerous 

characters that may be used to attack certain aspects of a web-based 
application.  Any character parsing routine must ensure that these 
characters are correctly handled.  If a particular character is genuinely 
required for application functionality, extra safeguards must be 
installed to protect against misuse of the character. 

 
Description  Char Hex Character 

Reference 
Entity Name 

null  NUL      ^@ 00 &#000  
start of heading SOH ^A 01 &#001  
start of text STX ^B 02 &#002  
end of text ETX ^C 03 &#003  
end of transmission EOT ^D 04 &#004  
Enquiry ENQ ^E 05 &#005  
Acknowledge ACK ^F 06 &#006  
Bell BEL ^G 07 &#007  
Backspace BS ^H 08 &#008  
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Description  Char Hex Character 
Reference 

Entity Name 

horizontal tab HT ^I 09 &#009  
line feed, new line LF, NL ^J 0A &#010  
vertical tab VT ^K 0B &#011  
form feed, new page FF, NP ^L 0C &#012  
carriage return CR ^M 0D &#013  
shift out SO ^N 0E &#014  
shift in SI ^O 0F &#015  
data link escape DLE ^P 10 &#016  
device control 1 DC1 ^Q 11 &#017  
device control 2 DC2 ^R 12 &#018  
device control 3 DC3 ^S 13 &#019  
device control 4 DC4 ^T 14 &#020  
negative acknowledge NAK ^U 15 &#021  
synchronous idle SYN ^V 16 &#022  
end of trans.  block ETB ^W 17 &#023  
Cancel CAN ^X 18 &#024  
end of medium EM ^Y 19 &#025  
Substitute SUB ^Z 1A &#026  
Escape ESC ^[ 1B &#027  
file separator FS ^\ 1C &#028  
group separator GS ^] 1D &#029  
record separator RS ^^ 1E &#030  
unit separator US ^_ 1F &#031  
Space   20 &#032  &sp 
exclamation mark  ! 21 &#033 &excl 
(double) quotation mark  " 22 &#034 &quot 
number sign  # 23 &#035 &num 
dollar sign  $ 24 &#036 &dollar 
percent sign  % 25 &#037 &percnt 
Ampersand  & 26 &#038 &amp 
apostrophe (single quote mark)  ' 27 &#039 &apos 
left parenthesis  ( 28 &#040 &lpar 
right parenthesis  ) 29 &#041 &rpar 
Asterisk  * 2A &#042 &ast 
plus sign  + 2B &#043 &plus 
Comma  , 2C &#044 &comma 
minus sign, hyphen  - 2D &#045 &hyphen 
period, decimal point, full stop  . 2E &#046 &period 
slash, virgule, solidus  / 2F &#047 &sol 
Colon  : 3A &#058 &colon 
Semicolon  ; 3B &#059 &semi 
less-than sign  < 3C &#060 &lt 
equal sign  = 3D &#061 &equals 
greater-than sign  > 3E &#062 &gt 
question mark  ? 3F &#063 &quest 
left square bracket  [ 5B &#091 &lsqb 
backslash, reverse solidus  \ 5C &#092 &bsol 
right square bracket  ] 5D &#093 &rsqb 
spacing circumflex accent  ^ 5E &#094 &circ 
spacing underscore, low line  _ 5F &#095 &lowbar 
spacing grave accent, back apostrophe  ` 60 &#096 &grave 
left brace  { 7B &#123 &lcub 
vertical bar  | 7C &#124 &verbar 
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Description  Char Hex Character 
Reference 

Entity Name 

right brace  } 7D &#125 &rcub 
tilde accent  ~ 7E &#126 &tilde 
Delete DEL ^? 7F &#127  
left single quotation mark  ‘ 91 &#145 &lsquo 
high right rising single quote     &rsquor 
right single quote mark  ’ 92 &#146 &rsquo 
left double quotation mark   93 &#147 &ldquo 
high right rising double quote     &rdquor 
right double quote mark  ” 94 &#148 &rdquo 
round filled bullet  • 95 &#149 &bull 
en dash  – 96 &#150 &ndash 

&endash 
em dash  — 97 &#151 &mdash 

&emdash 

Client-side Content Checking 
 
329. Information transmitted in between a client browser and a web server 

needs to be sanitised using input validation routines.  Some of this can 
be done client-side although it should always be verified server-side.  
Server-side programs are written and placed on the server and when a 
person requests a document, the server runs the code, parses the 
results and sends the requesting web browser code that appears as 
regular HTML.   

 
330. Several programming languages are "client-side." A client-side script 

sends the code to the web browser and the web browser parses the 
code and shows the results.  Validating information on the client-side 
lightens the load on the server and makes it possible to format data 
before it is sent for processing.  Running a little preliminary validation 
of the information before it is submitted to the server saves time.  It is 
also a lot easier to use client-side form validation with for instance 
JavaScript instead of server-side techniques since code already exist 
and is easy to implement. 

 
331. Client-side content checking should alleviate the possibility of a user 

entering invalid characters, such as dangerous meta-characters by 
restricting input to specific data types or character sets, locking the 
cursor to incorrectly completed fields etc.  But it is essential that 
content checking is thoroughly performed server-side even if 
previously verified on the client side.  The server-side content checking 
allows the server or application full control of the client specified data 
prior to being processed by the back-end. 



National Infrastructure Security Co-ordination Centre 
 
 

128 
 

What is Client-side Content Checking? 
 
332. Data submitted by a client to a server must be checked to ensure that 

the input is compatible with the format expected by the server.  This 
can be done directly on the client system, or the input can be checked 
on the server.  There are obvious security implications in trusting the 
client to perform content checking. 

 
333. Client-side content checking is used to restrict the way an end-user 

can interact with the user agent.  It is usually easily bypassed which 
allows a client to manipulate the data prior to being transmitted to the 
server.  Therefore when used, it should only be used for basic abuse 
prevention and user friendliness.  An important point to realise here is 
that client-side scripting validation is only for the benefit of the user.  It 
is used to simplify the user interface by formatting data correctly, limit 
options, quicker response on bad input etc. 

Why is it Used? 
 
334. When a developer is faced with validating a user’s submissions, there 

are occasions when the developer wants to ensure the client has 
submitted data in the correct format, but the outcome will not affect the 
security of the site.  Examples are ensuring that the user has checked 
the box “I agree to the terms and conditions…”, performing a browser 
check to redirect to different versions of the site, or ensuring accidental 
values are not entered, such as a date of 31/02/04.   

 
• Client side checking is fast, and does not introduce extra 

load on the server. 
 
• Many errors that may result in unnecessary submissions are 

filtered out. 
 
335. There are three main types of data validation employed by scripts. 
 

• Form-level validation is handled either by the onClick event 
or the onSubmit event and returns a pop-up to the users 
alerting them of the invalid data.  This type is typically used if 
two fields on a form could disagree, such as an address 
where the county and the post code are incompatible.  This 
validation is typically the easiest to have, but is usually 
employed too late to effectively warn users; their attention 
has already gone to other places on the form by the time that 
they are alerted. 
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• Field-level validation is the next most granular type of 
validation employed in Web applications.  This type of 
validation uses more handlers than the form-level validation, 
but it alerts the user when the focus leaves a field or the 
form changes its state.  The field handler fires a warning, 
and an alert pops up to let the user know that the information 
is invalid.  An example of this might be a text entry box 
asking for a user's email address.  If the user entered 
asdfasdf, on leaving the field the handler would fire an alert 
that it was not a valid email address.  The validation in this 
case would be anything with at least an x@x.x format, where 
there had to be at least one character before the @ sign and 
one character after the @ sign, followed by the dot and at 
least one character.  The user could still enter any invalid 
address such as asdfasdf@asdf.asdf, but the form insists on 
some validation that the format was correct, perhaps enticing 
users to enter their real email address. 

 
• Key-level validation attempts to stop users from typing in 

certain keystrokes.  An example might be a user name entry 
field that allows only letters and numbers, but no symbols.  A 
valid entry would be user123 but not user_123.  Key-level 
validation prevents the underscore keys from even being 
accepted in this text entry field and ignores the input. 

336. Some examples: 
 

An example of a client side check: 
 
if (document.form1.TermsConds.checked == true) 
{ 
  document.form.submit(); 
} 
else 
{ 
  alert("You must read the terms and conditions to continue!"); 
  document.location.href = "http://www.corp.com/home"; 
} 

 
This is the key to client side checking. 

 
Here, the state of the Terms and Conditions tick box is not being 
passed any further; the server will not be interested in whether this 
is ticked or empty, as it will be assumed from now on that everyone 
has read them.  The server does not process the value of the tick 
box. 
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Where Client-Side Checking Goes Wrong 
 
337. There was another example given above.  While application attacks 

are presented in other areas of this guide, an example is given here to 
demonstrate where Client-Side checking is not sufficient. 

 
if (ValidDate(user_supplied_date)) 
{ 
  document.location.href = “http://example.com/orders.asp?date=" + 
user_supplied_date; 
} 
else 
{ 
  alert("invalid date! Format dd / mm / yyyy"); 
  document.location.href = "http://www.corp.com/home"; 
} 

 
338. Never mind about the function ValidDate for the moment.  There are 

different things that could go wrong here.  Assuming that ValidDate 
does a proper job of validating the input, the user may be saved a lot of 
annoyance in date formats and subsequent blank searches due to 
missing dates.  If the user disabled javascript, they would not benefit 
from the checks.   

 
339. The problem is that the final URL does not know that ValidDate has 

run.  A user can alter the flow of any code running on the client side, or 
simply trap the final request using a web proxy and edit the final 
request.  So the final url built on the 
/orders.asp?date=user_supplied_date can be edited.  A security 
condition comes when the server runs orders.asp: 
 
<BODY bgcolor = 'SteelBlue' text = 'ffffff'> 
<p> 
<center> 
Response.Write "<p>Orders placed on " & Request.Form("user_supplied_date") & 
"</b><p>" 
… 
… 

 
340. The web page has printed the value of user_supplied_date back to the 

screen, and an attacker can now post a Cross Site Scripting url to 
other users. 

 
http://example.com/orders.asp?date=11/12/04<script>malicious code</script> 

 
341. Clearly with this lack of input validation there are many other attacks 

that are made possible. 

When, and how, should it be done? 
 
342. There is another major difference with client side checks as opposed to 

server side checking.  If a user notices inline JavaScript checks the 
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code can be viewed in the HTML source, or the user could navigate to 
a referenced page /scripts/validation/datecheck.js and view the 
JavaScript source.  This has to be visible because it is being run on the 
client’s system.  Even in more sophisticated client-side checks such as 
ActiveX, a user can use a debugger to enumerate the checking code.  
Users can decompile Java classes to view the checks.  Regardless of 
the client side checking mechanism, it must be assumed that the user 
will have full knowledge of the input parsing and filtering, and will be 
able to locate any loopholes. 

 
• JavaScript, vbscript, html etc.  – Easy to view the code. 
 
• Java.  Would require a decompiler, such as JAD – Easy to 

view the code 
 
• ActiveX –  Requires some debugging, harder to determine 

the code.   
 
• Other compiled binaries – This would generally involve 

debugging or modification of the egress traffic, e.g. by 
trapping the outgoing client data in a proxy and modifying 
areas. 

 
343. Client-side checking is more secure when the user does not have full 

control over their client.  An example is a bank terminal, kiosk, or thin 
client session such as Citrix or PCAnywhere.   

Client-side Character Validation (Generic) 
 
344. Depending on the specific needs of the application, it should restrict 

the user agent from using certain characters.  Commonly, it would be 
practical to restrict the use of all characters apart from a-z, A-Z, 0-9.  
However, depending on the user input that is needed for that 
application it has to accept some meta-characters such as @ or ’ etc.  
This is trivial to implement client-side.  All characters that are not 
required for the functionality of the application should be restricted. 

 
345. Filtering out meta-characters and other problematic server-side input is 

more complicated because of the inherent flaws in programming 
languages, poor programming practices and backend databases that 
might interpret certain input in an unintended manner.  An example is 
that the character ‘ might have to be used in last names such as 
“O’Brien” and could cause some issues when wanting to store an input 
variable in a database if not handled properly.  The following things 
should be considered when setting client-side restrictions: 
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• Restrict all input boxes to appropriate data type (Integer, 
String, Date etc.) 

 
• If possible, use List boxes to restrict the options (like Mr.  

Ms.  Mrs.) 
 
• Form fields should have a character number limitation 
 
• Form fields should only allow the needed characters, usually 

a-zA-Z0-9. 
 
• E-mail fields should allow a-zA-Z0-9@, or separate fields 

with an explicit @ added by the code. 
 
• When strings are used as input, remove any leading or 

trailing spaces 
 

346. So what if some textboxes requires the use of meta-characters such as 
‘ > ” < / | \ } { ] [ % * and so on?  The best option is to make the client-
side input routines as strict as possible.  But of course there will be 
scenarios where some of the above characters will have to be used. 

 
347. All information that is transmitted to the server should be thoroughly 

validated by server-side code so therefore this is not much of issue.  
Client-side security is not to be trusted since an attacker with a limited 
knowledge will be able to bypass common client-side restriction. 

Client-side Checking Advantages 
 
348. The advantages of using client-side checking can be summarised as 

follows: 
 

• Lightens the load on the server by preliminary validation and 
preformatted data.  This reduces the number of unintentional 
incorrect requests to the server. 

 
• It is fast, if something is wrong the alarm is triggered upon 

submission of the form  
 
• Instant input validity checks of such things as e-mail 

addresses, dates etc. 
 
• You can safely display only one error at a time and focus on 

the wrong field 
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• Simplifies the interface for the user 
 
• Requires a slightly higher knowledge level to manipulate 

data by restricting some direct malicious keyboard user input 
 
• User interface controls and widgets  
 
• Interactivity (e.g., mouse and keyboard handling) 

Client-side Checking Disadvantages 
 
349. The disadvantages of using client-side checking can be summarised 

as follows: 
 

• Larger amount of data being sent to the client 
 
• Usually easy to bypass 
 
• Might give developers a false sense of security 
 
• These languages depend on the individual web browser to 

adhere to its programming code.  Code that runs on one 
browser doesn't necessarily run on the other. 

 
• Security-conscious web users purposefully disable client-

side scripting to prevent a possible security hazard. 

Client-side Technology (Specifics) 
 

350. Whatever technology is used for client-side security, it is vital that the 
server-side components always verify the validity of the data received.  
There is always the possibility that client-side restrictions can be 
bypassed.  Hidden fields can be manipulated, JavaScript can be easily 
bypassed with a web proxy.  Java classes and compiled agents such 
as Active X objects can be reverse engineered and manipulated, 
although depending on the implementation it could be very 
challenging. 

JavaScript / Jscript / VBScript 
 
351. JavaScript, JScript and VBScript are what are usually used to make 

dynamic web pages – things like self-validating forms, collapsible 
menus, sortable tables etc.  JavaScript, JScript, and VBscript can all 
be considered as a single type, in that they are all interpreted 
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languages that usually reside inside an HTML script.  JavaScript and 
Jscript (Microsoft's variant) are almost identical, and while VBscript has 
a very different syntax, that of Visual Basic, it performs the same 
operations on basically the same types of objects in the web browser. 

 
352. JavaScript, JScript, and VBscript are typically stored inside the HTML 

code as plain text segments inside special tags, and are transferred 
from the server to the client browser when the HTML is invoked 
through a URL.  At that point they may simply start executing (even 
before the rest of the HTML is loaded), may execute when directed by 
a loading time directive, or may be invoked by mouse, scroll, or 
keyboard actions by the user. 

 
353. JavaScript is by far the most widely used language for client-side 

scripts.  In large part, this is due to three things: JavaScript was the 
original client-side scripting language for the Web, invented by 
Netscape for its Navigator Web browser, it alone has formed the basis 
of a standard, and it is/was the only language supported natively by the 
two browsers that shared virtually the entire Web browser market, 
Netscape Navigator and Microsoft Internet Explorer.  Microsoft's 
implementation, JScript, is an enhanced version of JavaScript, offering 
proprietary extensions that leverage the special capabilities of Internet 
Explorer.  VBScript has never gained a huge user base because of a 
lack of support by browsers and today even Microsoft itself on certain 
platforms. 

DHTML 
 
354. Dynamic HTML (DHTML) is an extension of HTML.  DHTML is a 

combination of several built-in browser features in fourth generation 
browsers that enable web content to be displayed in a more dynamic 
form.   Things considered unchangeable once the page has been 
loaded, such as text, page styles (e.g.  font colour, size), element 
position, etc., can now all be changed dynamically.  Unlike the 
JavaScript or VBScript languages, DHTML makes use of browser-
specific functionality.  As such some aspects of DHTML are dependent 
upon the browser version as well as the manufacturer.  For example, 
the following DHTML code causes a line to appear in the HTML page 
that dynamically cycles through, and presents to the viewer, three 
different strings.   
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<div id="mydiv"></div> 
 
<script language="JavaScript1.2"> 
var thecontents=new Array() 
thecontents[0]="How are you today?" 
thecontents[1]="I am fine, thank you." 
thecontents[2]="Well, nice talking to you!" 
var current=0 
 
function changecontent() { 
  mydiv.innerHTML=thecontents[current] 
  if (current==2) current=0 
  else current++ 
  setTimeout("changecontent()",3000) 
} 
 
window.onload=changecontent 
//-->lt;/script> 

Java Applets 
 
355. Java Applets are loaded from the server when the HTML is invoked by 

the URL, but the code that is loaded is not plain text: it consists of 
precompiled "class" files.  And the activation is done through special 
applet tags of the form <APPLET >.  These forms contain parameters 
which you can use to tailor the operation of the applet.  Once invoked, 
the applet can present you with various HTML elements, including 
buttons, as well as highly interactive graphics.  Like JavaScript, once 
loaded the applet runs only on the client. 

 
356. Java is very popular due to its intrinsic security mechanism.  If the 

virtual machine is properly implemented then malicious language 
constructs are not possible in Java.  This JVM (Java Virtual Machine) 
would hinder such things as buffer overflows, use of initialized 
variables, invalid opcodes and vulnerabilities to exploit the local system 
which plague other languages/platforms.  This of course requires the 
JVM to be correctly implemented.  As with any piece of software, there 
have been bugs in the JVM implementations allowing exploits that got 
around the mechanisms.  However, this does not mean that it is 
impossible to write a malicious Java application.  It is possible, but it 
usually involves a non-Java factor for the attack to be successful.  An 
example would be if someone installs a Java application without giving 
consideration to whether it should be trusted, then the application 
would be able to do pretty much anything it pleases, unless 
sandboxed, but that's not the default configuration.  Having built-in 
features that enable the use of security policies and digital signatures 
is of a huge benefit to Java. 

ActiveX 
 

357. ActiveX controls are among the many types of components that use 
Component Object Model  (COM) technologies to provide 
interoperability with other types of COM components and services.  
COM is a software architecture that allows applications to be built from 
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binary software components.  COM is the underlying architecture that 
forms the foundation for higher-level software services, such as those 
provided by Object Linking and Embedding (OLE), a technology for 
transferring and sharing information among applications. 

 
358. ActiveX involves downloading code to run.  Unlike Java, ActiveX 

components have no restrictions on the action they can take in your 
system.  In order to reassure you that this is a secure practice, 
Microsoft has devised something called "Authenticode".  Once the 
code is downloaded, you are presented with a window telling you who 
wrote the code and asking if you want to run it.  The browser certifies 
who wrote the code.  Unfortunately, it is a flawed model of security. 

 
359. When the code is downloaded, you are presented with something that 

looks like a “seal of safety" for the code.  It looks very official and 
reassuring, but it only informs the user who wrote the code.  It does not 
tell you who is asking you to run it, nor does it tell you whether the 
code is safe to run.  ActiveX is run by web pages downloaded from the 
net, with inputs designed to accomplish a task of the server.  Every 
time you run an ActiveX component, you transfer your trust outside of 
your machine. 

 
360. Code safety is notoriously difficult and therefore using ActiveX can be 

a risky proposition.  An ActiveX control can be an extremely insecure 
way to provide a feature.  Because it is a Component Object Model 
(COM) object, it can do anything the user can do from that computer.  
It can read from and write to the registry, and it has access to the local 
file system.  From the moment a user downloads an ActiveX control, 
the control may be vulnerable to attack because any Web application 
on the Internet can repurpose it, that is, use the control for its own 
ends whether sincere or malicious. 

 
361. A much more serious problem is that there is no expiration on ActiveX 

controls.  If a bug is found in the code that renders it unsafe, there is 
no practical mechanism for a user to patch the code, since it is invoked 
by a remote site and is hidden from the user once it is installed. 

 
362. Designing for security is important because an ActiveX control is 

particularly vulnerable to attack.  An application running on any Web 
site can use the control; all that it needs is the control's class identifier 
(CLSID).  The control may be misappropriated, that is, used in ways 
that you did not intend.  The repurposing might be friendly or a 
malicious attack on the computer running the control.  As you design a 
control, think about what specific measures you should take to protect 
it. 
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363. Because an ActiveX control is a Microsoft Win32 component, there is 
no sandboxing and  can theoretically run without restrictions.  
Developers should think about how they can restrict functionality to 
prevent others from repurposing the control for possibly malicious 
ends.   

 
364. For example, eEye Digital Security discovered a security vulnerability 

in IBM's signed "acpRunner " ActiveX control.  Because the application 
was signed, it may be presented to users on the web for execution in 
the name of IBM.  If users trust IBM, they will run this, and their 
systems will be compromised.  This ActiveX control was designed by 
IBM to be used for an automated support solution for their PCs and is 
installed by default on many popular IBM PC models. 

 
365. IBM made available methods named such as "DownLoadURL", 

"SaveFilePath", and "Download" within the ActiveX control.   These 
methods allow a remote attacker to have a victim system silently 
download the file of their choosing into the location of their choosing.  
By downloading an executable file to the Microsoft Windows OS 
Startup folder, this malicious executable would be automatically 
executed on start up. 
 
<object width="310" height="20" codebase="https://www-
3.ibm.com/pc/support/access/aslibmain/content/AcpControl.cab" id="runner" 
classid="CLSID:E598AC61-4C6F-4F4D-877F-FAC49CA91FA3" data="DATA:application/x-
oleobject;BASE64,YayY5W9MTU+Hf/rEnKkfowADAAAKIAAAEQIAAA=="> 
</object> 
 
<script> 
runner.DownLoadURL = "runner.DownLoadURL = "file""; 
runner.SaveFilePath = "some path"; 
runner.FileSize = 96,857; 
runner.FileDate = "01/09/2004 3:33"; 
runner.DownLoad(); 
</script> 

 
366. It is possible to protect the control by restricting the domains in which 

the control can be scripted.  This is referred to as "locking down your 
control" and should make it harder for a control to be maliciously 
repurposed.  It should also be noted that ActiveX is only available in 
Microsoft's browser, and is only available on Windows platforms. 

 
367. ActiveX puts the responsibility of maintaining the safety of their 

machines in the hands of the users.  Authenticode attempts to give the 
user information to assist them in evaluating whether code is 
trustworthy.  This has some advantages in that it allows the user to 
accomplish things with their machines that they could not do within the 
restrictive security model of Java. 

 
368. Most users are incapable of making informed decisions regarding 

complicated security risks, which can make ActiveX a potentially risky 
technology.  ActiveX constitutes a high risk for users and corporation 
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since a malicious control could easily circumvent the security that a 
firewall provides. 

 
369. Nowadays, although most of .NET technology is applied server-side, it 

is now possible to use .NET Windows Forms technology to build 
lightweight, secure client-side objects that can use the powerful .NET 
Framework instead of the ActiveX technology.  This is more useful for 
intranet solutions though since is faces a few functionality issues. 

Flash 
 
370. Flash is a popular animation software Macromedia.  Through the last 

few years it has had several critical security flaws, and since 
Macromedia claims that Flash is installed on most browsers used on 
the Internet, any general threat to Flash can be a major threat and 
must be taken seriously. 
 
String.prototype.isEmpty = function(field,min_chars){ 
var str = this; 
if(this == “”){ 
trace(“Please fill in the “ + field +” field”); 
return false; 
} 
else if(this.length < min_chars){ 
trace(“The “+ field +” you entered is invalid - not enough  
  characters.”); 
  return false; 
 } 
 return true; 
} 
 

Server-side Content Checking 
 
371. Server-side checking is the only way of validating the input from a 

client.  The aim of validation is to ensure that malicious content is not 
used as part of any code that will run on the server.  The server has to 
run the content-checking code on non-sanitised input, but the input 
should not be passed to other functions before being checked. 

Designing an Input Validation System 
 
372. Input validation systems are not as simple as this may suggest.  One 

of the problems is that the validation must decide what constitutes valid 
data for each component of the system it will be passed to.  In practice 
they are formed of the following elements: 

Input Parsing 
 

373. Depending on the environment, it may be necessary for the input 
validation to filter content (strip out or modify inappropriate data).  In 
general, as long as the input only reaches the final destinations 
through that or similar filters, the input can be corrected.  By 
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preference, the data should be discarded.  The following are relevant 
in designing a filter: 

 
• Pre-processor - If data will be decoded deeper within the 

application, then the filter must be decoded before parsing, 
by the validation routine. 

 
• Parsing - Good application filters should use a “white list” of 

allowed characters, and apply a length limit to data. 
 
• Filtering - Filtering is necessary when the application cannot 

or should not drop the input.  An example would be logging 
of all requests; malicious input should not affect logging 
functions, but it is necessary for the malicious transaction to 
be accurately logged.  Other cases are where an incomplete 
transaction would cause functions to misbehave or hang. 

 
• Actions - Generally it is advisable for inappropriate input to 

be dropped, with a generic error message sent back to the 
user.   

Preprocessor 
 
374. Common web applications will contain Unicode-encoded characters, 

which must be decoded: 
 
Function UrlDecode(strText) 'As String 
Dim strBuffer 'As String 
Dim lngPosition 'As Long 
    For lngPosition = 1 To Len(strText) 
        If Mid(strText, lngPosition, 1) = "%" Then 
         strBuffer = strBuffer & Chr("&H" & Mid(strText, lngPosition + 
1, 2)) 
         lngPosition = lngPosition + 2 
        Else 
         strBuffer = strBuffer & Mid(strText, lngPosition, 1) 
        End If 
    Next 
    UrlDecode = strBuffer 
End Function 

 
375. A simpler example in the form of a Perl application that will decode 

base-64 (commonly used for encoding cookies): 
 
use MIME::Base64 ();     
… 
…     
$decoded_string = MIME::Base64::decode($encoded_string); 
… 
… 
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376. If the application uses proprietary encoding, these will cause a problem 
if they are decoded later.  Password-encoding mechanisms developed 
in-house should include a decoding function in the preprocessor. 

Parsing 
 
377. The role of the input parser is to define valid and invalid input.  The 

parser will take no further action.  The definition of valid input will vary 
between applications.  Generally the input parser will identify overly 
long strings, format string attacks, SQL injection, cross-site scripting 
and code insertion attacks.  A good parsing mechanism will be aware 
of the differences in each type of input.  Some examples: 

 
• If an application is expecting a date or numeric value, the 

developer can use built-in validation mechanisms such as 
the ASP isDate(), isNumeric(). 

 
• If the input is Boolean or from a defined list of values, such 

as TRUE, FALSE, UNDEFINED, then any other input is 
invalid. 

Filtering 
 
378. Input validation that performs modification of data should be monitored 

carefully.  Consider the code: 
 
<%  
 
function correctinput(strTemp)  
CorrectInput = replace(strWords, "%27", "")  
end function  
 
%> 

 
379. This attempts to remove the single quote from the input string.  It does 

this by removing the encoded single quote %27.  There is an 
immediate problem if the quote is encoded using another mechanism.  
There are also more subtle problems if the attacker enters %%2727, 
because when the input validation runs, CorrectInput will strip out the 
three characters in the middle (%%2727) and return %27. 

 
380. Filtering should use a “White list” rather than “Blacklist” approach. 

 
If ($line =~ /[^A-z]/) 
{  
$line = “NULL”; 
} 

 
381. This identifies a set of legal values for data, and inserts a null value for 

everything where the line contains non-alpha characters.  In 
circumstances where there will only be a specific set of legal values, 
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such as TRUE, FALSE, or UNDEFINED; white-list filtering is a very 
powerful tool in this case.  Checks should be performed prior to any 
code being handed to a new system.  A function responsible for an 
action should know: 

 
• How the data has been modified by the input validation 
• How the data has been modified by prior system 

 
382. Generally it is recommended that all checking is performed in a 

fundamental location, or that it is collected into a single java class or C 
module and called where needed.  In nearly all cases, it is better to 
discard invalid input than to try and handle it.  This is not possible 
when: 

 
• The input is valid for one function, but invalid for another.  

Input may contain a character that will not be handled 
correctly by one function, but is a required part of the input 
for another. 

 
383. Having discussed the main considerations for parsing and filtering it 

becomes obvious where danger areas exist that require careful 
remediation.  The following guidelines should be adhered to as close 
as possible. 

 
• Pick a method and be consistent.  If modifying the client data 

to pass it on to a component, make sure all other 
components know how the modification takes place.  In an 
example, a single quote is often replaced with “&quot;” (an 
html-compliant representation that stops Cross-Site 
Scripting), or with a pair of quotes.  The username “O’Reilly” 
then becomes “O&quot;Reilly” or “O’’Reilly”.  This might be a 
problem if a function expects a username of maximum 8 
characters.  If a function is trying to match the username 
“O’Reilly” it must know of the new encoding. 

 
• Malicious input may be encoded.  Preprocessors can 

decode standard encoding such as Base-64, Hex or unicode 
variants.  If the application uses its own encoding (for 
example encoding a user password), the input validation will 
have to know how to decode.  This relates closely to the first 
point. 

 
• Where filtering is in use, ensure that this is passed through 

the input parser again.  In nearly all cases, it is better to 
discard invalid input than to try and handle it. 
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Server-side Checking Advantages 
 
384. The advantages of Server-Side checks should be evident from the 

discussion above; the server has sole visibility and control over the 
checking mechanism. 

Server-side Checking Disadvantages 
 
385. Processor-intensive – increased risk of denial of service!  Care must 

be taken to ensure the validation code does not adversely affect the 
operation of the application. 

Null Bytes & HTML Equivalent Codes 
Null Bytes 

 
386. When HTML form input is used to open files, send mail or interact with 

the operating system in any way, malicious users can enter meta 
characters hoping they will be passed to the underlying operating 
system, possibly accessing files or executing commands.   

 
387. "Invisible" characters are also a threat...  especially the NULL 

character (ASCII zero) and end−of−line characters.  Programs written 
in C use the NULL character to mark the end of strings.  However, 
languages like Perl do not.  Inserting a NULL character in HTML form 
input can cause strings to be terminated early or be unrecognised by 
simple pattern matching filters.  This "poisoned NULL" attack can 
cause interesting security problems when Web applications are built 
using both C and other languages.   

HTML Equivalent Codes 
 
388. Dynamic content constitutes an integral component of most online 

services.  Poorly developed application code makes the majority of 
these applications vulnerable to attacks, focusing on the way HTML 
content is generated and interpreted by client browsers.  Attackers 
often embed malicious HTML-based content within client web 
requests, placing scripting elements within the returned page. 

 
389. In HTML, normal screen text is differentiated between mark-up 

language because special characters are used to signify elements that 
represent control tags.  The most common special character is "<" 
which indicates the beginning of a HTML  command.  Specifying HTML 
commands or tags can modify a page's formatting or run a program for 
the client browser to execute.  When a <SCRIPT> tag is specified a 
JavaScript program can be executed.  Most web browsers are 
configured to process and execute scripts embedded within HTML 
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content by default.  Because of this, HTML tags are most commonly 
used to carry out code insertion attacks. 

 
390. To prevent code insertion attacks in some degree, HTML encoding 

should be applied to strings before accepting them to ensure that the 
strings contain no executable elements.  HTML encoding converts 
HTML elements, like scripting tags, using HTML reserved characters to 
prevent execution.  When using ASP.NET version 1.1, a new feature 
exists known as request validation.  This prevents the server from 
accepting content containing un-encoded HTML.  which can help to 
prevent some script-injection attacks.   It is still strongly recommend 
that  input data is validated and HTML encoded when appropriate.   

HTML GET URL Manipulation 
 
391. HTML forms submit results using one of two HTTP methods: GET or 

POST.  When using the GET method, all form elements parameters 
will appear in the query string of the URL.  Because the URL is 
displayed within the client browser it is trivial for a user to tamper with 
these parameters to try and force an application error.  The following 
URL's illustrates this example: 
 
http://www.madeupcompany.com/example?account=12345 

 
392. A malicious user could modify the account number parameter and 

possibly access different account information in the following way: 
 
http://www.madeupcompany.com/example?account=54321 

 
393. Different techniques are available to solve URL manipulation problems.  

The best solution is to avoid placing parameters directly into a query 
string, although this is not always possible.  When sending parameters 
from client to server they should be accompanied by a valid session 
credential to prevent unauthorised users from affecting the data.  
Parameters should not be operated upon unless the application can 
independently validate that they are authorised to be acted upon.  In 
addition to these considerations, sensitive information should not be 
placed into a query string / GET request in clear text.  Anyone looking 
over the shoulder of a user or monitoring LAN traffic would be able to 
view the "account number".  To prevent this, cryptographic protection 
should be implemented to either encrypt the entire query string 
(preferred method) or to add a cryptographic digest to a URL.  The 
second case will not prevent an attacker from viewing the parameter, 
but will indeed prevent modification. 
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Not-so-Hidden Hidden Variables 
 
394. When a user makes selections on an HTML page, the selection is 

typically stored as form field values and sent to the application as an 
HTTP request (GET or POST). HTML can also store field values as 
Hidden Fields, which are not rendered to the screen by the browser but 
are collected and submitted as parameters during form submissions.  

 
395. Whether these form fields are pre-selected (drop down, check boxes 

etc.), free form or hidden, they can all be manipulated by the user to 
submit whatever values he/she chooses. In most cases this is as 
simple as saving the page using "view source", "save", editing the 
HTML and re-loading the page in the web browser.  

 
396. As an example an application uses a simple form to submit a 

username and password to a CGI for authentication using HTTP over 
SSL. The username and password form fields look like the following: 

 
397. Some developers try to prevent the user from entering long usernames 

and passwords by setting a form field value maxlength=(an integer) in 
the belief they will prevent the malicious user attempting to inject buffer 
overflows of overly long parameters. However the malicious user can 
simply save the page, remove the maxlength tag and reload the page 
in his browser. Other interesting form fields include disabled, read-only 
and value. As discussed earlier, data (and code) sent to clients must 
not be relied upon until in responses until it is vetted for sanity and 
correctness. Code sent to browsers is merely a set of suggestions and 
has no security value.  
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398. Hidden Form Fields represent a convenient way for developers to store 

data in the browser and are one of the most common ways of carrying 
data between pages in wizard type applications. All of the same rules 
apply to hidden forms fields as apply to regular form fields. For 
example, take the same application. Behind the login form may have 
been the HTML tag: 
 
<input name="masteraccess" type="hidden" value="N"> 

    
399. By manipulating the hidden value to a Y, the application would have 

logged the user in as an Administrator. Hidden form fields are 
extensively used in a variety of ways and while it's easy to understand 
the dangers they still are found to be significantly vulnerable in the 
wild.  

Mitigation Techniques  
 
400. Instead of using hidden form fields, the application designer can simply 

use one session token to reference properties stored in a server-side 
cache. When an application needs to check a user property, it checks 
the session cookie with its session table and points to the user's data 
variables in the cache / database. This is a more secure way to 
architect this problem. If the above technique of using a session 
variable instead of a hidden field cannot be implemented, a second 
approach is as follows: 

 
• The name/value pairs of the hidden fields in a form can be 

concatenated together into a single string. A secret key that 
never appears in the form is also appended to the string. 
This string is called the Outgoing Form Message. An MD5 
digest or other one-way hash is generated for the Outgoing 
Form Message. This is called the Outgoing Form Digest and 
it is added to the form as an additional hidden field.  

 
• When the form is submitted, the incoming name/value pairs 

are again concatenated along with the secret key into an 
Incoming Form Message. An MD5 digest of the Incoming 
Form Message is computed. Then the Incoming Form Digest 
is compared to the Outgoing Form Digest (which is 
submitted along with the form) and if they do not match, then 
a hidden field has been altered. Note, for the digests to 
match, the name/value pairs in the Incoming and Outgoing 
Form Messages must concatenated together in the exact 
same order both times.  
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401. This same technique can be used to prevent tampering with 
parameters in a URL. An additional digest parameter can be added to 
the URL query string following the same technique described above. 

SQL Insertion  
What is SQL Insertion? 

 
402. Structured Query Language ('SQL') is a textual language used to 

interact with relational databases.  There are many varieties of SQL; 
most dialects that are in common use are loosely based around SQL-
92 – the most recent ANSI standard.  The typical unit of execution of 
SQL is the 'query', which is a collection of statements that most often 
return a single 'result set'.  SQL statements can modify the structure of 
databases (using Data Definition Language statements, or 'DDL') and 
manipulate the contents of databases (using Data Manipulation 
Language statements, or 'DML'). SQL Injection occurs when an 
attacker is able to insert a series of SQL statements into a 'query' by 
manipulating data input into an application.    A typical SQL statement 
looks like this:  
 
select id, forename, surname from authors  

 
403. This statement will retrieve the 'id', 'forename' and 'surname' columns 

from the 'authors' table, returning all rows in the table.  The 'result set' 
could be restricted to a specific 'author' like this:  
 
select id, forename, surname from authors where forename = 'john' and surname 
= 'smith'  

 
404. An important point to note here is that the string literals 'john' and 

'smith' are delimited with single quotes.  Presuming that the 'forename' 
and 'surname' fields are being gathered from user-supplied input, an 
attacker might be able to 'inject' some SQL into this query, by inputting 
values into the application like this:  
 
Forename: jo'hn  
Surname: smith  

 
  The 'query string' becomes this:  

 
select id, forename, surname from authors where forename = 'jo'hn' and surname 
= 'smith'  

 
405. When the database attempts to run this query, it is likely to return an 

error:  
 
Server: Msg 170, Level 15, State 1, Line 1 Line 1: Incorrect syntax near 'hn'.   
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The reason for this is that the insertion of the 'single quote' character 
'breaks out' of the single-quote delimited data.  The database then tried 
to execute 'hn' and failed.  If the attacker specified input like this:  
 
Forename: jo'; drop table authors— 
Surname:  

 
406. In this case the authors table would be deleted.  It would seem that 

some method of either removing single quotes from the input, or 
'escaping' them in some way would handle this problem.  This is true, 
but there are several difficulties with this method as a solution.  First, 
not all user-supplied data is in the form of strings.  If our user input 
could select an author by 'id' (presumably a number) for example, our 
query might look like this:  
 
select id, forename, surname from authors where id=1234  

 
407. In this situation an attacker can simply append SQL statements on the 

end of the numeric input.  In other SQL dialects, various delimiters are 
used; in the Microsoft Jet DBMS engine, for example, dates can be 
delimited with the '#' character.   

 
408. We illustrate these points in further detail using a sample routine from 

a Active Server Pages (ASP) 'login' page, which accesses a SQL 
Server database and attempts to authenticate access to some fictional 
application.  The critical part of the function is indicated in bold below: 
 
<%@LANGUAGE = JScript %>  
<%  
function Login( cn )  
{  
 var username;  
 var password;  
 username = Request.form("username");  
 password = Request.form("password");  
 var rso = Server.CreateObject("ADODB.Recordset");  
 var sql = "select * from users where username = '" + username + "' _ 
  and password = '" + password + "'";  
 trace( "query: " + sql );  
 rso.open( sql, cn );  
 if (rso.EOF)  
 {  
  rso.close();  
%>  

 
 If the user specifies the following:  

 
Username: '; drop table users— 
Password:  

 
The 'users' table will be deleted, denying access to the application for 
all users.  The '--' character sequence is the 'single line comment' 
sequence in Transact-SQL, and the ';' character denotes the end of 
one query and the beginning of another.  The '--' at the end of the 
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username field is required in order for this particular query to terminate 
without error.   The attacker could log on as any user, given that they 
know the users name, using the following input:  
 
Username: admin'— 

 
. The attacker could log in as the first user in the 'users' table, with the 

following input:  
 
Username: ' or 1=1— 

 
 Finally, the attacker can log in as an entirely fictional user with the 

following input:  
 
Username: ' union select 1, 'fictional_user', 'some_password', 1— 

 
409. The reason that this works is that the application believes that the 

'constant' row that the attacker specified was part of the record set 
retrieved from the database. 

Coding Techniques for Database Querying  
 
410. Consider the following base HTML for a standard form: 

 
<form action="myscript.aspx"> 
<input type="textbox" name="username"> 
<input type="password" name="password"><br/> 
<input type="submit"> 
</form> 

 
411. A standard (and flawed) method of integrating the clients submitted 

data into a dynamically generated SQL query would be the following 
(in ASP.NET): 
 
Dim SQL As String = "SELECT Count(*) FROM Users WHERE UserName = '" & _ 
              username.text & "' AND Password = '" & password.text & "'" 
Dim thisCommand As SQLCommand = New SQLCommand(SQL, Connection) 
Dim thisCount As Integer = thisCommand.ExecuteScalar() 

 
412. In this case, if returned “Count” value is greater than zero, then the 

values entered in for the user name and password were the ones 
matching the database.  However, without adequate client content 
submission validation processes, it is possible for the client to supply 
strings that will be interpreted by the backend database as additional 
SQL commands.  Instead of dynamically coding the request, 
developers may also choose to use parameterised or stored queries. 
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Using Parameterised Queries 
 
413. Parameterised queries represent the next step beyond dynamically 

generated queries.  Parameterised queries provide added security 
against many common forms of invalid input submissions (e.g. quotes), 
and allow more places to implement safe input validation processes. 

 
Dim thisCommand As SQLCommand = New SQLCommand("SELECT Count(*) " & _ 
 "FROM Users WHERE UserName = @username AND Password = @password", Connection) 
 
thisCommand.Parameters.Add ("@username", SqlDbType.VarChar).Value = username 
thisCommand.Parameters.Add ("@password", SqlDbType.VarChar).Value = password 
Dim thisCount As Integer = thisCommand.ExecuteScalar() 

Using a Stored Procedure 
 
414. The use of stored procedures helps prevent the inclusion of 

apostrophes and hyphens in a way that would allow an injection attack 
to occur.   They also allow database permissions to be restricted to 
only allow specific procedures to be executed.  Additionally, all user 
input must then fit into the context of the procedure being called and it 
is less likely an injection attack could occur. 
 
Dim thisCommand As SQLCommand = New SQLCommand ("proc_CheckLogon", Connection) 
 
thisCommand.CommandType = CommandType.StoredProcedure 
thisCommand.Parameters.Add ("@username", SqlDbType.VarChar).Value = username 
thisCommand.Parameters.Add ("@password", SqlDbType.VarChar).Value = password 
thisCommand.Parameters.Add ("@return", SqlDbType.Int).Direction = 
ParameterDirection.ReturnValue 
Dim thisCount As Integer = thisCommand.ExecuteScalar() 

SQL Input Validation 
 
415. The different approaches to data validation to protect against SQL 

insertion can be categorised as follows:  
 

• Attempt to massage data so that it becomes valid  
• Reject input that is known to be bad  
• Accept only input that is known to be good  

 
416. Solution (1) has a number of conceptual problems; first, the developer 

is not necessarily aware of what constitutes 'bad' data, because new 
forms of 'bad data' are being discovered all the time.  Second, 
'massaging' the data can alter its length.  Finally, there is the problem 
of second-order effects involving the reuse of data already in the 
system.   

 
417. Solution (2) suffers from some of the same issues as (1); 'known bad' 

input changes over time, as new attack techniques develop.   
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418. Solution (3) is probably the better of the three, but can be harder to 

implement.  Probably the best approach from a security point of view is 
to combine approaches (2) and (3) - allow only good input, and then 
search that input for known 'bad' data.   

 
419. A good example of the necessity to combine these two approaches is 

the problem of hyphenated surnames such as “Jason Utley-Smith”  We 
must allow hyphens in our 'good' input, but we are also aware that the 
character sequence '--' has significance to SQL Server.   

 
420. Another problem occurs when combining the 'massaging' of data with 

validation of character sequences - for example, if we apply a 'known 
bad' filter that detects '--', 'select' and 'union' followed by a 'massaging' 
filter that removes single-quotes, the attacker could specify input like: 
 
uni'on sel'ect @@version-'-  

 
421. Since the single-quote is removed after the 'known bad' filter is applied, 

the attacker can simply intersperse single quotes in his known-bad 
strings to evade detection.   

Example Validation Code 
 
422. Approach 1 - Escape singe quotes  

 
function escape( input ) 
 input = replace(input, "'", "''")  
 escape = input  
end function  

 
423. Approach 2 - Reject known bad input  

 
function validate_string( input )  
 known_bad = array( "select", "insert", "update", "delete", "drop", _ 
  "--", "'" )  
 validate_string = true  
 for i = lbound( known_bad ) to ubound( known_bad ) 
  if ( instr( 1, input, known_bad(i), vbtextcompare ) <> 0 ) then 
   validate_string = false  
   exit function  
  end if  
 next  
end function  

 
424. Approach 3 - Allow only good input function  

 
validatepassword( input )  
 good_password_chars = “abcdefghijklmnopqrstuvwxyzABCDEFGHIJKLMNOPQRSTUV           
    WXYZ0123456789"  
 validatepassword = true  
 for i = 1 to len( input )  
  c = mid( input, i, 1 )  
  if ( InStr( good_password_chars, c ) = 0 ) then   
   validatepassword = false  
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   exit function  
  end if  
 next  
end function 

 

Other SQL Injection Defence Mechanisms 
 
425. It is often the case that a web application will 'escape' the single quote 

character (and others), or otherwise 'massage' the data that is 
submitted by the user.  This may include options such as by limiting 
the submission length.  It is important to understand how these 
perceived security mechanisms may prove to be inadequate for certain 
attack vectors. 

Strings Without Quotes  
 
426. Occasionally, developers may have protected an application by  

escaping all 'single quote' characters, perhaps by using the VBScript 
'replace' function or similar:  
 
function escape( input )  
 input = replace(input, "'", "''")  
 escape = input  
end function 

 
427. While this will prevent all of the SQL insertion example attacks from 

mentioned thus far, and removing ';' characters would also help a lot.  
In a larger application it is likely that several values that the user is 
supposed to input will be numeric.  These values will not require 
'delimiting', and so may provide a point at which the attacker can insert 
SQL.  If the attacker wishes to create a string value without using 
quotes, they can use the 'char' function.  For example:  
 
insert into users values( 666, char(0x63)+char(0x68)+char(0x72)+char(0x69)+ 
char(0x73), char(0x63)+char(0x68)+char(0x72)+char(0x69)+char(0x73), 0xffff)  

 
…is a query containing no quote characters, which will insert strings 
into a table.   

 
428. If the attacker doesn't mind using a numeric username and password, 

the following statement would do just as well:  
 
insert into users values( 667,  
 123,  
 123,  
 0xffff)  

 
429. Since Microsoft SQL Server automatically converts integers into 

'varchar' values, the type conversion is implicit.   



National Infrastructure Security Co-ordination Centre 
 
 

152 
 

Second-Order SQL Injection 
 
430. Even if an application always escapes single - quotes, an attacker can 

still inject SQL as long as data in the database is re-used by the 
application.  For example, an attacker might register with an 
application, creating a username  
 
Username: admin'--  
Password: password  

 
 The application correctly escapes the single quote, resulting in an 

'insert' statement like this:  
 
insert into users values( 123, 'admin''--', 'password', 0xffff )  

 
431. Let's say the application allows a user to change their password.  The 

ASP script code first ensures that the user has the 'old' password 
correct before setting the new password.  The code might look like this:  
 
username = escape( Request.form("username") );  
oldpassword = escape( Request.form("oldpassword") );  
newpassword = escape( Request.form("newpassword") );  
 
var rso = Server.CreateObject("ADODB.Recordset");  
 
var sql = "select * from users where username = '" + username + "' and _  
 password = '" + oldpassword + "'";  
 
rso.open( sql, cn );  
 
if (rso.EOF)  
{  
…  

 
432. The query to set the new password might look like this:  

 
sql = "update users set password = '" + newpassword + "' where username = '" + 
rso("username") + "'"  

 
where rso("username") is the username retrieved from the 'login' 
query.   
 

433. Given the username admin'--, the query produces the following query:  
 
update users set password = 'password' where username = 'admin'--'  

 
434. The attacker can therefore set the admin password to the value of their 

choice, by registering as a user called admin'--.  This is a dangerous 
problem, present in most large applications that attempt to 'escape' 
data.  The best solution is to reject bad input, rather than simply 
attempting to modify it.  This can occasionally lead to problems, 
however, where 'known bad' characters are necessary, as (for 
example) in the case of names with apostrophes; for example 
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O'Brien  

 
435. From a security perspective, the best way to solve this is to simply live 

with the fact that single-quotes are not permitted.  If this is 
unacceptable, they will have to be 'escaped'; in this case, it is best to 
ensure that all data that goes into a SQL query string (including data 
obtained from the database) is correctly handled.   

 
436. Attacks of this form are also possible if the attacker can somehow 

insert data into the system without using the application; the 
application might have an email interface, or perhaps an error log is 
stored in the database that the attacker can exert some control over.  It 
is always best to verify *all* data, including data that is already in the 
system - the validation functions should be relatively simple to call, for 
example  
 
if ( not isValid( "email", request.querystring("email") ) then response.end  

 
..or something similar.   

Length Limits 
 
437. Sometimes the length of input data is restricted in order to make 

attacks more difficult; while this does obstruct some types of attack, it 
is possible to do quite a lot of harm in a very small amount of SQL.  For 
example, the username:  
 
Username: ';shutdown— 

 
...will shut down the SQL server instance, using only 12 characters of 
input.   Another example is  
 
drop table <tablename>  

 
438. Another problem with limiting input data length occurs if the length limit 

is applied after the string has been 'escaped'.  If the username was 
limited to (say) 16 characters, and the password was also limited to 16 
characters, the following username/password combination would 
execute the 'shutdown' command mentioned above:  
 
Username: aaaaaaaaaaaaaaa'  
Password: '; shutdown--  

 
439. The reason is that the application attempts to 'escape' the single - 

quote at the end of the username, but the string is then cut short to 16 
characters, deleting the 'escaping' single quote.  The net result is that 
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the password field can contain some SQL, if it begins with a single - 
quote, since the query ends up looking like this:  
 
select * from users where username='aaaaaaaaaaaaaaa'' and password='''; 
shutdown— 

 
440. Effectively, the username in the query has become  

 
aaaaaaaaaaaaaaa' and password='  

 
…so the trailing SQL runs. 

Audit Evasion 
 
441. SQL Server includes a rich auditing interface in the sp_traceXXX 

family of functions, which allow the logging of various events in the 
database.  Of particular interest here are the T-SQL events, which log 
all of the SQL statements and 'batches' that are prepared and 
executed on the server.  If this level of audit is enabled, all of the 
injected SQL queries we have discussed will be logged and a skilled 
database administrator will be able to see what has happened.  
Unfortunately, if the attacker appends the string “sp_password“ to a the 
Transact-SQL statement, this audit mechanism logs the following: 
 
-- 'sp_password' was found in the text of this event.  --  
The text has been replaced with this comment for security reasons.   

 
442. This behaviour occurs in all T-SQL logging, even if 'sp_password' 

occurs in a comment.  This is, of course, intended to hide the plaintext 
passwords of users as they pass through sp_password, but it is quite a 
useful behaviour for an attacker.  So, in order to hide all of the injection 
the attacker needs to simply append sp_password after the '--' 
comment characters, like this:  
 
Username: admin'--sp_password  

 
443. The fact that some SQL has run will be logged, but the query string 

itself will be conveniently absent from the log. 
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CRYPTOGRAPHY 
 

444. Cryptographic techniques should not be seen as an addendum to an 
application, nor should they be seen as something that will make the 
application secure.  Instead, by applying cryptographic techniques at 
the proper place and in the proper way, cryptography forms an integral 
part of the application and is used to help add extra security to areas 
prone to abuse. 

Background 
The Goal of Cryptographic Systems 

 
445. Cryptography is generally associated with security and confidentially of 

information.  However, the goal of cryptography is beyond 
confidentiality.  The following are the four basic functions that 
cryptographic systems aim to provide: 

 
• Confidentiality.  Implies that only authorised users can view 

or use classified information.  It is necessary to maintain 
confidentiality of information if you don't want anyone on the 
network to access your machine or information liberally.  
There are several tools available that allow intruders to 
eavesdrop on network traffic and capture valuable 
proprietary information.  Cryptography provides mechanisms 
and techniques that ensure confidentiality of information on 
networks. 

 
• Authentication.  Implies verifying the identity of entities 

communicating over the network.  Think of a network that 
does not authenticate entities or communication.  The result 
will be intruders forging Internet Protocol (IP) addresses and 
posing as others.  Cryptography not only authenticates the 
originator of the message, it also verifies the identity of the 
recipient of the message. 

 
• Integrity.  Implies verifying whether or not the original 

content of the information has been manipulated or tainted 
during transmission.  If integrity of information is not 
maintained, someone may alter or corrupt it, and such 
manipulations may go undetected.  Cryptographic systems 
use techniques and mechanisms that help in verifying the 
integrity of information being exchanged on a network.  An 
example of a breach of integrity of information would be an 
intruder secretly tampering with the digital signature attached 
to a document. 
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• Nonrepudiation.  Implies that a party in communication 
cannot refute a part or all of the communication that has 
taken place earlier.  If nonrepudiation of transactions over a 
network is not maintained, anyone can communicate and 
then later deny the occurrence of communication completely 
or claim that communication occurred at some other time.  
An example of revocation of nonrepudiation is an originator 
of information disclaiming that it is the originator.  A similar 
example is that the receiver of the information denies that he 
or she has received information. 

Cryptographic Systems 
 
446. A cryptographic system (often referred to as a cipher system) is a 

method of hiding data so that only selected people can view the 
contents.  Cryptography is the practice of creating and using these 
cryptographic systems.  Cryptanalysis is the science of analysing and 
reverse engineering cryptographic systems. 

 
447. There are two basic types of cryptographic systems: symmetric 

("private key") and asymmetric ("public key"). 
 

• Symmetric key systems require both the sender and the 
recipient to have the same key.  This key is used by the 
sender to encrypt the data, and again by the recipient to 
decrypt the data.  Key exchange is clearly a problem.  How 
do you securely send a key that will enable you to send 
other data securely? If a private key is intercepted or stolen, 
the adversary can act as either party and view all data and 
communications. 

 
• Asymmetric cryptographic systems are typically much more 

flexible.  Each user or host has both a public key and a 
private key.  Messages are encrypted with one key and can 
be decrypted only by the other key.  The public key can be 
published widely while the private key is kept secret.  If Alice 
wishes to send Bob a secret, she finds and verifies Bob's 
public key, encrypts her message with it, and mails it off to 
Bob.  When Bob gets the message, he uses his private key 
to decrypt it.  Verification of public keys is an important step.  
Failure to verify that the public key really does belong to Bob 
leaves open the possibility that Alice is using a key whose 
associated private key is in the hands of an enemy.  Public 
Key Infrastructures or PKIs deal with this problem by 
providing certification authorities that sign keys by a 
supposedly trusted party and make them available for 
download or verification.  Asymmetric ciphers are much 



National Infrastructure Security Co-ordination Centre 
 
 

157 
 

slower than their symmetric counterparts and key sizes are 
generally much larger. 

Encryption 
 
448. Encryption algorithms take some original data (referred to as 

‘plaintext’), and convert it to ‘ciphertext’ under control of a ‘key’.  This 
ciphertext looks like random data and typically contains no useful 
information about the plaintext (excluding some approximations of the 
message size) can be obtained without access to the key.  The key is 
usually a short random string, usually of the order 40-1024 bits.  A 
cryptographic system typically consists of algorithms, keys, and key 
management facilities. 

 

 
449. For the purposes of syntax and understanding within this guide, an 

encryption algorithm should be viewed as only providing confidentiality.  
The effect of tampering with the ciphertext or the plaintext is dependent 
upon the actual encryption algorithm.  Since the ciphertext is 
essentially random, it is typically very difficult to detect any tampering.  
However, cryptographic systems such as PGP have overcome this 
tampering problem. 

Attacks on Encryption 
 
450. Key points about encryption attacks: 
 

• The fastest attack is typically an ‘exhaustive search’.  Given 
the ciphertext, the attacker tries each key sequentially until 
finding the key that produces a plausible decryption. 

 
• The security of an encryption algorithm should be solely 

dependent upon the secrecy of the key, and not rely upon 
the secrecy of the algorithm to be secure. 

 
• An attack in which an attacker knows the plaintext 

component of the ciphertext message is called a ‘known 
plaintext’ attack. 

 
• An attack in which an attacker does not know the plaintext is 

referred to as a ‘ciphertext only’ attack. 
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• If an attacker has some knowledge of parts of the plaintext, 

they may be able coordinate a better ciphertext only attack.  
For example, the attacker may know that the content of the 
plaintext message is in ASCII – therefore any decryption that 
includes non-ASCII characters must be wrong. 

Message Digest 
 
451. A message digest is a function that produces a fixed-length string that 

is characteristic of a submitted arbitrary length message.  To be of 
cryptographic value, the message digest must be irreversible – i.e.  It 
should be extremely difficult to compute a message given its digest.  
The primary uses for message digests are for the computation of 
digital signatures and message authentication codes (MACs).  In 
addition, message digests can be used as a form of checksum against 
an encrypted message to verify whether it has been tampered with 
during transport. 

Symmetric Cryptography 
 
452. Symmetric cryptography uses a single private key to both encrypt and 

decrypt data.  Any party that has the key can use it to encrypt and 
decrypt data.  They are also referred to as block ciphers.  Symmetric 
cryptography algorithms are typically fast and are suitable for 
processing large streams of data.  The disadvantage of symmetric 
cryptography is that it presumes two parties have agreed on a key and 
have been able to exchange that key in a secure manner prior to 
communication.  This is a significant challenge.  Symmetric algorithms 
are usually mixed with public key algorithms to obtain a blend of 
security and speed. 
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Asymmetric, or Public Key, Cryptography 
 
453. Public-key cryptography is also called asymmetric.  It uses a secret 

key that must be kept from unauthorised users and a public key that 
can be made public to anyone.  Both the public key and the private key 
are mathematically linked; data encrypted with the public key can be 
decrypted only by the private key, and data signed with the private key 
can only be verified with the public key. 

 
454. The public key can be published to anyone.  While both keys are 

unique to the communication session, the key lifetime typically extends 
beyond that of the message. 

 
455. Public-key cryptographic algorithms use a fixed buffer size.  Private-

key cryptographic algorithms use a variable length buffer.  Public-key 
algorithms cannot be used to chain data together into streams like 
private-key algorithms can.  With private-key algorithms only a small 
block size can be processed, typically 40 to 128 bits. 

 

 
456. The process of encrypting a plain text document using public key 

infrastructure involves merging the plain text with the recipient’s public 
key creating the cipher text.  The cipher text document is sent to its 
intended destination where the recipient uses his/her private key to 
decrypt the document back to the original plain text format.  Because a 
document encrypted with a recipient’s public key can only be 
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encrypted with the private key of that pair, the transmission can be 
considered secure. 

 

 

Digital Signatures 
 
457. Public-key and private-key algorithms can also be used to form digital 

signatures.  Digital signatures authenticate the identity of a sender (if 
you trust the sender's public key) and protect the integrity of data.  You 
may also hear the term MAC (Message Authentication Code).   

 
458. Digital signatures are based on public key cryptography.  In addition to 

a key pair and some type of electronic communications, the digital 
signing and verification processes involve something known as a hash 
algorithm and a signature algorithm.  The hash and signature 
algorithms are extremely complex mathematical formulae.  The hash 
algorithm is performed on the original electronic message's binary 
code, resulting in what is referred to as a message digest; this can be 
of varying bit strengths depending upon the algorithm used.  An 
example of this would be to use SHA-1 at a strength of 160 bits used 
to  produce a string of digits unique to the original message.  The 
signature algorithm is then performed on this message digest.  The 
resultant string of digits is the digital signature.  The signer's private 
key is incorporated into the signature algorithm during the signing 
process, and the public key is incorporated into the signature algorithm 
during the verification process.  It is an actual transformation of the 
message itself that incorporates a "secret" known only to the signer, 
and is therefore tied to both the signer and the message being signed.  
A signer's digital signature will be different for each different document 
he signs. 
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Hash Values 
 
459. Hash algorithms are one-way mathematical algorithms that take an 

arbitrary length input and produce a fixed length output string.  A hash 
value is a unique and extremely compact numerical representation of a 
piece of data.  MD5 produces 128 bits for instance.  It is 
computationally improbable to find two distinct inputs that hash to the 
same value (or “collide'').  Hash functions have some very useful 
applications.  They allow a party to prove they know something without 
revealing what it is, and hence are seeing widespread use in password 
schemes.  They can also be used in digital signatures and integrity 
protection. 

 
460. There are several other types of cryptographic algorithms, for a 

complete and thorough tutorial on implementing cryptographic systems 
we suggest “Applied Cryptography'' by Bruce Schneier.  Secure 
communication provides the following two features: 

 
• Privacy.  Privacy is concerned with ensuring that data 

remains private, and cannot be viewed by eavesdroppers 
who may be armed with network monitoring software.  
Privacy is usually provided by means of encryption. 

 
• Integrity.  Secure communication channels must also ensure 

that data is protected from accidental or deliberate 
(malicious) modification while in transit.  Integrity is usually 
provided by using Message Authentication Codes (MACs). 
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Secure Client-Server Communications 
Approaches to Network-level Cryptography 

 
461. Without getting into the technical details of TCP/IP, Internet 

architecture relies upon layers of protocols, each building upon the 
services below.  Most of these protocol layers can support security 
services – with each having its own advantages and disadvantages.  
Indeed many off-the-shelf network security mechanisms are available 
that plug into the protocol layers – as well as application protocols or 
the core networking protocol.  The table below summarises the 
advantages of each approach.  The benefits of each protocol 
architecture type are shown if columns A-E:  

 
Protocol Architecture Example A B C D E 

Separate Protocol Layer SSL      
Integrated with Core IPSEC      
Parallel Protocol Kerberos      

 
A – Full Security; B – Multiple Applications; C – Tailored Services;  
D – Application Transparency; E – Deployment Ease 

Using a Separate Protocol to Enforce Security 
 
462. There are many options to consider when looking at protocol choices 

and network-level security.  Each has associated strengths and 
weaknesses that may influence the decision making process.  
Generally the options will revolve around selecting either a separate 
security protocol, application-specific security, security within a core 
protocol or a parallel security approach. 
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Security Specific to an Application 
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Security Based within a Protocol 
 

 

Security in Parallel with a Protocol 
 

 

The Options 
 
463. This chapter covers the following secure communication technologies: 
 

• Secure Sockets Layer / Transport Layer Security (SSL/TLS).  
This is most commonly used to secure the channel between 
a browser and Web server.  However, it can also be used to 
secure Web service messages and communications to and 
from a database server running Microsoft® SQL Server™ 
2000 or later. 

 
• Internet Protocol Security (IPSec).  IPSec provides a 

transport level secure communication solution and can be 
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used to secure the data sent between two computers; for 
example, an application server and a database server. 

 
• Remote Procedure Call (RPC) Encryption.  The RPC 

protocol used by Distributed COM (DCOM) provides an 
authentication level (packet privacy) that results in the 
encryption of every packet of data sent between client and 
server. 

 

 
464. The choice of technology depends on a number of factors including the 

transport protocol, end point technologies, and environmental 
considerations (such as hardware, operating system versions, 
firewalls, and so on). 

Choosing Between IPSec and SSL 
 
465. Consider the following points when choosing between IPSec and SSL: 
 

• IPSec can used to secure all IP traffic between computers; 
SSL is specific to an individual application. 

 
• IPSec is a computer-wide setting and does not support the 

encryption of specific network connections.  However, sites 
can be partitioned to use or not use SSL.  Also, when you 
use SSL to connect to SQL Server, you can choose on a per 
connection basis (from the client application) whether or not 
to use SSL. 

 
• IPSec is transparent to applications, so it can be used with 

insecure protocols that run on top of IP such as HTTP, FTP, 
and SMTP.  However, SSL/TLS is closely tied to the 
application. 

 
• IPSec can be used for computer authentication in addition to 

encryption.  This is particularly significant for trusted 
subsystem scenarios, where the database authorises a fixed 
identity from a specific application (running on a specific 
computer).  IPSec can be used to ensure that only the 
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specific application server can connect to the database 
server, in order to prevent attacks from other computers. 

 
• IPSec requires that computers running Windows use 

Windows 2000 or later. 
 
• SSL can work through a NAT-based firewall; IPSec cannot.  

This is primarily due to the requirement for NAT / NAPT to 
modify the IP header and TCP / UDP ports in transit.  When 
IPSEC is applied before this process, the packets cannot 
effectively traverse NAT solutions in this way.  One method 
to address this is UDP encapsulation, but can be said to be 
an additional overhead above and beyond traditional IPSEC. 

Digital Certificates 
 
466. To secure a web service, the web server must do more than simply 

enable the SSL protocol.  The server must also obtain a public key 
certificate from an organisation that client web browsers are likely to 
trust.  For Internet bound application users, these organisations are 
generally public certificate authorities.  Popular certificate authorities 
include:  

 
• AT&T Certificate Services 
• GTE CyberTrust 
• KeyWitness International 
• Microsoft 
• Thawte Consulting 
• VeriSign. 

 

 
467. Both SSL and TLS can provide client, server and mutual entity 

authentication.  Detailed descriptions of the mechanisms can be found 
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in the SSL and TLS sections of this document.  Digital certificates are a 
mechanism to authenticate the providing system and also provide a 
mechanism for distributing public keys for use in cryptographic 
exchanges (including user authentication if necessary).  Various 
certificate formats are in use.  By far the most widely accepted is the 
International Telecommunication Union's X509 v3 certificate (refer to 
RFC 2459).  Separate to SSL, another common cryptographic 
messaging protocol is PGP.  Although parts of the commercial PGP 
product are proprietary, the OpenPGP Alliance 
(http://www.openPGP.org) represents groups who implement the 
OpenPGP standard (refer to RFC 2440). 

 
468. The most common usage for digital certificates on web systems is for 

entity authentication when attempting to connect to a secure web site 
(SSL).  Most web sites work purely on the premise of server side 
authentication even though client side authentication is available.  This 
is due to the scarcity of client side certificates and in the current web 
deployment model this relies on users to obtain their own personal 
certificates from a trusted vendor; and this has not really happened on 
any kind of large scale. 

 

 
469. For high security systems, client side authentication is a must and as 

such a certificate issuance scheme (PKI) might need to be deployed.  
Further, if individual user level authentication is required, then 2-factor 
authentication will be necessary.  There is a range of issues concerned 
with the use of digital certificates that should be addressed: 

 
• Where is the root of trust? That is, at some point the digital 

certificate must be signed; who is trusted to sign the 
certificate? Commercial organisations provide such a service 
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identifying degrees of rigor in identification of the providing 
parties, permissible trust and liability accepted by the third 
party.  For many uses this may be acceptable, but for high-
risk systems it may be necessary to define an in-house 
Public Key Infrastructure. 

 
• Certificate management: who can generate the key pairs 

and send them to the signing authority? 
 
• What is the naming convention for the Distinguished Name 

fields tied to the certificate?  (Distinguished Name (DN) fields 
are variables used within the certificate such as Common 
Name or Organisational Unit). 

 
• What is the revocation/suspension process? 
 
• What is the key recovery infrastructure process? 

SSL/TLS Encryption Levels 
 
470. To ensure that no bias towards a particular company could be claimed, 

IETF renamed SSL to Transport Layer Security (TLS).  The official 
version of the TLS specification was publicly released in January 1999.  
Despite the name change, TLS is merely a newer version of SSL. 

Key Lengths 
 
471. When thinking about key lengths it is all too easy to think “the bigger, 

the better''.  While a large key will indeed be more difficult to break 
under most circumstances, the additional overhead in encrypting and 
decrypting data with large keys may have significant effects on the 
system.  The key needs to be large enough to provide what is referred 
to as cover time.   

 
472. Cover time is the time the key needs to protect the data.  If, for 

example, you need to send time critical data across the Internet that 
will be acted upon or rejected within a small time window of, say, a few 
minutes, even small keys will be able to adequately protect the data.  
There is little point in protecting data with a key that may take 250 
years to be broken, when in reality if the data were decrypted and used 
it would be out of date and not be accepted by the system anyhow.  A 
good source of current appropriate key lengths can be found at 
http://www.distributed.net/. 
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Using SSL 
 
473. When you use SSL you should be aware of the following: 
 

• When SSL is applied, the client uses the HTTPS protocol 
(and specifies an https:// URL) and the server listens by 
default on TCP port 443. 

 
• You should monitor your application’s performance when 

you enable SSL.  SSL uses complex cryptographic functions 
to encrypt and decrypt data and as a result impacts the 
performance of your application.  The largest performance 
hit occurs during the initial handshake, where asymmetric 
public/private-key encryption is used.  Subsequently (after a 
secure session key is generated and exchanged), faster, 
symmetric encryption is used to encrypt application data. 

 
• You should optimize pages that use SSL by including less 

text and simple graphics in those pages. 
 
• Because the performance hit associated with SSL is greatest 

during session establishment, ensure that your connections 
do not time out.  You can fine tune this by increasing the 
value of the ServerCacheTime registry entry.  For more 
information, see article Q247658, “HOW TO: Configure 
Secure Sockets Layer Server and Client Cache Elements” in 
the Microsoft Knowledge Base. 

 
• SSL requires a server authentication certificate to be 

installed on the Web server (or database server if you are 
using SSL to communicate with SQL Server 2000).  For 
more information about installing server authentication 
certificates, see “How to setup SSL on a Web server” within 
the Reference section of this guide. 

Negotiation of Encrypted Communications  
 
474. A standard SSL negotiation uses 9 messages to establish encrypted 

communications. 
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Negotiation of Encrypted Communications 

 
Step Action 
1 Client sends ClientHello message proposing SSL options 
2 Server responds with ServerHello message selecting the SSL options 
3 Server sends its public key information in ServerKeyExchange message 
4 Server concludes its part of the negotiation with ServerHelloDone message 
5 Client sends session key information (encrypted with the servers public key) in 

ClientKeyExchange message 
6 Client sends ChangeCiperSpec message to activate the negotiated options for all 

future message it will send 
7 Client sends Finished message to let the server check the newly activated options 
8 Server sends ChangeCipherSpec message to activate the negotiated options for all 

future messages it will send 
9 Server sends Finished message to let the client check the newly activated options 

Client Certificate Requests 
 
475. In any SSL exchange, the server determines whether client authentication 

is required.  The client has no choice of its own; it simply complies with the 
server’s wishes.  If the server does require client authentication, it 
indicates that by sending a CertificateRequest message as part of the 
hello negotiations. 

 
 Three extra SSL messages authenticate a client’s identity. 

 
Negotiation of Encrypted Communications 

Step Action 
1 Client sends ClientHello message proposing SSL options 
2 Server responds with ServerHello message selecting the SSL options 
3 Server sends its public key information in ServerKeyExchange message 
4 Server asks client for its public key information 
5 Server concludes its part of the negotiation with ServerHelloDone message 
6 Client sends its public key information 
7 Client sends session key information (encrypted with the servers public key) in 

ClientKeyExchange message 
8 Client sends CertificateVerify message, this is a signature on the hash of the 

handshake messages (thus far) to prove they know the private key corresponding to 
the public key information they sent (step 6) 

9 Client sends ChangeCiperSpec message to activate the negotiated options for all future 
message it will send 

10 Client sends Finished message to let the server check the newly activated options 
11 Server sends ChangeCipherSpec message to activate the negotiated options for all future 

messages it will send 
12 Server sends Finished message to let the client check the newly activated options 

 
476. It is uncommon for servers to request certificates from clients, due to 

the scarcity of clients with certificates.  However, client certificate 
requests are sometimes found in intranet applications where a 
company has taken the time and effort to set up PKI for its employees.  



National Infrastructure Security Co-ordination Centre 
 
 

171 
 

In this environment it is a more secure method or authenticating clients 
than using usernames and passwords. 

IPSec 
Overview 

 
477. IPSec can be used to secure the data sent between two computers; for 

example, an application server and a database server.  IPSec is 
completely transparent to applications as encryption, integrity, and 
authentication services are implemented at the transport level.  
Applications continue to communicate with one another in the normal 
manner using TCP and UDP ports.  Using IPSec you can: 

 
• Provide message confidentiality by encrypting all of the data 

sent between two computers. 
 
• Provide message integrity between two computers (without 

encrypting data). 
 
• Provide mutual authentication between two computers (not 

users).  For example, you can help secure a database server 
by establishing a policy that permits requests only from a 
specific client computer (for example, an application or Web 
server). 

 
• Restrict which computers can communicate with one 

another.  You can also restrict communication to specific IP 
protocols and TCP/UDP ports. 

Using IPSec 
 

478. When you use IPSec you should be aware of the following: 
 

• IPSec can be used for both authentication and encryption. 
 
• There are no IPSec APIs for developers to programmatically 

control settings.  IPSec is completely controlled and 
configured through the IPSec snap-in, within the Local 
Security Policy Microsoft Management Console (MMC). 

 
• IPSec in the Microsoft Windows® 2000 operating system 

cannot secure all types of IP traffic.  Specifically, it cannot be 
used to secure Broadcast, Multicast, Internet Key Exchange, 
or Kerberos (which is already a secure protocol) traffic.   
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• You use IPSec filters to control when IPSec is applied.  To 

test the IPSec policies, use IPSec Monitor.  IPSec Monitor 
(Ipsecmon.exe) provides information about which IPSec 
policy is active and whether a secure channel between 
computers is established. 

 
• To establish a trust between two servers, you can use IPSec 

with mutual authentication.  This uses certificates to 
authenticate both computers. 

 
• If you need to use IPSec to secure communication between 

two computers that are separated by a firewall, make sure 
that the firewall does not use Network Address Translation 
(NAT).  IPSec does not work with any NAT-based devices. 

RPC Encryption 
Overview 

 
479. RPC is the underlying transport mechanism used by DCOM.  RPC 

provides a set of configurable authentication levels that range from no 
authentication (and no protection of data) to full encryption of 
parameter state. 

 
480. The most secure level (RPC Packet Privacy) encrypts parameter state 

for every remote procedure call (and therefore every DCOM method 
invocation).  The level of RPC encryption, 40-bit or 128-bit, depends on 
the version of the Windows operating system that is running on the 
client and server computers. 

Using RPC Encryption 
 
481. You are most likely to want to use RPC encryption when your Web-

based application communicates with serviced components (within 
Enterprise Services server applications) located on remote computers.  
In this event, to use RPC Packet Privacy authentication (and 
encryption) you must configure both the client and the server.  A 
process of high-water mark negotiation occurs between client and 
server, which ensures that the higher of the two (client and server) 
settings are used. 
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Session ID Uniqueness 
Random Number Generation 

 
482. Cryptographic keys need to be as random as possible so that it is 

infeasible to reproduce them or predict them.  A trusted random 
number generator is essential.  For UNIX-based systems, the 
/dev/random and /dev/urandom streams often provide strong sources 
of randomness. 

 
483. Care should be taken when using /dev/random to ensure that the 

operating system entropy pool is not exhausted.  In some operating 
systems that provide a /dev/random stream, the implementation 'backs 
down' to a pseudorandom mechanism if the pool is exhausted, but in 
others (notably Linux) it is possible for a thread to block while 
attempting to read /dev/random.  This can lead to a Denial of Service 
condition, so /dev/random should be treated with caution. 

 
484. The /dev/urandom stream (if present) will generally use data from 

/dev/random if it is available and combine it with a strong cryptographic 
mixing or hashing function.  /dev/urandom is often a reasonable choice 
for strong random number generation.  For more information on 
/dev/random and /dev/urandom, consult the operating system's help on 
the subject, normally accessed via 'man urandom' 

 
485. For Microsoft systems, the CryptGenRandom function (declared in 

wincrypt.h) from the Microsoft Security CryptoAPI can provide a good 
source of randomness. 

 
486. EGADS [http://www.securesoftware.com/egads.php] provides the 

same kind of functionality as /dev/random and /dev/urandom on Linux 
systems, but works on Windows, and as a portable UNIX program. 

 
487. YARROW [http://www.counterpane.com/yarrow.html] is a high-

performance, high-security, pseudo-random number generator (PRNG) 
for Windows, Windows NT, and UNIX.  It can provide random numbers 
for a variety of cryptographic applications: encryption, signatures, 
integrity, etc. 

 
488. For more information on the general subject of obtaining secure 

random numbers, see RFC 1750, "Randomness Recommendations for 
Security". 
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Hashes Versus Encoding Techniques 
 
489. As part of an access control evaluation process, coders should have 

already decided upon which access technologies the application will 
use.  A decision must then be made about whether application data 
must be encrypted or not.  If it is to be encrypted, a decision must be 
made as to whether the encryption should be reversible or one-way. 

 
490. One-way encryption (also referred to as hashing) should be used 

wherever appropriate.  If an application must store data (such as a 
password or other secret) for the purpose of verifying that another 
entity also knows it, actually storing the secret is not required.  Instead 
a cryptographic hash of the data should be stored.  The purpose of the 
hash is to prevent the rapid identification or decryption of this 
information should anyone gain direct access to data storage area.  
While it is possible to brute-force guess data contained within the hash 
should the algorithm be well known (e.g.  MD5 or SHA-1), this process 
can be made more difficult by adding a salt value.  A salt value is a 
random number which is added to the hash to prevent the use of 
precompiled dictionary hash attacks.  Typically the salt is embedded 
within the application or stored unencrypted with the hash. 

 
491. Attention must also be paid to the physical storage any secret 

information.  Coders should not assume that external enforcement of 
access controls to data storage areas or non-public code segments will 
be rigorous.  It may be possible for malicious users to circumvent the 
application-level access controls and instead access the supporting 
architecture directly.  Therefore, any secret information (such as 
passwords or database DSN connection strings, etc.) should not be 
obvious or stored in plain text.  In the past, the integrity of backend 
databases have been compromised by using password information 
contained in DSN connection strings. 

 
492. Hashing algorithms for: 

“10.1.1.139:webuser20:Pa$$wOrd:2004.04.29.17:02” 
 

Algorithm Value 
Size-32 0000002e 
CRC-16 AA44 
CRC-16-CCITT FA35 
CRC-32 EA8B1EE6 
FCS-16 E6F2 
FCS-32 EA8B1EE6 
Adler32 1C840BB0 
HAVAL DC7F976AA6314E7B81B35BBE03C4885F5A7FDCF3365660199ED7A02

B65EFAAB7 
MD2 27F96970DE03649F0357C98CFB3518B1 
MD4 A80E6452D68F07F0628475543438E90F 
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Algorithm Value 
MD5 D398E81318BBF058CE3D6769309AF0D3 
SHA-1 ADD5B46D1DEDE7FEF80EE730CB4C8C256FFF0E1E 
SHA-256 92E95D924546572024E5204DFED052B9E8D64C7DA89FEE0B2589F8B5

74AEE8E9 
SHA-384 A6BFF0F9208B1A32DE4FDB1EC1AFABF5F1E7FDEC62D1E02E0A371F

B92F04E13E96C618456C31B4EEF6F5DE67F3228462 
SHA-512 C57D915860D856D2DF1B6F82C746534AC46FB6F32592782866F9E5AD

5F6E1B20A4B503D6D3683A450216A6A2C7CC3FC801395CFC5F4B6C8
1F3289F9DD2D32091 

Tiger C628DF886CFC02E822F275E916DC498579534BF74C2BD25B 
Base64 MTAuMS4xLjEzOTp3ZWJ1c2VyMjA6UGEkJHdPcmQ6MjAwNC4wNC4yO

S4xNzowMg== 
Hex 31302E312E312E3133393A7765627573657232303A50612424774F72643

A323030342E30342E32392E31373A3032 
RIPMD-160 0FCD2158EE13A3DD21CAD9F954FD15BD54C5923E 
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EVENT LOGGING 
 
493. Depending upon the type of application and the levels of access to 

business data, most organisations will require a detailed event logging 
capability.  This may be necessary to fulfil regulatory and statutory 
audit requirements or serve as a tracking mechanism for post attack 
analysis.  Either way, ensuing that the event logging process is 
appropriate for the organisations needs is a requirement for almost all 
business systems. 

 
494. Logging is essential for providing key security information about a web 

application and its associated processes and integrated technologies.  
Generating detailed access and transaction logs is important for 
several reasons:  

 
• Logs are often the only record that suspicious behaviour is 

taking place, and they can sometimes be fed real-time 
directly into intrusion detection systems.  

  
• Logs can provide individual accountability in the web 

application system universe by tracking a user's actions.  
  
• Logs are useful in reconstructing events after a problem has 

occurred, security related or otherwise.  Event reconstruction 
can allow a security administrator to determine the full extent 
of an intruder's activities and expedite the recovery process.   

 
• Logs may in some cases be needed in legal proceedings to 

prove wrongdoing.  In this case, the actual handling of the 
log data is crucial.   

 
495. Failure to enable or design the proper event logging mechanisms in 

the web application may undermine an organisation's ability to detect 
unauthorised access attempts, and the extent to which these attempts 
may or may not have succeeded. 

What to Log? 
 
496. On a very low level, the following are groupings of logging system call 

characteristics to design/enable in a web application and supporting 
infrastructure (database, transaction server, etc.).  In general, the 
logging features should include appropriate debugging information 
such as time of event, initiating process or owner of process, and a 
detailed description of the event.  The following are recommended 
types of system events to log in the application:  
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• Reading of data  
 
• Writing of data  
 
• Modification of any data characteristics should be logged, 

including access control permissions or labels, location in 
database or file system, or data ownership.   

 
• Deletion of any data object should be logged  
 
• Network communications should be logged at all points, 

(bind, connect, accept, etc.)  
 
• All authentication events (logging in, logging out, failed 

logins, etc.)  
 
• All authorization attempts should include time, 

success/failure, resource or function being authorised, and 
the user requesting authorization.   

 
• All administrative functions regardless of overlap (account 

management actions, viewing any user's data, enabling or 
disabling logging, etc.)  

 
• Miscellaneous debugging information that can be enabled or 

disabled on the fly. 

Log Management 
 
497. It is just as important to have effective log management and collection 

facilities so that the logging capabilities of the web server and 
application are not wasted.  Failure to properly store and manage the 
information being produced by your logging mechanisms could place 
this data at risk of compromise and make it useless for post mortem 
security analysis or legal prosecution.  Ideally logs should be collected 
and consolidated on a separate dedicated logging host.  The network 
connections or actual log data contents should be encrypted to both 
protect confidentiality and integrity if possible.   

 
498. Logs should be written so that the log file attributes are such that only 

new information can be written (older records cannot be rewritten or 
deleted).  For added security, logs should also be written to write once 
/ read many devices such as a CD-R.   
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499. Copies of log files should be made at regular intervals depending on 

volume and size (daily, weekly, monthly, etc.).  A common naming 
convention should be adopted with regards to logs, making them 
easier to index.  Verification that logging is still actively working is 
overlooked surprisingly often, and can be accomplished using the 
operating system batch scheduler.  

 
500. Log files should be copied and moved to permanent storage and 

incorporated into the organisation's overall backup strategy.  Log files 
and media should be deleted and disposed of properly and 
incorporated into an organisation's shredding or secure media disposal 
plan.  Reports should be generated on a regular basis, including error 
reporting and anomaly detection trending.   

 
501. Logs can be fed into real time intrusion detection and performance and 

system monitoring tools.  All logging components should be 
synchronised with a timeserver so that all logging can be consolidated 
effectively without latency errors.  This time server should be hardened 
and should not provide any other services to the network. 
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INSTALLATION & CONFIGURATION 
 
502. While this guide is focused upon the application layer, it is vital that the 

configuration of the physical and data access layers also factor into all 
design considerations.  An application’s security can often be easily 
undermined through poorly thought-out and implemented installation 
and configuration options. 

Storing Confidential Information 
Getting Confidential Information from a User 

 
503. The most secure way of storing and protecting confidential information 

is to get the information from a user each time it is used.  In other 
words, if you need a password from the user, get it from the user, use 
it, and discard it.  However, using confidential data in this way can 
often become infeasible for most users.  The more items of information 
you make a user remember, the greater the likelihood that the user will 
employ the same password over and over, reducing the security and 
usability of the system. 

Hashing Data 
 
504. If you store a secret for the purpose of verifying that another entity also 

knows the secret, you probably don’t need to store the secret itself.  
Instead, you can store a verifier, which often takes the form of a 
cryptographic hash of the secret.  For example, if an application needs 
to verify that a user knows a password, you can compare the hash of 
the secret entered by the user with the hash of the secret stored by the 
application.  In this case, the secret is not stored by the application—
only the hash is stored.  This presents less risk because even if the 
system is compromised, the secret itself cannot be retrieved—only the 
hash can be accessed. 

Storing Client Login Information 
 
505. It is possible to configure a system to offer an "enhanced privacy" login 

option.  When user’s login with this option set, all pages subsequently 
served to a user would set pages to pre-expire, set the no-cache meta 
tags and  set the no-pragma-cache meta tags.  In addition the use of 
SSL or TLS is also employed. 

Page Caching Issues 
 
506. Sharing common PCs that are available to more than one user can be 

risky from a security standpoint.  Applications should warn users of the 
dangers of sharing common PCs such as those found in Internet Cafes 
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or libraries.   The general reason for this is the risk of the sensitive data 
remaining in pages cached and retained in the browser.  In addition it 
is vital that applications that use login facilities recommend or force 
that a user log out and close the browser to kill session cookies.   

 
507. Temporary files may still remain and proxy servers or other LAN users 

may be able to intercept traffic.   Sites should not be designed with the 
assumption that any part of a client is secure, and should not make 
assumptions about the integrity of the client.  System administrators 
should take care to ensure that sensitive data is not viewable in a 
user's browser history and to reduce the risk of information disclosure it 
is possible to force pages to NOT cache within a client browser. 

Directories 
Structure 

 
508. Most web applications use many types of files: 
 

• Static files: HTML headers, footers, JPEG images and other 
raw non−changing content. 

 
• Parsed HTML: static HTML mixed with executable code, 

such as PHP and ASP files. 
 
• Include files: Libraries and routines shared by parsed HTML 

and other files. 
 
• Data files: Database or flat text files written by the web 

application. 
 

509. Most novice web developers dump all their files in the HTML 
directory...  the "public_html" "htdocs" or "C:\inetpub\wwwroot" 
directory on the web server.  Web servers use a "permission by 
directory" model: files are treated according to the directory they are in.  
Every file in the HTML directory can be accessed by a web browser if 
the URL is known.  Every file in the cgi−bin directory can be executed. 

 
510. If your web applications write data files (such as a guest book 

application or message board), don't put the data files in the cgi−bin 
directory or html directory.  Every file in /public_html can be read by a 
browser.  Never assume an outsider will not be able to guess the name 
of a file in those directories, because eventually...  they will. 

 
511. For example, if your web app places a data file named 

"card_numbers.dat" in /public_html, any outsider who guesses the file 
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name can view its contents in their browser.  Likewise, if library file 
"user_validation.pl" is placed in cgi−bin it can be run, even though the 
code in that file should only be read by other executable files. 

 
512. Place data files is a directory outside of both /html and /cgi-bin." -> "It is 

recommended that data files are placed in a directory other than /html 
and /cgi-bin.  For example, create a /data directory outside the cgi−bin 
and public_html directories so the files cannot be executed or read 
from a browser.  Likewise create a  /include directory so library files 
and header code cannot be executed or read from a browser.  Here is 
an example layout of a web server home directory on UNIX.  Note 
separate subdirectories in /data to hold data files from each web app 
used on the site: 
 
/cgi−bin 
/public_html 
/data 
    /catalog 
    /webforum 
    /webmail 
/include 

Permissions 
 
513. Applying permissions to directory structures that hold web application 

content is vital.  This prevents unauthorised access to protected areas 
of a web application and also restricts the ability to execute and modify 
code.  Without applying strict permissions, anonymous web users 
could get access to old or unused content that may cause a major 
vulnerability within the application. 

Referencing Data 
File Referencing 

 
514. Never use actual directory or file names as parameters or construct 

names based on user input.  Instead, use keywords that are pointers 
and store the actual file or directory names in a lookup table.  For 
example, in a Perl program do NOT do this: 
 
$datafile = param('datafilename'); 
$open DATAFILE $datafile or die; 

 
Instead, do something like this: 
 
my %filelist = ( "name" => "/home/data/name.txt", 
"address" => "/home/data/address.txt" ); 
$keyword = param('datafilename'); 
open DATAFILE $filelist($keyword) or die; 

 
515. Using the above method, HTML form input is never passed directly to 

the 'open' command.  If a malicious user tries to pass a bad value 
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(such as '/etc/passwd'), it will fail to find a match in the associative 
array.  Lookup tables also prevent a cracker from using a poisoned 
NULL attack (see "Sanitize browser input," above) to shorten strings. 

 
516. For flexibility, the locations of the files can be pulled in from an external 

configuration file, rather than be hard coded into the application.  
However, make sure the config file cannot be accessed by web users 
(i.e.  put it in a separate data directory outside the html directory.  See 
"Use a data directory," above).  If the web server is shared by many 
users, also ensure the data file cannot be changed by other users on 
the server. 

 
517. If your web application absolutely must be capable of opening ad hoc 

files based directly on browser input, rather than a predetermined list, 
never accept complete path and filenames from HTML form input 
fields.  Your web application should at least prefix the input filename 
with an absolute path and strip slashes, backslashes, NULLs and 
sequential dots ( ".." and "..." ) from the input.  For example: 
 
$datadir = '/sites/internet/data'; 
$datafile = param('datafilename'); 
sanitize($datafile); 
open DATAFILE $datadir .  $datafile or die; 

Absolute Paths 
 
518. Never assume a web app is being executed from a particular directory 

on the server.  When opening files, whether for reading or writing, 
always use a fully qualified absolute path and filename.  For example, 
instead of referring to a file like this: 
 
open '../../../data/mydata.txt' 

 
Use a complete pathname such as: 
 
open '/sites/internet/data/mydata.txt' 

File Open Modes 
 
519. When opening a file for reading only (such as a configuration file), 

specify that it should be opened read−only.  Most programming 
languages allow modes to be specified when opening files: read−only, 
write, append, read/write etc.  Always explicitly specify the mode, 
especially if a file should only be opened read−only.  Do not rely on the 
default mode of the programming language… the default may change 
in future versions.  For example, The Perl 'open' command defaults to 
read−only mode if no specific mode has been specified: 

 
open DATAFILE '/sites/internet/data/mydata.txt'; 
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520. However, future versions of Perl may change this, or Perl running on 
an unusual platform could use a different default.  It is better to be 
specific: 
 
open DATAFILE '</sites/internet/data/mydata.txt'; 

Database Security 
 
521. Databases usually have their own built-in security mechanism.  It is 

very important to design a secure way for a web application to access 
the back-end database.  Your application should use a less privileged 
account that has limited permissions in the database.  Be sure that the 
application login to the database is appropriately authorised and 
restricted. 

 
522. Using least privileged accounts mitigates risk and limits the potential 

damage if your account is compromised or malicious code is injected.  
In the case of SQL injection, the command executes under the security 
context defined by the application login and is subject to the associated 
permissions that the login has in the database.  If you connect using an 
over privileged account the attacker can potentially perform any 
operation in any database on the server.  This includes inserting, 
updating, and deleting data; dropping tables; and executing operating 
system commands.  The following things should be considered: 

 
• Use the inherent security of your database to limit who can 

access database resources.  The exact strategy depends on 
your database and your application. 

 
• If possible, use integrated security (i.e. operating system 

authentication and access control supporting database 
security so that only authenticated users can access the 
database.  Integrated security is more secure than using 
connection strings.   

 
• If your application involves anonymous access, create a 

single user with very limited permissions, and perform 
queries by logging on as this user.   

 
• Do not create SQL statements by concatenating strings that 

involve user input.  Instead, create a parameterized query 
and use user input to set parameter values. 

 
• If you must store a user name and password somewhere to 

use as the database login credential, store them securely.  If 
practical, encrypt them. 
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• Store database connection strings securely.  This is 

particularly significant if your application uses SQL 
authentication to connect to SQL Server or connects to non-
Microsoft databases that require explicit logon credentials.  
In these cases, connection strings include clear text 
usernames and passwords. 

 
• Using an appropriate identity or identities to access the 

database.  Data access may be performed by using the 
process identity of the calling process, one or more service 
identities, or the original caller’s identity (with impersonation/ 
delegation).  The choice is determined by your data access 
model — trusted subsystem or impersonation/delegation. 

 
• Secure data that flows across the network.  For example, 

securing login credentials and sensitive data passed to and 
from SQL Server.  Note: Login credentials are only exposed 
on the network if you use SQL authentication, not Windows 
authentication.  SQL Server 2000 supports SSL, with server 
certificates.  IPSec can also be used to encrypt traffic 
between the client computer (for example, a Web or 
application server) and database server. 

 
• Authenticate callers at the database.  SQL Server supports 

Windows authentication (using NTLM or Kerberos) and SQL 
authentication (using SQL Server’s built-in authentication 
mechanism). 

 
• Authorise callers at the database.  Permissions are 

associated with individual database objects.  Permissions 
can be associated with users, groups, or roles. 

Database Gatekeepers 
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523. The key gatekeepers are: 
 

• The chosen data store used to maintain the database 
connection string. 

 
• The SQL Server login (as determined by the server name 

specified in the connection string). 
 
• The database login (as determined by the database name 

specified in the connection string). 
 
• Permissions attached to individual database objects such as 

users, groups, or roles. 

Database Connection Strings 
 
524. When implementing intercommunication between the web and 

database server, it is important to consider the pros and cons with 
regards to different implementations.  The database connection string 
that contains the authentication credentials needs to be stored 
somewhere (there are exceptions to this rule if certificates etc are 
used).  Common ways of implementation it on Windows includes 
storing the value in the registry, creating a DSN that contains the 
values, or store the connection string in a server-side file, such as an 
.asp/.aspx file. 

Server-side File 
 
525. When the connection string is stored in a server-side file, which 

through the years has been a very common way for developers of 
implementing it, you expose yourself to a few dangers.  Below an 
example of a DSN-less (Data Source Name) connection string 
connection to a SQL Server using OLE (Object Linking and 
Embedding) stored in a server-side .asp/.aspx file is shown: 
 
Provider=SQLOLEDB; Data Source=192.168.1.1; Initial Catalog=Example; User 
ID=sa; Password=password; 

 
526. A DSN-less connection declares the driver, the db name, and the path 

to the db location on the fly.  These are the items that are normally 
contained on the server in a system DSN.  Applications can more 
easily be moved from one system to another using DSN-less 
connections.  If your applications are reliant on a local file or system 
DSN, moving the application to another system means you need to re-
register all the DSN names. 
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527. This string in the example will store the authentication details in clear-
text in this file.  The issue with this is that someone might possibly be 
able to read the content of this file.  A few examples of how this can be 
accomplished and considerations are: 

 
• Previously several vulnerabilities have been discovered that 

allows the direct viewing of .ASP content.   
 
• Other vulnerabilities relating to the web server could allow 

directory traversing and viewing of file content. 
 
• Developers and developer environments leave 

copies/backups of files renamed to things such as .tmp, 
.bak, .old etc.  Since these are not recognized by the server 
as a server-side executable or interpreted file, it could 
display the content to the user. 

 
• Anyone with limited rights on the local machine could 

possibly read the contents of the file. 
 
• Commonly on IIS using ASPs, developers store this string in 

global.asa or default.asp located under the web root.  If this 
type of database connection is used, store it in a less 
generic place. 

System DSN (Data Source Name) 
 
528. If an already established DSN is used then a reference to this DSN is 

required to be stored in a server-side file.  Here is an example code 
snippet of what is shown in the server-side file when setting a variable 
linked to an ODBC (Open Database Connectivity) connection and 
referencing the DSN source. 
 
Set DbConn = Server.CreateObject("ADODB.Connection")  
DbConn.Open ("DSN=Example;") 

 
529. A System DSN is basically a registered pointer on the server that 

knows the name of the database you are attempting to access.  The 
advantage of a system DSN is that it reduces the amount of code in 
your application to make a connection to your db and if the driver you 
are utilizing changes from for example Access to SQL Server only one 
change on the server side has to be made.  This option is a more 
secure option than storing the credentials directly in a server-side file 
since no credentials needs to be specific in the user accessible 
application. 
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Registry 
 
530. When the connection string is stored in the registry it is easily 

accessible by the local system.  A few things to consider are: 
 

• Encrypting the registry value since local users, or users who 
gain unauthorised access to the system could gain access to 
the user/password credentials stored in the string. 

 
• Restrict the access to the registry key to only relevant users 

by applying ACLs. 
 
• The account used to access the share will need Read 

access to the registry key. 
 

531. If encryption is used this is a fairly secure way of implementing 
database connection detail security.  However, this relies on the fact 
that the encryption used is secure and correctly implemented. 

Default Accounts 
 
532. Off-the-shelf web applications typically have default user accounts 

activated upon deployment.  These accounts, which typically include 
an administrator of the system, come preconfigured on the system and 
in many cases have a default password.  It may be possible for the 
system to be compromised by accessing these default conditions.  
Web applications can enable multiple default accounts on the system, 
which again can include administrator level accounts.  In addition, 
default accounts may exist within the back-end database system, and 
commonly do with relational database management systems such as 
Oracle.  The accounts may be accessed from the web either using the 
web application or via special ports or parts of the application.  
Attacking such default accounts can occur in two ways: 

 
• Using the default username/password, assuming that it was 

not changed during installation.   
 
• Enumeration of the password for a known default account 

which has been changed previously.   
 
533. To mitigate this security risk it is vital that not only the default 

passwords for the accounts are changed, but that the accounts 
themselves are renamed where possible.  This will make a credentials 
compromise significantly harder to achieve. 
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DATA CONTENT 
 
534. With web-based applications, it is important to be aware of the types 

and impact of information contained within the data sent to a remote 
client system.  While the application is designed to present data to the 
client typically through their browser, information contained within the 
HTML body and other file-includes may pose a risk to security. 

Personal Data Representation 
 
535. Applications should be designed to ensure that personal data is 

displayed only where absolutely necessary.  Account numbers, 
address details and other personal details should always be masked in 
some way.  If an account number is 1234554321 the application 
should display the number as *****54321 where possible.   First names 
or nicknames should be used instead of surnames, and numeric 
identifiers should display a subset of the complete string.  Where the 
data is actually needed within pages the application should set pages 
to pre-expire, set the no-cache meta tags and set the no-pragma-
cache meta tags to mitigate content latency. 

Types of Collected User Data 
 
536. Data collected from web application users typically falls into one of five 

categories.  It is often important that consent is given before collecting 
the data: 

 
• Personally identifiable information - Examples include first 

and last names, phone numbers, addresses, ZIP or postal 
codes, e-mail address, credit card numbers, globally unique 
identifiers (GUID), and IP addresses.  Users must be 
properly notified, and they must grant their consent before 
this type of information is collected.  Users must also be able 
to modify inaccurate data. 

 
• Sensitive data - Examples include medical records, financial 

information, lifestyle information, and political affiliation.  
Collection of this data also requires user notification and opt-
in consent.  Users must be able to modify or delete this data. 

 
• System data - System data includes data collected about 

computer systems, such as browser version or screen 
resolution.  User notification and consent is not required 
because personally identifiable data is not requested or 
collected.  If system data is collected for purposes other than 



National Infrastructure Security Co-ordination Centre 
 
 

189 
 

routine statistical analysis, user notification and consent 
might be required. 

 
• Derived system data - This includes system data that could 

reveal personally identifiable information such as usernames 
or GUIDs.  This type of system “sniffing” requires user 
notification and consent. 

 
• Behavioural data - Behavioural data indicates user interests.  

It is derived from the user’s behaviour rather than from the 
result of direct user input.  For example, repeated visits to a 
sports Web site implies that the user is a sports fan.  User 
consent is not required, but the site or application’s privacy 
policy must inform the user that profiling is taking place and 
how the data will be used. 

Collection Consent 
 
537. As many applications are likely to collect user data and information, 

care must be taken in gaining their consent.  Wherever possible, obtain 
explicit consent from the user to collect the data and provide an 
appropriate opt-in or opt-out mechanism.  At the same time, gain 
permission for any secondary uses of the data. 

Young Visitors 
 
538. If an application is generally available to the public, care must be taken 

when collecting personal data from the users if there is a possibility 
that the user may be a minor.  For instance, children under 13 years 
old have legal protections in the United States, and those between 13 
and 18 should also be handled with special care.  Similar consideration 
must also be placed upon access to public areas of the application (for 
instance feedback forums) that may contain inappropriate content. 

Hidden Fields 
 
539. A hidden field does not appear visibly in a client browser, but its 

properties can be used in same way as with any standard control.  
When a page is submitted to the server, the content of a hidden field is 
sent in the HTTP form along with the values of other controls and 
parameters.  A hidden field can act as a repository for page-specific 
information that is required to be passed to a subsequent page.  It is 
however easy for a malicious user to see and modify the contents of a 
hidden field making it insecure for applications that deal with sensitive 
data.  Sensitive information or that which the application relies upon to 
work properly should not be stored within hidden fields in this way. 
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540. A hidden field stores a single variable in its value property and must be 
explicitly added to the page.  Then you insert your value into the 
hidden field.  In order for hidden field values to be available during 
page processing, you must submit the page using an HTTP post 
method.  That is, you cannot take advantage of hidden fields if a page 
is processed in response to a link or HTTP GET method.   ASP.NET 
provides the HtmlInputHidden control that offers hidden field 
functionality. 

Comments & Commented Code Elements 
 
541. An HTML comment is defined as a block of text enclosed within <!-- 

and --> tags.  The browser ignores everything enclosed within these 
tags when it renders the page for display.  However, comments remain 
a part of the HTML source code and are displayed when the user 
chooses the View Source option in the browser. 

 
542. Comments left in HTML can come in many formats, some as simple as 

directory structures, others inform the potential attacker about the true 
location of the web root. Comments are sometimes left in from the 
HTML development stage and can contain debug information, cookie 
structures, problems associated with development and even developer 
names, emails and phone numbers.  

 
543. Developers and Web content authors use comments to insert 

placeholders and annotations in the HTML code.  Every programmer is 
taught the importance of putting appropriate comments in the source 
code. 

 
544. In legacy software applications, comments are removed by the 

compiler when executable binaries are generated.  Hence comments 
never end up being a security issue as far as information disclosure is 
concerned.  In the case of HTML, comments end up being transmitted 
to the Web browser.  What can an attacker gather from HTML 
comments? Generally, the comments include: 

 
• Revision history 
• Developer or author details 
• Cross-references with other areas of the Web application 
• Reminders and placeholders 
• Comments inserted automatically by Web applications 
• Old commented-out code 
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545. Key classes of comments are: 
 

• Structured Comments - these appear in HTML source, 
usually at the top of the page or between the JavaScript and 
the remaining HTML, when a large development team has 
been working on the site for some time.  

 
• Automated Comments - many widely used page generation 

utilities and web usage software automatically adds 
signature comments into the HTML page. These will inform 
the attacker about the precise software packages 
(sometimes even down to the actual release) that is being 
used on the site. Known vulnerabilities in those packages 
can then be tried out against the site.  

 
• Unstructured Comments - these are one off comments made 

by programmers almost as an "aid memoir" during 
development. These can be particularly dangerous as they 
are not controlled in any way. Comments such as "The 
following hidden field must be set to 1 or XYZ.asp breaks" or 
"Don't change the order of these table fields" are a red flag 
to a potential attacker and sadly not uncommon. 

 
546. Many times we are asked: "How much of this stuff do you really find on 

actual sites?" See for yourself.  The examples presented are only 
slightly modified to conceal the identities of the Web sites and servers 
that carry these pages. 

Revision History 
 
547 As a Web application undergoes changes, developers tend to maintain 

a change log within the source code of the application.  In the case of 
static HTML files, especially those that comprise the main Web page 
and other points of entry into the application, developers tend to 
embed the revision history in these files.  

Developer or Author Details 
 
548. Many times, developers or Web content authors leave details in the 

comments in the HTML code.  This is a common practice if many 
developers are working on the same resources and files.  A typical 
example of a developer comment found in the HTML comments is: 
 
<!-- Changed by: John Smith, Mon Mar  6 13:13:25 2000--> 
<BASE HREF="http://www.blueballoon.com/store/"> 
<LINK REV="made" HREF="mailto:jsmith@blueballoon.com">  
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Cross-References to Other Areas of the Web Application 
 
549. Most Web applications consist of many distinct files and scripts linked 

to one another.  In many cases, HTML comments contain information 
about how files are cross-referenced to one another and also give 
details on application functionality, as in: 

 
<!-- Called by /login/login.php --> 

Reminders and Placeholders 
 
550. In many cases, HTML comments act as a string around the finger, to 

remind the application or content writer about some important aspects 
of that particular resource.  Such information within HTML comments is 
valuable when gathering information about application functionality.  
Some reminders can be fairly harmless.  An example of such a 
reminder is: 
 
<!-- MAIN DOCUMENT TABLE: TOP--> 
<table border="0" width="770" cellspacing="0" cellpadding="0"> 
<!-- this row establishes the spacing of the internal cells --> 
<tr><td width="165"><!-- navigation block --> 
<img src="/global/resources/blank.gif" width="165" height="16" 
border="0"></td> 
<td width="605"><!-- content block --><img src="/global/resources/blank.gif" 
width="605" height="16" border="0"></td></tr> 
<!-- HEADER-LOGO --> 

 
551. However, other reminders or placeholders can reveal sensitive 

information, such as: 
 
<!-- Make sure that /var/www/html/conf/shopping_cart.conf is updated --> 
<!-- before making changes to this file --> 
<!-- PUT NEW PRODUCTS HERE --> 
<!-- BEGINNING OF LEFT SIDE MENU --> 
    <TABLE BORDER="0" CELLPADDING="2" CELLSPACING="2"> 
      <TR><TD ALIGN="LEFT" WIDTH="380" VALIGN="TOP"> 

 
552. The comment says it all.  A hacker reading this code would 

immediately jump to the browser window and send off a request for 
http://server/conf/shopping_cart.conf to see if the shopping cart 
configuration file could be recovered.  Another example of careless 
information leakage in placeholder comments is: 
 
<!--start header code--> 
        <table cellspacing=0 cellpadding=0 border=0> 
        <tr> 
                <td width=225>&nbsp;</td> 
                <!-- ad goes here! --> 
                <nobr><a href="/promos/default.asp"> 
                <B><FONT STYLE="font-size: 11px" COLOR=#333399> 
                Save 25% on Apartments.</FONT></B></a></nobr> 
                <!-- end ad --> 
                </td> 
        </tr> 
        </table> 
<!-- strPath c:\webroot\daily\home\Default.asp--> 
<!-- apt_tab hom--> 
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Comments Inserted by Web Application Servers 
 
553. Some Web application servers and Web content authoring tools insert 

their own comments in the generated HTML code.  These comments 
may not directly give away any sensitive information, but if analyzed 
carefully, they do reveal which technologies are at work on the Web 
server or which tools were used to compose the Web page.  Examples 
of such comments include: 
 
<!-- ImageReady Preload Script (splash.psd) --> 
<!-- Vignette StoryServer 4 Sun Jan 13 00:04:01 --> 
<!-- NCompass Resolution Template File --> 
<!-- Lotus-Domino (Release 5.0.9 - November 16, 2001 on AIX) --> 
These comments are inserted by Adobe ImageReady, Vignette Story- Server, 
NCompass (now Microsoft Content Management Server), and Lotus Domino Server, 
respectively. 

Old "Commented-Out" Code 
 
554. As Web pages undergo changes, content authors tend to create a 

copy of the content, comment-out the old copy, and edit the new copy 
to preserve formatting.  Some important information often ends up 
being leaked in the commented-out content.  Such an instance is: 
 
<!-- 
<P> <A HREF="http://some-server.com/~xyzzy/picons.zip">Host icons database</A> 
This isn't needed to run Application X, but it makes traceroute a little 
prettier.  It's a repackaged version of the 
<A HREF="http://www.faqs.org/faqs/picons-faq/">Picons</A> domain database. 
If you'd like to see your domain added, send it to the picons maintainers 
and I'll import it for the next release of Application X. 
--> 

 
Note that the Web content author gave away the fact that a user 
account called "xyzzy" is present on the server.  For most comments a 
simple filter that strips comments before pages are pushed to the 
production server is all that is required. For Automated Comments an 
active filter may be required. It is good practice to tie the filtering 
process to sound deployment methodologies so that only known good 
pages are ever released to production. 

Internal and External Hyperlinks 
 
555. Looking for hyperlinks to other Web resources in the HTML code is 

another promising area.  Studying hyperlinks gives us an idea of how 
the application is laid out.  We can then chart various areas of the 
application that are grouped by functionality and try to understand how 
information flows through the application.  Once the linkage and 
information flow between various areas of the application becomes 
clear, we can identify the weak aspects. 
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556. In HTML, hyperlinks are specified by using the <A HREF=link>…</A> 
tags.  Hyperlinks can link resources within the same Web site, or they 
can link to resources on external Web sites.  Hyperlinks also can be 
found within the <FORM> tag.  The <FORM ACTION=link> tag is an 
example of a resource that is invoked when the user submits an HTML 
form.  The easiest way to search for hyperlinks in the HTML source is 
to look for occurrences of "HREF" or "FORM." 

 
557. When looking at hyperlinks, we need to distinguish between internal 

and external hyperlinks so that we don't end up stepping outside the 
application boundaries.  The following HTML code snippet is from an 
online stock trading application running on www.acmetrade-
online.com: 
 
<A HREF="/login/signin.jsp">Click here to sign in to the trading system</A> 
<P> New user? Click <A HREF="/login/newuser.jsp">here</A> to set up a 
trading account. 
<FORM ACTION="http://quotes.acme-stockquotes.com/cgi-bin/stockquote.pl" 
   METHOD=POST> 
<B>Quick Quotes</B> 
<INPUT NAME=symbol TYPE=TEXT SIZE=5> 
<INPUT TYPE=SUBMIT VALUE="Get quote"> 
</FORM> 

 
558. The first two hyperlinks <A HREF=/login/signin.jsp> and <A 

HREF=/login/newuser.jsp> are internal hyperlinks.  They translate to 
http://www.acmetrade-online.com/login/signin.jsp and 
http://www.acmetrade-online.com/login/newuser.jsp, respectively.  The 
third hyperlink, which is invoked by submitting the stock quotes look-up 
form, is an external hyperlink, pointing to http://quotes.acme-
stockquotes.com/cgi-bin/stockquote.pl. 

E-Mail Addresses and Usernames 
 
559. Quite often, HTML pages contain hyperlinks or references to e-mail 

addresses.  The <A HREF=mailto:address@server> tag is used for 
specifying a hyperlink for sending e-mail.  Clicking on such a link 
generally will cause an e-mail client to pop up and allow the user to 
compose a message to the recipient specified in the mailto: hyperlink. 

  
560. E-mail addresses also can be a part of HTML comments, especially 

specifying who is in charge of maintaining a particular section or a 
page.  Extracting e-mail addresses from HTML is a simple task.  All it 
involves is searching for the @ character within the HTML text. 

UBE, UCE, Junk Mail, and Spam 
 
561. Unsolicited bulk e-mail, unsolicited commercial e-mail, junk e-mail, or 

spam—whatever you call it—causes lots and lots of wasted bandwidth 
and annoyance to Internet users.   Recently, "e-mail harvesting" 
became a profitable activity for some companies that operate bulk e-
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mail servers that for a fee send out mass e-mailings of advertisements 
for small businesses.  CDs containing millions of e-mail addresses 
gathered and categorized are sold in certain places.  Such e-mail lists 
and directories are compiled by Web crawler programs specifically 
written to gather e-mail addresses from Web pages. 

 
562. Essentially, e-mail harvesting programs operate on the same 

principle—download the HTML code of a Web page, extract e-mail 
addresses by looking for patterns with the @ character, recursively 
follow other hyperlinks within the Web page, and repeat the same 
process. 

Keywords and Meta Tags 
 
563. The HTML code that makes up a Web page has two distinct sections—

the header and the body.  The HTML body contains the information 
that is displayed by the browser, whereas the HTML header holds 
information about the contents of the body section.  Information such 
as the document title, a brief description of the document contents, the 
name of the author, date of creation, and so on can be found in 
<META> tags within the header section of an HTML document.  A 
good example of information contained in meta tags is in the following 
HTML code, extracted from a story carried on CNN about spam and 
junk e-mails: 
 
<html> 
<head> 
  <title>CNN - Top 10 spam control tools - September 21, 1998</title> 
  <meta http-equiv="Content-Type" content="text/html; charset=iso-8859-1"> 
  <meta name="Description" content="Try these tools for ridding your in-box of 
spam."> 
  <meta name="keywords" content="spam, unsolicited e-mail, commercial e-mail, 
junk e-mail, messages"> 
  <meta name="author" content="Sally Neuman"> 
  <meta name="source" content="PC World"> 
  <meta name="publisher" content="PC World"> 
  <meta name="publicationDate" content="September 21, 1998"> 
  <meta name="language" content="English"> 
  <meta name="editor" content="Sherry McInroy"> 
  <meta name="contentMirror" 
content="http://www.pcworld.com/pcwtoday/article/0,1510,8122,00.html"> 
</head> 

 
564. This code doesn't leak any sensitive information.  However, in some 

cases, meta tags are another opportunity for a careless mistake to slip 
in. 

Old Content, and Code Management Principles  
 
565. Old content that is still contained within an application is posing a 

possible security risk.  Many cases have existed where unused or 
temporary content has proven vulnerable to web application attacks, 
causing the entire application to be compromised.  It is trivial to find old 
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and temporary content based upon looking for common file names and 
extensions (.tmp, .bak, .old etc..) and monitoring the web server's 
request to the response.  A web server will typically return an HTTP 
200 response code if the file exists and an HTTP 404 response code if 
the file does not exist.  It should be obvious that an attacker can use 
large dictionary style lists to discover files within a web root in an 
automated and speedy fashion. 

 
566. Many web site administrators or application developers leave default 

content on the server or within an application’s reach.  Any file that is 
provided during a default installation of a system, and is not required 
for key application functionality, should be removed prior to the system 
becoming live.  If default content is left on a live application, potential to 
exploit known issues may exist that can cause a severe compromise of 
the application or host.  To reduce the ability for an attacker to discover 
this old, temporary or default content it may be possible to modify the 
HTTP service codes that a server returns for different conditions.  If a 
web server does not return an HTTP 200 response for content that is 
there and a HTTP 404 response for content that isn't, many automated 
web application attacks of this nature will not work.  It needs to be 
ensured that making this kind of change will not affect the normal 
operation of legitimate applications. 

 
567. A separate issue that can exist by leaving default and unneeded 

configurations in place is the ability to affect an application using debug 
commands.  Debug commands are commands that were present 
during the design and implementation of the application but which 
should have been removed upon deployment.  They may grant extra 
functionality, allow for sensitive information to leak to the user or even 
allow full administrative control over an application.  Debug commands 
generally come in two different forms.  The first is Explicit Commands -  
where a name value pair has been left in the code or can be 
introduced as part of the URL to induce the server to enter debug 
mode.  Such commands as "debug=on" or "Debug=YES" can be 
placed on the URL like this:  
 
http://www.somewebsite.com/account_check?ID=8327dsddi8qjgqllkjdlas&Disp=no  

 
Can be altered to: 
 
http://www.somewebsite.com/account_check?debug=on&ID=8327dsddi8qjgqllkjdlas&Di
sp=no 

 
568. The debug command can also be placed inside HTML code or 

JavaScript when a form is returned to the server, by adding another 
line element to the form construction.  This will result in the same 
outcome as the URL based method.   
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569. The second type is Implicit Commands - this is where seemingly 
innocuous elements on a page if altered have dramatic effects on the 
server.  The original intent of these elements was to help the 
programmer modify the system into various states to allow a faster 
testing cycle time.  These element are normally given obscure names 
such as "fubar1" or "mycheck" etc.  These elements may appear in the 
source as: 
 
<!-- begins --> <TABLE BORDER=0 ALIGN=CENTER CELLPADDING=1 CELLSPACING=0>> 
<FORM METHOD=POST ACTION="http://some_poll.com/poll?1688591" 
TARGET="sometarget" FUBAR1="<INPUT TYPE=HIDDEN NAME="Poll" VALUE="1122"> <!-- 
Question 1 --> <TR> <TD align=left colspan=2> <INPUT TYPE=HIDDEN 
NAME="Question" VALUE="1"> <SPAN class="Story"> 

 
570. Finding debug elements is not an easy process, but once one is 

located it can usually be used across the entire application by a 
malicious attacker to exact greater control than originally intended by 
the developer.  Because developers never intend for these commands 
to be used by normal users, the precautions preventing parameter 
tampering are usually not taken.  Debug commands have been known 
to remain in 3rd party code designed to operate the web site, such as 
web servers, database programs and web applications. 

Rogue Files 
 
571. There several common classes of rogue or forgotten files that may be 

present on an application server – all of which could prove beneficial to 
an attacker: 

 
• Known Vulnerable Files - Obviously many known vulnerable 

files exist, and in fact looking for them is one of the most 
common techniques that commercial and free-ware 
vulnerability scanners use. Many people will focus their 
search on cgi's for example or server specific issues such as 
IIS problems. Many daemons install "sample" code in 
publicly accessible locations, which are often found to have 
security problems. Removing (or simply not installing) such 
default files cannot be recommended highly enough.  

 
• Hidden/Un-Referenced Files - Many web site administrators 

leave files on the web server such as sample files or default 
installation files. When the web content is published, these 
files remain accessible although are un-referenced by any 
HTML in the web. Many examples are notoriously insecure, 
demonstrating things like uploading files from a web 
interface for instance. If an attacker can guess the URL, then 
he is typically able to access the resource.  
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• Back-Up Files / Temp Files - Many applications used to build 
HTML and dynamic content development languages (such 
as ASP pages) leave temporary files and back-up files in 
directories. These often get up-loaded either manually in 
directory copies or via site management modules of HTML 
authoring tools like Microsoft's FrontPage or Adobe Go-Live. 
Back-up files are also dangerous as many developers 
embed things into development HTML that they later remove 
for production. Emacs for instance writes a *.bak in many 
instances. Development staff turnover may also be an issue, 
and security through obscurity is always an ill-advised 
course of action.  

Mitigation Techniques  
 
572. The mitigation techniques for these data content failures are relatively 

simple.  Key points are: 
 

• Remove all sample files from your web server.  
 
• Ensure that any unwanted or unused files are removed.  
 
• Use a staging screening process to look for back-up files. A 

simple recursive file grep of all extensions that are not 
explicitly allowed is very effective.  

 
• Some web server / application servers that build dynamic 

pages will not return a 404 message to the browser, but 
instead return a page such as the site map. This confuses 
basic scanners into thinking that all files exist. Modern 
vulnerability scanners however can take a custom 404 and 
treat it as a vanilla 404 so this technique only slows 
progress. 
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SECURITY TESTING FOR WEB APPLICATIONS 
Testing Secure Applications 

Roles and Responsibilities 
 
573. Before an application can be made public, it must be security tested.  

For many organisations this should be a two phased approach.  
Internal testing teams should be involved in conducting the first phase 
of security testing.  While being closely tied to standard testing 
techniques, there is a change of emphasis when testing the security of 
an application.  Normal application testing focuses upon verifying that 
features are present and work correctly, as well as identifying general 
bugs or slippages from the approved design documentation.  When 
testing the security of an application, the emphasis is upon proving that 
defensive mechanisms work correctly and handle unexpected data, 
rather than proving that feature functionality works. 

 
574. The second phase revolves around dedicated security professionals 

with an ability to replicate the myriad of application level attack vectors.  
Testing at this stage revolves around the more complex attack vectors 
which require network-level manipulation.  If the first stage is done 
correctly, all general security bugs would have been previous identified 
and corrected.  The security professionals can then focus upon 
specialist areas – consequently reducing the amount of time necessary 
to test.   

Testing Mentality 
 
575. Regardless of technical skill and ability, the most important aspect to a 

good security tester is the ability to think like an attacker.  The attack 
vectors for web applications are in essence very simple and easily 
initiated, so the skills are easily picked up.  While most developer and 
project managers typically wish to hear “yes, the features met the 
design criteria”, security testers would more commonly report “OK, 
that’s good, I got an access denied”. 

Building a Test Plan 
 
576. A lot of people will place an emphasis on some kind of “black box” or 

“white box” access to application information.  Black box testing refers 
to testing the application without access to source code or design 
documents.  White box testing refers to full access to documentation 
and source code – and typically includes the actual developers.  In 
general, a mix of both aspects will result in the best testing.  For 
instance, approaching the application initially from a black box 
perspective but, having identified a possible flaw, approaching the flaw 
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from a white box perspective will result in quicker and more thorough 
analysis of the issue. 

 
577. To aid the process of testing, it is important to initially develop some 

kind of test plan.  This test plan should outline which application and 
application components are to be tested, what the security 
assumptions are for each element, what security aspects of the 
components are in need of testing and what are the expected results.  
For most testing processes, this involves the following steps: 

 
• Break the application into its fundamental design 

components 
 
• Identify all the component interfaces 
 
• Rank these interfaces by potential vulnerability exposure 
 
• Review the types of data accessed by each interface 
 
• Inject malicious data into each interface to find any security 

issues 
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The Web-based Application Security Assessment Process  
 
578. The process of assessing the security of a web-based application, 

although not technically complex, often relies upon a multi-facetted 
approach utilising a variety of technologies and techniques.  
Unfortunately, there is currently no quick shrink-wrapped solution 
available to automatically and comprehensively assess an application’s 
security.  Various vendors can supply testing products that will search 
for the most basic faults in non-complex applications/environments and 
provide advice on better coding practices.  Based upon experience in 
assessing critical Web-enabled applications, automated tools should 
only be used for first-round security testing and preliminary 
identification of potential flaws.   

 
579. Depending on your specific requirements and the type of web-based 

application, an application security assessment should typically consist 
of the following phases:  

 
• Examination of external/client-side visible code for 

information that could be used for social engineering 
purposes or for information on how an application functions 
that might be used towards a more focused attack.   

 
• Discovery of information on the type of environment that 

exists at the server side (e.g., embedded SQL queries 
specific to a single database version).   

 
• Inspection of application validation and bounds checking — 

both for accidental and mischievous input.  The purpose of 
this exercise is to ascertain the limits of correct server 
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responses when handling unexpected data formats or sizes.  
This phase involves buffer overflow attempts to establish 
system resilience and performance continuity.   

 
• Manipulation of client-side code and locally stored 

information such as cookies and session information.  Client-
side code is altered to subvert authentication checking and 
used to establish the bounds of server reliance on client data 
fields.  URL request information and GET/PUT requests are 
altered to achieve unexpected system responses and 
access confidential information.   

 
• Examination of application-to-application interaction between 

system components such as the Web service and back-end 
data sources.  Attempts are made to reference system 
components by impersonating other system functions or 
sources.  Redirection methods and messaging functions are 
closely examined.  

 
• Discovery of techniques that could be employed by attackers 

to escalate their permissions by referencing application 
components with higher server-side permissions, or 
exploitation of race conditions to identify lax permission or 
authentication checking.   

 
• Attempts to subvert in-transit data between the client and 

server system.  Examination of data delivery methods and 
the likelihood of their subversion or use in a replay-type 
attack, or other session orientated attacks, including an 
analysis of system responses to such data.   

 
• Authentication methods in use are examined for their 

robustness and resilience to various subversion techniques.  
Attempts are made to bypass authentication processes 
and/or impersonate valid logged-in users.  Detailed studies 
of user segregation methods are undertaken and an analysis 
of server-side responses to failed attempts is made.   

 
• Overall examination of the application’s deployment and 

security configuration from perceived threat models.  Advice 
is given on secure deployment methodologies for the 
application type, based upon market considerations, new 
vulnerability developments and attack methodologies. 
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The Testing Process 
Authentication Processes 

 
580. The authentication processes used by the web-based application are a 

significant factor in securing the integrity and the confidentiality of the 
data it accesses.  Therefore testing the authentication processes fully 
is a high priority.  The testing process is commonly divided into the 
following stages: 

 
• Authentication Options 
• Authentication Response Investigation 
• Password Issues 
• Logout and Revocation 
• Timeout Analysis 

Authentication Options 
 

581. Depending upon the application type and usage, there may be multiple 
methods of authentication in use.  Each authentication system must be 
tested and validated as being secure. 

 
1) Does the application support client authentication?    

 
2) How many credentials are required to authenticate?    

 
3) Are their multiple tiers to the authentication process?    

 
4) Can multiple clients be authenticated and access the 

application at the same time?    
 

5) If the application is to be used from non-trustworthy 
workstations, are the authentication options appropriate? 
 

6) Are authentication detail changes logged?    

Authentication Response Investigation 
 
582. When the application user attempts to access the application: 
 

1) Is client authentication user unique or shared?  
   

2) Does the application require hierarchical access levels?  
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3) Are confidential authentication details displayed on screen 

while the client user is typing them in?   (for example, are 
passwords *** out to prevent shoulder surfing?) 
 

4) Does the application respond with non-informative 
authentication failure messages?    

5) Does the authentication process reveal information about the 
authenticating device?    
 

6) Does the application respond appropriately to missing login 
credentials?    
 

7) Is authentication information encrypted when sent over the 
network?    
 

8) Are confidential authentication details shown in plain text on 
the screen during the process of changing them?    
 

9) Is the authentication process logged at both client and server 
hosts?    

Password Issues 
 
583. As follows: 

 
1) How are authentication details originally supplied to the client 

user?   
  

2) Is authentication information stored on the client host?  
   

3) Is it possible to guess other client user’s credential details from 
a known set of credentials?    
 

4) Is it possible to change authentication details after 
authenticating to the application?    
 

5) Is it possible to reuse old passwords?    
 

6) Are there any complexity rules for ensuring strong passwords?    
 

7) Is the previous password required to verify any changes to a 
new suite of authentication details?    
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8) Is there a secure process for the client to change their own 
password or authentication details?    

Logout and Revocation 
 
584. As follows: 
 

1) Is there any kind of user lockout procedure?   
  

2) Is there any kind of host lockout procedure?    
 

3) How does the application inform the client of account lockout?    
 

4) Is it technically possible to automatically DoS the applications 
multiple user accounts?  
   

5) Is it technically possible to brute-force authentication 
procedures and user accounts?    
 

6) Can the client initiate a logout procedure?    
 

7) Does client logout cancel all other active sessions?    
 

8) Is it possible to forcibly disable the authenticated client upon 
server-side revocation of credentials?    

Timeout Analysis 
 
585. As follows: 
 

1) Is there any client timeout after a period of inactivity?    
 

2) Is this timeout appropriate to the application?   
 

3) Does the timeout cancel the current authenticated session?  
  

4) Does the timeout cancel all other simultaneous authenticated 
sessions?    

Session Management Processes 
 
586. It is important that any application components that make use of 

session management processes are tested fully.  This testing process 
may be completed in four stages: 
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• Data Collection 
• Content Inspection 
• Alteration and Hijacking 
• Revocation Processes 

Data Collection 
 
587. While session information may be managed through various 

components of the application, repeated GET or POST requests are 
normally sufficient to capture a large number of session IDs.  
Depending on upon which application component issues, alters or 
appends session ID information, it may be necessary to repeat session 
ID collection processes and analysis for different sections of the 
application.   

 
588. Recommended testing procedure steps: 

 
1) Turn on a local HTTP logging device and navigate through 

each and every aspect of the application.  Once complete, 
review the capture logs and identify each URL or application 
component request that results in the addition or alteration of 
session ID information.  Session information is most often 
included within the HTTP headers. 
 

2) This navigation and logging process should be repeated for 
each privileged application user level so as to not miss any 
level-specific interfaces (e.g.  Guest, Super user, 
Administrator, Financial Controller, etc.). 
 

3) Verify that any issued cookies used for session management 
are non-persistent and delivered securely.  Session IDs should 
not be cached or stored in files at the client-side if they are to 
be used to access application components that require 
authentication. 
 

4) Make multiple requests (e.g.  HTTP GET) to application pages 
and components that create or alter session ID information.  
Try to gather as many session IDs as possible within 10 
minutes of testing.  It is important that each request and 
logged session ID is time stamped for later investigation. 
 

5) Repeat the previous step: 
An hour later 
The following day 
From an alternative IP address 
Using different login credentials if available 
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Content Inspection 
 

589. Having obtained several collections of session IDs for each application 
component that issues or alters session ID information, it is then time 
to inspect and analyse the data.  The data collection phase should 
have provided several sets of data for each application page or 
component that issued or altered a session ID.  If the web application 
was running within a load balanced environment, it may be necessary 
to use other HTTP header information (such as ETag: values) to 
uniquely identify a specific web server and its issued session IDs. 

 
590. Recommended testing procedure steps: 

 
1) Load the session ID information into an analysis tool (e.g.  

Microsoft Excel) for ease of investigation. 
 

2) Look for tell-tale information within the session IDs. 
 
Is there any confidential or personal information within 
them? 
 
Do they appear to be using a common hashing 
algorithm? 
 
What are the ranges of characters is use? (e.g.  a-Z, A-Z, 
0-9) 
 
Are these session IDs using a Secure flag? 
 

3) Sort each set of session IDs information by request time. 
 

4) Try to identify trends within the session IDs. 
 
Are the session IDs of a consistent length? 
 
Are there any static segments to the session ID? 
 
Is there any predictability to the sequence? 
 
Is there a time based incremental process showing in the 
data? 

 
5) Sort each set of session ID information by dictionary/numerical 

sequence. 
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Are the session IDs indicative of sequential issuing 
processes? 
 
Is there a common trend or step between session IDs? 

 
6) Compare the sets of data for the different client IP addresses 

for changes in the session ID structure. 

Alteration & Hijacking 
 
591. Having verified the integrity of the session ID allocation process and 

understood how they are constructed, the next testing stage focuses 
upon the manipulation of resubmitted session IDs.  The purpose of this 
stage is to identify the resilience of the session management functions 
to malicious changes or theft of session information. 

 
592. Recommended testing procedure steps: 
 

1) During this stage, the use of a personal proxy is advised to 
simplify alteration and resubmission tasks (covered in the later 
section “Using Personal Proxies”).  Having observed, recorded 
and analysed the session IDs allocated by the application, 
focus should initially shift to “low hanging fruit” (e.g.  
incremental IDs, predictable IDs, etc.). 
 

2) Open a fresh instance of the client web browser and use the 
personal proxy to intercept the first instance where an 
application page is requested that requires the client to submit 
a session ID.  If the session ID is predictable in any way, try 
altering the information into a format likely to yield results, for 
example: 

 
If it contains a unique identifier, try another likely identifier 
(or test account), 
 
If it is incremental - try “counting down” the ID to access 
earlier content. 
 

3) For non-obvious session ID formats, try the following 
permutations: 

 
Is the ID actually used in the application? 
 
Is the ID case sensitive? 
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Are all elements of the ID used? 
 
Is it possible to truncate/extend the ID? 
 
Are multiple IDs submitted for page requests, but only 
some are required? 
 
Are ID parameters used or displayed in the page 
content? 
 
Is it possible to inject non standard characters into the ID 
(e.g.  %00)? 
 
Is it possible to encode SQL queries into the ID? 
 
Is it possible to inject HTML scripting code that will 
appear in the page? 

 
4) On a different client system, log in as a user and record the 

current session ID.  On another client system (without any 
currently logged in test accounts), try accessing application 
content by submitting this forged session ID.  If successful, 
session hijacking is technically possible. 
 

5) If the application host contains multiple web-sites or 
applications, is it possible to use a valid session ID to access 
other content – even if the user login is not normally allowed? 
 

6) Observe the behaviour of these attempts, and carefully note 
any of the following: 

 
Informative error messages that can be used to refine 
later attacks, 
 
When IDs are allocated, are they allocated over HTTP? 
 
Does the application used mixed HTTP/HTTPS requests 
for content? 
 
Are the cookie Domains appropriate for the application? 
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Revocation Processes 
 
593. In this final stage of testing the session handling mechanisms, focus is 

upon the responses to sessions that are no longer “live”.  These 
sessions will have been cancelled or “logged out” at the client side, 
and/or revoked at the server side. 

 
594. Recommended testing procedure steps: 
 

1) Having successfully authenticated and logged into the 
application – logout.  The application should then inform the 
client browser that logout was successful.  
  

2) Once completed, click the Back button (or use the client 
browsers history function) to navigate back to a page that 
previously required authentication to access. 

 
Does the application show the page? 
 
Does the page allow data submissions or show 
confidential information? 
 
Does the page identify that you are logged out and the 
session is closed? 

 
3) Log back into the application. 

 
4) Open up another instance of the client browser window (e.g.  

“<CTRL> N” for Microsoft Internet Explorer users).  There 
should now be two identical windows open. 
 

5) Log out of one of the windows and verify that the application 
successfully secures itself against use of the Back button.  In 
the second window continue to use the application. 

 
It is possible to still use the application from the second 
window? 
 
Should the application allow this type of behaviour? 

 
6) Log back into the application, then log out once again. 
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7) Once successfully “logged out” of the application, close all 
client browser instances.  Following this, open up a new client 
browser instance. 

 
Does the browser allow unauthenticated navigation to 
restricted content? 

 
8) Open up two new independent (i.e.  not using “open in a new 

window” or “<CTRL> N”) instances of the client browser.  Log 
into the application using the same credentials in both browser 
windows.  Log out of one and observe the behaviour of the 
other. 

 
Are multiple login instances of a single user allowable? 
 
What is the correct behaviour for a user who has chosen 
to log out? 

Event Logging 
 
595. Typical questions to ask at this analysis stage are: 
 

1) Is the authentication process logged at both client and server 
hosts?    

 
2) Are authentication detail changes logged?    
 
3) Are software failures and errors logged on the Server?    
 
4) Are software failures and errors logged on the Client?   
 
5) Is it possible to retrieve confidential authentication 

information from these logs?    
 
6) Is it possible to uniquely identify both client host and user 

from these logs?    
 
7) Is it possible to review these logs from within the 

application?    
 
8) Are permissions restrictive enough to prevent inappropriate 

access to the logs?   
  
9) What level of information is logged by the application? (e.g.  

Read/Write access, modification of data, copy/paste data)?    
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10) Are log files time sequential, and can they positively identify 

the time of the action?    
 
11) Is there any validation of event logs and can missing/deleted 

entries be discovered or recovered?    
 
12) Are various levels of event logging related to access 

permission levels?    
 
13) How long do log entries exist for?   
  
14) What method of backup and recovery of event logs exist?    

Data Validation & Manipulation 
 
596. The process of checking application submission and dynamic content 

generating fields is the most complex and time consuming phase of 
web application security testing.  Depending upon the application, 
hundreds through to hundreds of thousands of manipulations may be 
required.  For larger applications, many server-side routines will be 
replicated.  Although an application may have many hundreds of 
dynamic pages, typically, the actual number of generating routines are 
much less can be tested efficiently through a logical and planned data 
validation & manipulation process.  The order of testing within this 
phase will almost certainly have to be changed to meet the demands of 
an individual application.  This phase typically consists of the following 
stages: 

 
• Application Mapping 
• POST into GET 
• Visual inspection of field names and values 
• Identifying backend processes 
• Identifying security failures and vulnerabilities 

Application Mapping 
 
597. It is often possible to use an automated tool such as a web spider or 

similar link-following process to enumerate the most commonly 
available parts of a web-based application.  The purpose of these tools 
is to build up a map of how the application directory structure is 
configured, and to enumerate application pages (and their content or 
includes).  This information is then used to: 

 



National Infrastructure Security Co-ordination Centre 
 
 

213 
 

• Enumerate directories and discover their permissions (e.g.  
Read, Write, Execute) 

 
• Identify shared application components 
 
• Catalogue shared components, client data submission 

areas, hidden fields and email addresses 
 
598. Automated spider tools have varying degrees of success in navigating 

web applications.  Their success is largely limited by the amount of 
client-side scripting that it used to build dynamic page content, as well 
as how sessions are handled in conjunction with application content 
that requires authenticated access.  A popular automated web spider 
tool is BlackWidow (http://www.softbytelabs.com).  This tool allows for 
a number of advanced configuration options. 
 

 
599. BlackWidow (and other similar tools) will follow all links it discovers and 

pull back the page content for later inspection.  Typically, a graphical 
display of the directory structure is presented back, with copies of the 
application content within.  This content can then be searched for 
hidden content and other interesting details that are useful in a security 
perspective. 

 
600. For applications that cannot be spidered using automated tools, the 

use of personal proxies to record the manual navigation of the 
application are recommended.  Most personal proxies will record all 
application content received by the user which can then be analysed. 
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POST into GET 
 
601. Wherever possible, the application should be using POST instead of 

GET when client data is being submitted to the server.  To further 
strengthen this process, it should not be possible to convert a client 
POST request into a GET request that could be maliciously abused 
(e.g.  use in Phishing and CSS-type attacks). 

 
602. Recommended testing procedure steps: 
 

1) For each embedded FORM that uses HTTP POST, a manual 
process of converting the request into a GET format is 
required. 
 

2) Observe the POST request – in particular the target URL and 
the POST data. 
 

3) Construct a GET URL from this data by appending the POST 
data to the end of the target URL with a “?” to separate them.  
(e.g.  
http://www.example.com/submission.asp?user=AAA&pass=B
BB&code=CCC). 
 

4) Observe the response from using the GET submission.  The 
application must be able to identify this alternative request and 
should respond accordingly. 
 

5) It is important that session information and REFERER 
information remain intact for the request as the application 
may reject the request even if it was in the original POST 
format. 
 

6) In many cases the use of a personal proxy can be used to 
observe the POST request.  By clicking the browsers “back” 
button and placing a newly formatted GET URL into the 
browser URL text box (having used the information obtained 
from the observed POST), and then clicking <ENTER>, the 
browser should submit all the relevant REFERER and session 
information on your behalf. 
 

7) Alternatively, with a captured POST request and conversion to 
an appropriate GET version, it is possible to gain finer control 
of resubmissions using a tool such as Netcat to send the raw 
request.  HTTPS submissions can be carried out using an SSL 
tunnel or integrated tool such as SSLCat. 

 



National Infrastructure Security Co-ordination Centre 
 
 

216 
 

Note: The use of a personal proxy is recommended.  These 
applications make for an efficient method of observing HTTP or 
HTTPS traffic and easy manipulation.  In addition, as web applications 
become more complex and use other client-side scripting components, 
it may not be obvious how a request may be made from a casual 
inspection of the HTML source code. 

 
603. Example 1: A simple POST submission. 

 
The original POST request 
 
POST /callme/callme_pclookup.cfm HTTP/1.0 
Accept: image/gif, image/x-xbitmap, image/jpeg, image/pjpeg, */* 
Referer: http://www.example.com/callme/callme.cfm 
Accept-Language: en-gb 
Content-Type: application/x-www-form-urlencoded 
Proxy-Connection: Keep-Alive 
User-Agent: Mozilla/4.0 (compatible; MSIE 6.0; Windows NT 5.1) 
Host: www.example.com 
Content-Length: 46 
Pragma: no-cache 
Cookie: CFID=27; CFTOKEN=8802713 
 
postcode=SM14BF&action=SUBMIT 

 
The corresponding GET request 
 
GET /callme/callme_pclookup.cfm?postcode=SM14BF&action=SUBMIT HTTP/1.0 
Accept: image/gif, image/x-xbitmap, image/jpeg, image/pjpeg, */* 
Referer: http://www.example.com/callme/callme.cfm 
Accept-Language: en-gb 
Content-Type: application/x-www-form-urlencoded 
Proxy-Connection: Keep-Alive 
User-Agent: Mozilla/4.0 (compatible; MSIE 6.0; Windows NT 5.1) 
Host: www.example.com 
Pragma: no-cache 
Cookie: CFID=27; CFTOKEN=8802713 

 
604. Example 2: A multipart POST submission 
 
  The original POST request 

 
POST /Financial/all_vacancy_map.cfm HTTP/1.0 
Accept: image/gif, image/x-xbitmap, image/jpeg, image/pjpeg, */* 
Referer: http://www.example.com/Financial/all_vacancy_map.cfm 
Accept-Language: en-gb 
Content-Type: multipart/form-data; boundary=-------------7d415739c0182 
Proxy-Connection: Keep-Alive 
User-Agent: Mozilla/4.0 (compatible; MSIE 6.0; Windows NT 5.1) 
Host: www.example.com 
Content-Length: 363 
Pragma: no-cache 
Cookie: CFID=26; CFTOKEN=16413672; 
 
-------------7d415739c0182 
Content-Disposition: form-data; name="JobType" 
 
Administration 
-------------7d415739c0182 
Content-Disposition: form-data; name="level1" 
 
London 
-------------7d415739c0182 
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Content-Disposition: form-data; name="level2" 
 
Acton 
-------------7d415739c0182 
Content-Disposition: form-data; name="mycontrol.submit" 
 
-----------------------------7d415739c0182-- 

 
  The corresponding GET request 

 
GET 
/Financial/all_vacancy_map.cfm?JobType=Administration&level1=London&level2=Act
ion&mycontrol.submit= HTTP/1.0 
Accept: image/gif, image/x-xbitmap, image/jpeg, image/pjpeg, */* 
Referer: http://www.example.com/Financial/all_vacancy_map.cfm 
Accept-Language: en-gb 
Content-Type: application/x-www-form-urlencoded 
Proxy-Connection: Keep-Alive 
User-Agent: Mozilla/4.0 (compatible; MSIE 6.0; Windows NT 5.1) 
Host: www.example.com 
Pragma: no-cache 
Cookie: CFID=26; CFTOKEN=16413672; 

 

Visual Inspection of Field Names and Values 
 
605. Data submitted by the client browser, or used to generate dynamic 

page content, are typically visible within field names located either 
within the HTML source code or the URL.  These field names, and the 
data they contain, are used in the initial steps of ascertaining the 
applications resilience to attack.  The tester should review these field 
names and the data they initially contain for hints about the backend 
server environment. 

 
606. Recommended testing procedure steps: 
 

1) Identify field names which make use of simple binary switches 
such as On and Off, or True and False.  (e.g.  
http://www.example.com/showme.asp?debug=off) 

 
Does reversing the switch cause the application to fail? 
 
Does it present different data back to the client? 
 
Can this new data provide extra information for an 
attack? 

 
2) Identify field names which refer to or contain information that 

may correspond to file locations.  In particular, can 
manipulation of these possible file locations result in access to 
other server-side files or be used to link to other web sites? 

 
Typical initial test values: 
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../ 

../../../../../../../../../../boot.ini 

../../../../../../../../../../etc/passwd 
www.google.com 
http://www.google.com 

 
3) With possible (or confirmed) file location field names, try to 

access other content within the application with emphasis on 
accessing: 

 
The source code of other pages, 
 
Administrative or higher privileged sections of the 
application, 
 
Files and/or documents that should be inaccessible, 
 
Files and/or documents belonging to other application 
users, 
 
Likely host operating system files on the server. 

 
4) As you navigate the web application content and visit different 

pages, try to append and resubmit various fields and data that 
may have worked on other pages.  For example, if one page 
within the application made use of (or referred to) “debug=off”, 
try appending “debug=on” to any other pages that you 
encounter that don’t initially have this field. 
 

5) Look for fields that contain data that may appear within the 
resultant page.  For instance, if the name of the user is 
presented in the URL and also appears in the resultant page, 
is it possible to include HTML characters that will cause the 
page to display incorrectly.  

Identifying Backend Processes 
 
607. In some cases, the URL field will contain information that hints at 

backend systems.  Typical things to watch out for are: 
 

• Changes of file extensions for various directories are often 
indicative of other application components or subsystems 
that are virtually mapped to the application.    For instance, 
on a Microsoft IIS web server, page content typically has an 
.ASP extension.  When encountering a .CFM extension later, 
this will most likely be due to a Macromedia Cold Fusion 
backend system.  Specific Cold Fusion vulnerabilities can 
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then be tried against these relevant application sections and 
directories/files. 

 
• Whenever data must be submitted by the client browser, 

testers should question whether the information is likely to 
be stored in a backend system such as a database.  Trying 
specific checks that are designed to cause a backend 
database to identify itself or execute non-malicious 
commands can then be tried first. 

SQL Insertion Processes 
 
608. This section focuses upon a few SQL basics that are necessary to 

understand and replicate appropriate SQL insertion tests.  The 
following table shows some of the popular SQL commands with 
examples of their uses.  SQL includes many more than these, but 
almost every database application (e.g.  Microsoft SQL Server, Oracle, 
etc.) use some of these commands. 

 
SQL 
Comma
nd 

Functionality Example 

SELECT Extract data from 
the database 

SELECT * FROM 
user_table 

UNION Combine the 
results of several 
SELECT queries 
together, 
removing 
duplicate records 

SELECT first, last 
FROM customers 
WHERE city = `LON' 
UNION SELECT 
first, last FROM 
passwords WHERE 
city = `LON’ 

INSERT Put new data in 
the database 
table, add a new 
row to the table 

INSERT INTO 
userlist VALUES 
(hacker, admin); 

UPDATE Change the 
records in the 
database 

UPDATE products 
SET description = 
`Sony TV' WHERE 
item_val = ‘£1’; 

DELETE Delete specific 
records from a 
table 

DELETE FROM 
alerts WHERE 
devicetypeid = 69 
AND alarmid NOT IN 
(3,4,5); 

CREATE Create new data 
structures (such 
as tables) within 
the database 

CREATE TABLE 
values as SELECT * 
FROM events 
WHERE name = 9; 

DROP Remove the table 
from the 
database 

DROP TABLE 
customers; 

ALTER Modify the 
database table 
by adding 
columns 

ALTER TABLE 
creditcards ADD 
expiry varchar(30); 

 
 

SQL 
Comma

Functionality Example 
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nd 
WHERE Used to define 

the fields to be 
processed by the 
SELECT, 
INSERT, 
DELETE, and 
other commands 

SELECT * FROM 
user_table WHERE 
username =’anton’; 

LIKE Facility used to 
do approximate 
matching within 
the WHERE 
clause; the `%’ 
indicates the 
wildcard 

SELECT * FROM 
user_table WHERE 
username LIKE 
‘anton%’; 

AND, 
OR, 
NOT 

Binary logic 
operators used, 
for example, 
within WHERE 
clauses 

SELECT * FROM 
user_table WHERE 
username =’anton’ 
AND 
password=’correcto’; 

VALUES Used to specify 
the inserted or 
changed values 
for the INSERT 
and UPDATE 
commands 

INSERT INTO 
user_table 
(username, 
password) VALUES 
(`anton’, ‘correcto’); 

 
609. SQL insertion represents perhaps one of the most dangerous and 

insidious forms of attack against web-based applications.  When 
testing for SQL insertion, it is recommended that great care be taken 
during – particularly with test cases that could potentially write back to 
database or drop tables. 

 
610. Recommended testing procedure steps: 
 

1) For each embedded FORM that accepts content, try initially 
submitting the following individual characters and observing 
the applications response: 

 
 ‘   (single quote) 
 --   (two dashes) 
 %27  (escape-encoded single quote) 
 %u0027 (Unicoded single quote) 

 
2) For each field listed within the URL, try similar tests as listed 

in 1. 
 

3) Keep note of any error responses, and search for any SQL-
related error messages (note that these error messages may 
appear in the HTTP headers, HTML body as comments, or 
within the rendered HTML.  It is also important to ensure that 
auto-redirecting is not enabled on the web browser). 
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4) If any of these simple character submissions were 
successful in eliciting a response, try the following to 
establish the backend database version: 

 
‘ or 1 in (select @@version)— 

 
5) For page and form submissions that are likely to take 

authentication information (e.g.  login forms), try submitting 
the following: 

 
‘ or 1=1 -- 
‘ union select 1, ‘no_such_user’,1,1 

 
Note: these strings should be applied to each authentication 
field singularly and in combinations. 

 
6) If successful, the tests in 4.  will result in a successful user 

login to the application.  This process should also be 
replicated for fields contained in the URL. 

 
7) In some cases, error messages will not appear (e.g.  a 

generic HTTP 404 or 500 error will be displayed).  Therefore 
an alternative system of testing for SQL insertion is required 
that relies upon differentiating between error responses, or 
noticeable time delays. 

 
8) Time delays can be used in a stand alone manner, or 

appended to a suspected SQL injection attack vector.  The 
most appropriate time delay format is typically: 

 
waitfor delay ‘0:0:10’ 

 
9) If required, the waitfor command can be used to enumerate 

the response to a SQL injection by one character at a time.  
This is achieved through the use of a conditional statement 
such as IF.  An easily scriptable format example follows: 

 
if (ascii(substring(@s, @byte, 1)) & ( power(2, @bit))) > 0 
waitfor delay 
 '0:0:10‘ 

 
10) The enumeration process can also be conducted using 

Boolean error logic which takes into account subtleties of 
query optimisation.  For instance: 

 
select 'result' where 1=1 or 1/0=1 
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Returns ‘result’ but 
  
select 'result' where 1=0 or 1/0=1 
Returns a ‘division by zero’ error. 

 
It is thus possible to use the same string-bit extraction 
technique (ascii codes, substrings etc) to get our bits, since 
the server returns “500 Error” response rather than “200 OK” 
response if there’s an error. 

Identifying Validation Failures and Vulnerabilities 
 
611. In general, web-based applications should respond appropriately to 

unexpected content.  By this, it is meant that the application should be 
able to identify incorrect data submissions and coordinate a response 
that is in keeping with the nature of the task at hand.  Error messages 
should not disclose information about the host system or the inner 
workings of the application.  Neither should the application issue 
responses that could be used to enumerate “hidden” functionality 
through time delays and other anomalous responses. 

 
612. Recommended testing procedure steps: 

 
1) For each embedded FORM or data field that is submitted from 

the client to the server application, testers should check for 
responses to alpha and numeric changes.   

 
How does the application respond if text is submitted 
instead of numbers? 
 
For a numeric field, how does it respond to negative 
values? 
 
How does the field respond to HEX representation of the 
value? 
 
What if the HEX value is negative, or impossible (e.g.  
xFF9Q)? 

 
2) For each FORM submission field or field indicated in a URL, 

verify responses to long values that may overflow the 
application.  For instances: 

 
Try submitting strings of 100, 500, 1000, 10000, and 
1,000,000 bytes 
 
Try submitting very long numbers 
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Try submitting long arrays of non ASCII characters 
 
Try submitting an array separated with common breaks 
(e.g.  carriage return) 

 
3) Work through a number of characters or character sequences 

that are known to have an effect of various server-side coding 
functions.  The following list contains the most common 
characters likely to elicit an unexpected response: 

 
Character Context 
; Semicolons for additional command-execution 
| Pipes for command-execution 
! Call signs for command-execution 
& Used for command-execution 
~ Tildes 
' " Quotation marks (often in combination with database-

queries) 
- in combination with database-queries and creation of 

negative numbers 
*% used in combination with database-queries 
` Backticks for command execution 
/ \ Slashes and Backslashes for faking paths and queries 
<> LTs and GTs for file-operations 
<> for creating script-language related TAGS within 

documents on webservers! 
? Programming/scripting- language related 
$ Programming/scripting- language related 
@ Programming/scripting- language related 
: Programming/scripting- language related 
({[]}) Programming/scripting/regex and language-related 
../ Two dots and a slash or backslash - for faking filesystem 

paths 
x20 Spaces for faking urls and other names (especial in 

URLs!) 
x00 Null bytes for truncating strings and filenames 
x04 EOT for faking file ends 
x0a New lines for additional command-execution 
x0d New lines for additional command-execution 
x1b Escape 
x08 Backspace 
x7f Delete 

 
4) With each server response, carefully note any error messages 

or responses that are likely to identify background host 
information or may be more actively pursued for vulnerability 
exploitation. 

 
613. Typical questions to ask at this analysis stage are: 
 

1) Do the primary client application input areas provide client-
side checking?    



National Infrastructure Security Co-ordination Centre 
 
 

224 
 

 
2) Do the primary client application input areas provide server-

side checking?    
 
3) Are content input areas restrictive to appropriate data types? 

(e.g.  Numeric fields for currency input)    
 
4) How does the application behave when rejecting bad input 

data?    
 
5) Does the client application only accept known valid data?    
 
6) Does the application sanitise bad data?    
 
7) Does the application redisplay bad data with error 

information?    
 
8) Can bad data error information reveal internal application 

workings?    
 
9) Is it possible to overflow data input areas?    
 
10) Does the application falter on very large data input 

variables?    
 
11) Does the application gracefully cancel the client’s current 

connection on bad data input?    
 
12) Is it possible to generate errors from backend processes due 

to un-sanitized input? (e.g.  SQL insertion problems with 
databases)    

 
13) Does the application support multiple input formats? (e.g.  

Unicode representations)   
 
14) Does the application support extended characters and 

handle them gracefully? (e.g.  NULL byte injection)    
 
15) Can input data be obfuscated and used to carry attack 

payloads? (e.g.  alternative IP representations)    
 
16) Is the client application communication encrypted or 

otherwise obfuscated?    
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17) Is it conceptually possible to hijack the applications 

communication channel?    
 
18) Is it possible to DoS intra-application component 

communications?    
 
19) Are debug options available?    

Cross-Site Scripting (CSS) 
 
614. The key concepts involved with testing for cross-site scripting issues 

revolve around the unaltered inclusion of submission data into an 
application’s dynamic response.  Hence, many of the testing 
techniques revolve around how characters associated with scripting 
languages are either stripped or HTML encoded. 

 
615. Typical questions to ask at this analysis stage are: 
 

1) For each embedded FORM submission field or field contained 
within the URL, try submitting each of the following: 

 
‘/><SCRIPT>alert(‘CSS’)</SCRIPT> 
<img csstest=javascript:alert('CSS')> 
&{alert('CSS')}; 

 
2) If an alert box pops up on the returned page containing the 

text “CSS”, the application field is vulnerable to cross-site 
scripting attacks. 
 

3) If no popup responses were received, search the HTML 
source code for the “CSS” variable.  If the “CSS” word is 
found, identify whether any characters have been stripped or 
converted in HTML equivalent codes. 
 

4) If certain characters have been stripped or altered into HTML 
equivalent codes, try encoding these characters in other 
formats (e.g.  escape encoded, Unicode, etc.). Note also, that 
some application developers may strip out the keyword 
SCRIPT – so encoding this in various formats is also 
recommended, along with trying other key words – such as: 
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HTML Tag Description 
<SCRIPT> Adds a script that is to be used in the document. 

Attributes:  
• type = Specifies the language of the script.  Its 
value must be a media type (e.g.  text/javascript).  
This attribute is required by the HTML 4.0 
specification and is a recommended replacement for 
the “language” attribute.   
• language = Identifies the language of the script, 
such as JavaScript or VBScript.   
• src = Specifies the URL of an outside file 
containing the script to be loaded and run with the 
document.  (Netscape only)  
Supported by: Netscape, IE 3+, HTML 4, Opera 3+ 

<OBJECT> Places an object (such as an applet, media file, etc.) 
in a document.  The tag often contains information for 
retrieving ActiveX controls that IE uses to display the 
object.   
Attributes:  
• classid = Identifies the class identifier of the object.   
• codebase = Identifies the URL of the object’s 
codebase.   
• codetype = Specifies the media type of the code.  
Examples of code types include audio/basic, 
text/html, and image/gif.  (IE and HTML 4.0 only)  
• data = Specifies the URL of the data used for the 
object.   
• name = Specifies the name of the object to be 
referenced by scripts on the page.   
• standby = Specifies the message to display while 
the object loads.   
• type = Specifies the media type for the data.   
• usemap = Specifies the imagemap URL to use 
with the object.   
Supported by: Netscape, IE, HTML 4 

<APPLET> Used to place a Java applet on a document.  It is 
depreciated in the HTML 4.0 specification in favour of 
<object> tag.   
Attributes:  
• code = Specifies the class name of the code to be 
executed (required).   
• codebase = The URL from which the code is 
retrieved.   
• name = Names the applet for reference elsewhere 
on the page.   
Supported by: Netscape, IE 3+, HTML 4 

<EMBED> Embeds an object into the document.  Embedded 
objects are most often multimedia files that require 
special plug-ins to display.  Specific media types and 
their respective plug-ins may have additional 
proprietary attributes for controlling the playback of 
the file.  The closing tag is not always required, but is 
recommended.  The tag was dropped by the HTML 
4.0 specification in favour of the <object> tag.   
Attributes:  
• hidden = Hides the media file or player from view 
when set to yes.   
• name = Specifies the name for the embedded 
object for later reference within a script.   
• pluginspage = Specifies the URL for information 
on installing the appropriate plug-in.   
• src = Provides the URL to the file or object to be 
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HTML Tag Description 
placed on the document.  (Netscape 4+ and IE 4+ 
only)  
• code = Specifies the class name of the Java code 
to be executed.  (IE only)  
• codebase = Specifies the base URL for the 
application.  (IE only)  
• pluginurl = Specifies a source for installing the 
appropriate plug-in for the media file.  (Netscape 
only)  
• type = Specifies the MIME type of the plug-in 
needed to run the file.  (Netscape only)  
Supported by: Netscape, IE 3+, Opera 3+ 

<FORM> Indicates the beginning and end of a form.   
Attributes:  
• action = Specifies the URL of the application that 
will process the form.   
• enctype = Specifies how the values for the form 
controls are encoded when they are submitted to the 
server.   
• method = Specifies which HTTP method will be 
used to submit the form data.   
• target = Specifies a target window for the results of 
the form submission to be loaded ( _blank, _top, 
_parent, and _self).   
Supported by: All 

 
5) In some cases, if the characters have not been stripped or 

alternatively encoded, the failure in the script to execute may 
be due to it being encased in other HTML tags (e.g.  a quoted 
variable) or commented out.  It is typically an easy task to 
supply additional strings to the start of the CSS submission 
(such as “><!-- /></comment>) to break out of the enclosure. 
 

6) URL data fields that appear to take application page names or 
redirection URL’s should be tested to ensure that trivial CSS 
attacks are not possible.  For example: 
 
http://www.example.com/error.asp?page=http://www.attacker.org 

Client Installation 
 
616. Typical questions to ask at this analysis stage are: 

 
1) Are client application components validated before 

installation?    
 

2) Are there access permissions to installed application 
components that will stop manipulation?   

  
3) Is it possible to patch or otherwise update the application 

while clients are using it?    
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4) Is there an uninstall function?    
 

5) Does the application rely upon any third-party developed 
components? (e.g.  ActiveX DLL libraries)    

 
6) Is there any kind of version control to application 

connectivity?    
 

7) Is it possible to have multiple client installations on the same 
host?    

 
8) Are checksums or MD5 hashes available for verifying the 

integrity of the application components?    
 

9) Is there a client installation log per host?    
 

10) Are customisable and configuration files stored locally in a 
secure way?   

  
11) Is cached content or are transfer files stored locally in a 

secure way?    

Cryptography 
 
617. Typical questions to ask at this analysis stage are: 
 

1) Are known cryptographic techniques used to encrypt local 
data storage?  
   

2) Are known cryptographic techniques used to encrypt intra-
application component communications?    
 

3) Is it possible to select or force the level of cryptography to an 
insecure level?    
 

4) If a custom cryptographic method is implemented, is it using 
industry acceptable levels of encryption?    
 

5) Is the cryptographic technique appropriate to the application 
and method of communication?    
 

6) Is client authentication handled by digital certificates?    
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7) If digital certificates are used, can they be transported 
between hosts?    

Use of Personal Proxies 
What is a Personal Proxy? 

 
618. A personal proxy is an application designed to run on the local client 

system and parse network traffic.  When used in conjunction with web 
application testing, the personal proxy is used to intercept browser 
requests between the client browser (e.g.  Microsoft Internet Explorer 
or Mozilla) and the web-based application.   

 
619. Depending upon the personal proxy type, the client request intercept 

may happen before any SSL connections are established, or may it act 
as a true man-in-the-middle client and provide faked SSL certificates 
for any HTTPS traffic.  This later type of personal proxy is the most 
common, and many examples exist.  Some newer generation personal 
proxies sit within the browser and allow the user to intercept requests 
before any SSL encryption is necessary. 

 
620. The purpose of the personal proxy is to intercept client browser 

requests so that the user can alter the request mid-stream.  This allows 
the user to submit data beyond any client-side application restrictions. 

 
621. Personal Proxies can also be used to alter inbound data streams to the 

client when it is necessary to capture or manipulate other server-
supplied data streams.  For instance, it is a common practice to edit 
.java classes and use locally stored versions instead of downloaded 
versions from the server.  The personal proxy would automatically edit 
URLs of incoming data to point at the local file cache.   

 

Personal Proxy Techniques 
 
622. A personal proxy is designed to run locally and listen on a predefined 

port.  The web browser software is then configured to use the proxy for 
all web requests. 
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623. Depending upon the test environment, it may be necessary to use an 

upstream proxy (i.e.  a corporate proxy server must normally be used 
for access to the application or other Internet resources) and/or client-
side certificates.  The following screen shot (taken from the Odysseus 
personal proxy client - http://www.wastelands.gen.nz/odysseus/) 
shows this level of configuration. 
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624. When intercepting a HTTPS POST request to a secure server (in this 
case https://loginnet.passport.com/), the data being sent is shown in 
the following Raw Request window:  

 

 
625. This information may be edited and altered to contain anything the 

client wishes to submit.  An important thing to note with editing POST 
requests in particular is the submitted field “Content-Length” which 
defines the amount of data contained in the POST submission.  A web 
server is supposed to use this content length value and truncate the 
submitted data.  Therefore, when editing POST submissions, it is 
important that the Content-Length field is correctly updated before 
finally submitting the changed data.  To ease this process, some 
popular personal proxy agents provide alternative displays of GET or 
POST data, and will automatically update any necessary fields.  An 
example is shown below. 
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In-line Browser Analysis 
 
626. When analysing web pages and linking between application 

components, the use of various in-browser – explorer bar – 
applications can often prove beneficial.  One such tool designed for 
use with current versions of Microsoft’s Internet Explorer is 
HTTPWatch (http://www.httpwatch.com/).  Explorer Bar applications 
make use of extended functionality and link to several Microsoft OS 
coding API’s.  HTTPWatch provides several key analysis features such 
as: 

 
• Capturing and displaying HTTP related data 
 

o URLs being accessed,  
 
o HTTP method, e.g.  GET, POST, etc... 
 
o Mime type of response, e.g.  text/html image/gif 
 
o Time taken to complete a request 
 
o Size of downloaded page, image or file 
 
o HTTP status codes or error codes if the request failed 
 
o Cookies sent and received 
 
o Headers sent and received 
 
o Parameters sent in a query strings and POST 

requests 
 
o Network operations required, such as DNS lookup or 

socket connects 
 
o Whether the content was read from the browser 

cache or downloaded  
 
• Shows Cache Interaction 
 
• View and Export individual page contents 
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• Request filtering 
 
• Saving data into XML and CSV formats 
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